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Abstract
Data mining and machine learning technologies have already achieved significant

interest for urban computing. Early successes include the policing in New York City

and monitoring the traffic status in Singapore. Above all, when urban data is used

properly, urban computing can help tackle the challenges cities faced like pollution,

energy, transportation problems. Thus, it is beneficial for people, environment and

cities.

Much recent progress in urban computing has been fuelled by the explosive growth

in the amount and diversity of data available, and the computational resources need-

ed to crunch through the data. The issue of data scarcity becomes more harmful

especially when the distribution changes in urban computing systems, most statis-

tical models need to be rebuilt from scratch using newly collected training data.

However, in many real-world urban computing applications, it is expensive or im-

possible to collect the needed training data to build or rebuild the models. This begs

the question of whether machine learning systems necessarily need large

amounts of data to solve a task well.

In urban computing, it would be beneficial to reduce the need and effort to collect

and even recollect the training data. In this era of big data, as many different kinds

of data have been collected, it is natural to ask whether we can take advantage

of some other data to facilitate effective urban computing. This is the motivation

behind this thesis on using big data collected from buildings for urban applications.

The intuition is that the daily working and living patterns of people in the buildings

may contribute to changes in the urban areas, e.g., in terms of traffic, population

and energy footprint.

The problem is then how to learn to learn efficiently, by making use of sim-

ilarities among different domains, e.g., the built environment and urban scenarios.
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For this question, exciting recent practises, under the banners of meta-learning, life-

long learning, learning to learn, multitask learning etc, lead us to the common answer

of leveraging transfer learning. Transfer learning is to exposure to existing source

domains and allows the system to learn a rich prior knowledge about the world in

which tasks are sampled from, and it is with rich world knowledge that the system

is able to solve new tasks efficiently. This is an active, vibrant and diverse area of

research, with many different approaches proposed recently.

This thesis describes three settings of transfer learning and the corresponding

case studies in this direction that I have been involved in during my PhD study.

The first study is on traffic prediction, which is an important application of

tremendous practical value. In this case, we transfer samples from the domain of

building CO2 to the domain of traffic speed, where the source domain and the target

domain are shown to be related. As a case study of traffic prediction, in order to

reduce the requirement of traffic data, we report a novel and interesting approach of

warped inductive instance transfer using building data in Kowloon, Hong Kong, one

of the densest urban areas in the world.

The second study is on Urban Mobility Models (UMMs), which are fundamental

tools for estimating the population in urban sites and their spatial movements over

time. They have great value for such applications as managing the resources of

cellular networks, predicting traffic congestion, and city planning. In this study, in

order to reduce the requirement of mobility data, we transfer data instance from

the domain of building occupancy to the domain of traffic mobility, where we show

that the two domains have some common characteristics. As a case study of semi-

absorbing UMM, we proposed a novel crossed inductive instance transfer developed

with building data.

The third study is on chiller performance prediction, which is significant for the

core problem of building operation to reduce HVAC electricity consumption. In

this study, we confronted with the data scarcity issue in quite a few target domains,

where both the source and the target features lie in the same space but with different

distributions. As a case study of chiller performance prediction, we present a novel
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grouped inductive instance transfer to solve the data scarcity issue.

In summary, we propose three new methods of inductive instance transfer to

generate hidden insights and enable intelligent decision-making without too much

effort on data collection. The proposed methods are leveraged in important urban

computing applications covering three possible cases in inductive instance transfer in

terms of domain. We identify the requirements and address the challenges therein,

providing effective frameworks and solutions for practitioners as well as offering useful

insights for future research.
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Chapter 1

Introduction

1.1 Urban Computing with Transfer Learning

Data mining and machine learning technologies have already achieved significant

interest for urban computing. Early successes include the policing in New York City

and monitoring the traffic status in Singapore. Above all, when urban data is used

properly, urban computing can help tackle the challenges cities faced like pollution,

energy, transportation problems. Thus, it is beneficial for people, environment and

cities.

Much recent progress in urban computing has been fuelled by the explosive growth

in the amount and diversity of data available, and the computational resources needed

to crunch through the data. However, many machine learning methods work well

in urban computing only under a common assumption: the amount and diversity

of data are sufficient, so as the computational resources needed to crunch through

the data. However, when it comes to real-world practise in an urban scale, the data

collection is usually expensive or sometimes even not possible. Worse still, these

methods also assume that the training and test data are collected from the same

feature space and the same distribution. Under the complicated urban applications

with varying distributions, the data-driven models usually need to be rebuilt from

the beginning with training samples re-collected. Therefore, in such cases of urban

1



computing, it would be desirable to transfer knowledge between domains, which

would reduce the need and effort to recollect the training data.

In this era of big data, as many different kinds of data have been collected, it

is natural to ask whether we can take advantage of some other data to facilitate

effective urban computing. This is the motivation behind this thesis on using big

data collected from buildings for urban applications. The intuition is that the daily

working and living patterns of people in the buildings may contribute to changes in

the urban areas, e.g., in terms of traffic, population and energy footprint. Especially

in the Hong Kong SAR, there are over 8,492 high-rise buildings and the combined

heights of the skyscrapers is approximately 333.8km. These buildings makes Hong

Kong the world’s tallest urban agglomeration followed with high population densities

and big urban challenges [142].

The problem is then how to learn to learn efficiently, by making use of sim-

ilarities with other domain, e.g., the built environment. Traditional machine learn-

ing models conduct inference on the future data with data-driven models trained

on samples which are collected in advance [147, 77, 10]. Semi-supervised method-

s [97, 44, 162] tackle the issue that the size of labeled samples is not sufficient to

train a good model, by leveraging a large size of unlabeled sample and a small size

of labeled sample. Nevertheless, majority of such approaches assume the sample

distributions of the labeled and unlabeled samples. As for the problem of learning

to learn efficiently, exciting recent practises, under the banners of meta-learning,

lifelong learning, learning to learn, multitask learning etc, lead us to the common

answer of leveraging transfer learning.

With transfer learning, different from traditional machine learning, we can share

knowledge between different domains and tasks in the training and inference phase.

Many case studies of urban computing can be found using transfer learning where

building data can truly be beneficial. One example is traffic prediction, which is to
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predict the traffic status of a road or region, usually in a short-term manner. It has

long been a focus of research in the field of transport engineering, mathematics, and

computer science, with tremendous practical value in the urban environment [52].

Many existing short-term traffic prediction methods heavily rely on accurate and

rich current or past traffic data. However, such traffic data are often expensive. For

example in Hong Kong, the traffic monitoring system costs over one hundred million

Hong Kong dollars, but covers only a quarter of the roads [59]. As a result, we may

not be able to directly learn the traffic predictor on those particular roads without

monitoring system. In such cases, in order to reduce the requirement of traffic data,

it would be helpful if we could collect sufficient data to capture the traffic status by

transferring from data samples of other related domains.

Another example is urban mobility model (UMM), which is to estimate the pop-

ulation in urban sites and their spatial movements over time in a long-term manner.

UMM has great value for such applications as managing the resources of cellular

networks [68, 8, 109], predicting disease propagation [108], and city planning [90].

When conducting long-term decision makings like planning, managing and control,

it is quite common that when data are expensive or even not possible to collect. For

example, when buildings are planned to be constructed, there is no trace in the area.

As a result, discriminative data-driven models become not suitable. In this case, in

order to reduce the requirement of mobility data, transfer learning can be used, at

least as a first mean, to support long-term decision makings.

Transfer learning is also necessary especially when the samples can be outdat-

ed in urban computing, e.g., different cooling-demand distributions between normal

weekdays and holidays when conducting HVAC control in the city. In this case, it is

possible that the labelled samples collected during one time period do not follow the

same distribution in a later time period. We also provide an example of performance

prediction for chiller operations. Centralized chilled-water-based HVAC plants are
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commonly used for cooling in large urban buildings, which consume anywhere be-

tween 40% and 70% of a building’s total electricity consumption [1, 102] and cost

over 1,200 billion dollar in the single year of 2015 in Hong Kong. However, it is

common for chillers to run on merely a small distinct set of loads. The performance

corresponding to loads without sample is difficult to infer reliably with existing train-

ing data, especially when the distribution changed over time. In this study, transfer

learning can be leveraged to save a significant amount of effort to collect and recollect

corresponding training samples in chiller operations.

In summary, with the help of existing building data, we propose three important

case studies of urban computing with building data. They generate hidden insights

and enable intelligent decision-making without too much effort on additional data

collection. The proposed methods cover three possible cases in transfer learning.

We identify the requirements and address the challenges therein, providing effective

frameworks and solutions for practitioners as well as offering useful insights for future

research.

1.2 Problem Definition

In this section, we introduce key notations and definitions of transfer learning that

are used in this thesis.

First of all, we give the definitions of a “domain” and a “task”, respectively. In

this thesis, a domain D is a two-tuple D “ tX,P pXqu: a feature space X and a

marginal probability distribution P pXq, where X “ tx1, ..., xnu P X , where xi is the

ith vector corresponding to a type of feature, and X is a particular learning sample.

Given a specific domain D, a task is also a two-tuple T “ tY, fp¨qu: a label space Y

and an objective predictive function fp¨q, which is not observed but can be learned

from the training data.
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In our case studies, because we have labelled in the target domain and conduct

transfer between different tasks, our works lie in the setting of inductive transfer

learning [100]. We introduce the formal definition of inductive transfer learning.

Definition 1.1. (Inductive Transfer Learning). Given a source domain DS and a

learning task TS, a target domain DT and a learning task TT , inductive transfer

learning aims to help improve the learning of the target predictive function fp¨q in

DT using the knowledge in DS and TS, where TS ‰ TT .

In the inductive transfer learning setting, the target task is different from the

source task. In the above definition, a task is defined as a two-tuple T “ tY, fp¨qu.

Thus, the condition TS ‰ TT implies that either YS ‰ YT or fSp¨q ‰ fT p¨q. Recall

the three examples in the previous section, i.e., traffic prediction, urban mobility

model and chiller performance prediction, their target tasks are all different against

the source task.

Though samples from source domain cannot be reused in a straight-forward man-

ner, partial of these samples can still be reused together with a few labeled sample

in the target domain. Such a method is called instance-transfer approach. Instance

transfer is intuitively apparent under the inductive transfer setting where the source

task has different models against the target task. Instance transfer assists possibly

different machine learning models, e.g., neural networks, boosting, SVM and linear

regression, unlike parameter and feature transfer which assumes the same machine

learning model in the target and source tasks. That is common in urban computing

applications, especially when different models are needed because training data size

on the target domain is usually much smaller than the source domain, due to the

expensive (or even impossible) data collection.
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Figure 1.1: The framework of urban computing with building data.

1.3 Research Framework and Scope

We also present the proposed urban computing framework as below. Given training

data of both source and target domain, we first extract features. With the features,

the inductive domain adaptation projects the domains into a common domain using

three key approaches, i.e., the warped, extracted and grouped methods (more details

can be found at the end of this session). We then conduct instance transfer on the

common domain and train the objective function. Finally the prediction function is

used to infer the label of the target tasks.

In the inductive transfer learning setting, though the target task is different from

the source task, it is possible to have the same or different domains for the source

and target. In the above definition, a domain is a pair D “ tX,P pXqu. Thus, the

condition DS ‰ DT implies that either XS ‰ XT or PSpXq ‰ PT pXq. In inductive

transfer learning, we aims to find a gp¨q function, which is a function aims to change

the source feature space to the target feature space and then transfer the training

sample to learn the final model.

In terms of domain, we propose the below three approaches to respectively tackle

three different possible situations in the Inductive Transfer Learning (ITL), together
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Figure 1.2: The framework of the traffic prediction with building data.

with case studies. Intrinsically, the difference among these three approaches lies in

the number of source domains. When the number of source domain increases, the

complexity of in-between relation increases, making it harder to incorporate domain

knowledge, especially in an automatic manner.

Warped ITL As shown in Fig. 1.2, in the case study of traffic prediction with building

population, the feature space on road traffic speed is related to but different

from that on building CO2 data; marginal probability distributions are then

different correspondingly, i.e., XS ‰ XT , but gpXSq Ď XT , and PSpXq ‰

PT pXq.

Crossed ITL As shown in Fig. 1.3, in the case study of urban mobility model with building

population, both the features and marginal probability distributions on road

traffic and building population are related but different from those on urban

mobility. However, we can project both the source features of road and building

information onto the target urban mobility space, i.e., XS1 , XS2 ‰ XT , but
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Figure 1.3: The framework of the urban mobility model with building data.

gpXS1 , XS2q Ď XT , and PS1pXq, PS2pXq ‰ PT pXq. We establish the urban

mobility model to transfer from information of both roads and buildings.

Grouped ITL As shown in Fig. 1.4, in the case study of data-driven chiller performance

prediction, though the feature spaces can be regarded as the same, the marginal

probability distributions on different time instants are different from those of

the target space, i.e., XS1 , XS2 , ..., XSN
‰ XT , but gpXS1 , XS2 , ..., XSN

q Ď XT ,

and PS1pXq, PS2pXq, ..., PSN
pXq ‰ PT pXq. In this case, different samples in

the source task can be collected and grouped to learn the target model, which

is particularly challenging when there are multiple source and target tasks.

Scope. The inductive transfer can be leveraged when the source and target

domains are said to be related, which means there is relationship, explicit or not,

between the two feature spaces. When the target and source domains are the same,

i.e., DS “ DT , and their learning tasks are the same, i.e., TS “ TT , the learning

problem becomes a traditional machine learning problem.
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Figure 1.4: The framework of the chiller performance prediction with building data.

1.4 Organization

This thesis is consisted of six chapters, where

• Chapter 1 introduces the background, and highlights the research framework

and scope of studying inductive instance transfer for AIOps;

• Chapter 2 reviews the related work and discusses pros and cons of the methods

of inductive instance transfer in different AIOps applications;

• Chapter 3 presents the problem of occupancy-based traffic prediction, and

proposes an apporach of Warped Inductive Instance Transfer to transfer in-

stances from building CO2 data to traffic speed with real-data evaluations;

• Chapter 4 proposes a case study of generating urban mobility model with

building occupancy and road data using Crossed Inductive Instance Transfer,

and demonstrates its effectiveness in real-world data sets;
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• Chapter 5 proposes a case study of chiller performance prediction using

Grouped Inductive Instance Transfer to transfer multiple different chillers data

to the target chiller space, and shows its feasibility in real-world data sets;

• Chapter 6 concludes the thesis.
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Chapter 2

Literature Review

This chapter gives a review and categorization of existing works on transfer learning

for urban computing.

2.1 Urban Computing Applications

Recent advances in machine learning have been adopted in various business appli-

cations for both individuals and enterprises, whereas the urban sector suffers from

the common issue of expensive data collection. It is time to deliver a punch and

reduce the cost using data-driven techniques on each of the urban sector, e.g., in

traffic prediction, urban mobility and building management systems.

2.1.1 Traffic Prediction with Building Data

Traffic Prediction: Traffic prediction (or traffic forecasting) has long been a topic

of research in the fields of transport engineering, mathematics, and computer science

(see a research tree in Fig. 2.1). Traffic prediction has two broad directions: the long-

term and the short-term traffic prediction. In long term traffic predictions, attempts

are made to model the physical process that governs the evolution of traffic [65][71].

Such traffic predictions can be used for city blueprints, road system planning, and so

on. These studies start from baseline mathematical models, and their success relies
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heavily on the effort to calibrate the parameters from city to city, which is often a

labor-intensive task.

Our work falls into the category of short-term traffic prediction, the aim of which

is to predict the day-to-day, hour-to-hour status of traffic. Two directions are com-

mon in short-term traffic prediction: predicting the traffic at a location with in-

formation from other locations, i.e., considering the road network as a graph and

jointly considering the traffic at multi-locations; and predicting the traffic at a loca-

tion by using the (historical) data for this location only. The modeling complexity

of multi-location graph-based research [126] is usually high. In this thesis, we take

the direction of considering only single location data.

Predicting traffic using single location data is the most important direction in

traffic prediction, and one of the most intensively studied areas of research on the

subject. There are two further directions of research under this area: one in which on-

ly traffic data are considered (e.g., history traffic sensing data) and the other in which

additional information is taken into consideration. For traffic prediction using traffic

sensing data, a great many learning and inference algorithms have been tried, includ-

ing linear regression [27], univariate and multivariate state-space methods (ARIMA)

[143], neural networks [101], k-nearest neighbors [120], locally-weighted regression

(LWR) [125], Kalman filtering [99], artificial neural networks and knowledge-based

methods [146], and others. Of all these, LWR has been shown to have the best results

[31].

For traffic prediction assisted by additional information, two commonly consid-

ered classes of information are weather information [130], and weekday-weekend/holiday

information [137]. In [161], online information, such as on the weather, sporting

events, and holidays, is used to assist in making traffic predictions. Another recen-

t work reports using multi-source data related to traffic (such as taxicabs, buses,

trucks, subway and cellular data) to predict traffic status [154]. Such additional in-
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Figure 2.1: The research line of traffic prediction.

formation can be seen as assistance information, the objective of which is to assist

traffic prediction or avoid major errors of prediction; in other words, if there are

changes to such additional information (e.g., changes in weather, a weekday chang-

ing into a holiday), the traffic prediction results will change. Building occupancy

information has more direct correlation with the traffic status of nearby roads. It

not only directly improves the accuracy of prediction, but more importantly, the

occupancy data can replace traffic data. This kind of substitution is difficult or even

not possible using the aforementioned data.

Traffic Sensing: In traffic sensing, the traffic speed at the current time is esti-

mated through traffic monitoring systems. There are many studies on traffic sensing;

see a good comparison of different methods in [113]. The key trade-off is between

the cost and accuracy.

Various types of sensors have been investigated such as infrared sensors, a-

coustic sensors, probe sensors, cell phones and participatory sensing in academia

[113][114][119][150]. These approaches try to study low cost sensors. They usually

have low accuracy, data sparsity or cannot scale in practice [80]. Waze [48] is a traffic

sensing application currently in use. It takes advantage of the users’ participatory

uploads of the traffic status of their nearby roads. Such approach is low cost, yet has

unstable performance in terms of accuracy and road coverage.
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High-accuracy traffic sensing systems in practice include loop and closed-circuit

camera detectors [29]. However, such solutions for traffic sensing suffer from high

costs. A set of loop detectors costs USD$9000. A set of camera detectors, with

associated RFID sensors, cost USD$2500 and a 10% top up service fee for installation

and maintenance [148].

Building Occupancy Sensing: Building systems have recently attracted in-

terest from sensor networking and system researchers. One direction of research is

occupancy sensing, i.e., detecting the presence and the number of occupants, so as to

turn off unnecessary equipment, adjust HVAC intensity and so on. There are studies

on the use of different types of sensors, such as passive infrared (PIR) sensors, reed

switches, and motion sensors [3]. There are also studies using camera sensors [39]

or electricity consumption [73] to estimate building occupancy. These studies either

suffer from scalability problems, or require additional sensors to be deployed that

may not be widely adopted in buildings.

We choose to use CO2 concentration for occupancy sensing. CO2 sensors are wide-

ly available in building management systems. CO2 concentration is the most readily

available information, the main purpose of which is to assist ventilation functions

of a building. Intrinsically, higher occupancy levels result in higher concentration

of CO2. The CO2 approach is scalable and it is more accurate when the number of

occupants is large [129][54].

One challenge for using CO2 is that CO2 has a delay factor, e.g., the CO2 level

may only reflect occupancy status 10 - 15 minutes ago. We first developed a general

model that extends the conventional steady-state model in [129] and conduct a real

world validation of its effectiveness. We then carefully develop our occupancy-traffic

model and prove that the delay factor will not affect the prediction accuracy of our

model.
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XXXXXXXXXXXXSpatial
Temperal

Minutely-scale Hourly-scale Monthly-or-beyond-scale

Single-location [18, 30] [37, 112] -
Intracity mPat [152], [25, 46] WHERE [66], [20] [115, 17]
Intercity - Gravity [118], [76] [163, 98]

Table 2.1: Classification and examples of UMMs of different spatial and temporal granu-
larity.

2.1.2 Urban Mobility Model with Building Data

We can classify UMMs according to spatial and temporal granularities (see Table 2.1).

Along the spatial granularity, there are intercity, intracity, and single-location UMMs.

Along the temporal granularity, there are monthly-scale, hourly-scale, and minute-

scale UMMs. This naturally classifies different applications. For example, intercity

UMMs are useful for the aviation industry, and monthly-scale UMMs are useful for

long-term city planning.

Our Semi-absorbing Urban Mobility (SUM) Model fits the intracity, hourly-scale

UMM [66, 20]. Intrinsically, this applies to human behaviors in buildings, which

have an impact on an intracity and hourly scale. In our analysis, we quantify the

scope of SUM and prove that the impact of our model can naturally converge into

intercity-scale and/or monthly-or-beyond-scale UMMs, as space and time scale up

(Section 4.3.3). Nevertheless, for an UMM in the scope of the intracity and hourly

scale, ignoring the impact of buildings would easily lead to inaccuracies in the models,

which is also demonstrated by a comparison of UMMs. Examples of applications that

fit this scope include cellular network resource allocation [135], online social network

content sharing [155], and bus route optimization [24].

The common mathematical tools to formulate a mobility model include gravity

models [118, 76], graph-based models [68, 8], and Markov process [25, 13, 85].

Gravity models say that the mobility between two sites is stronger when they are

closer or the population in the two sites are greater. This emulates Newton’s gravity
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law. Gravity models work well for the aggregate behavior of massive population. As a

result, gravity models are commonly used for intercity UMMs. The mobility of people

in individual buildings does not show significant aggregate behavior. Therefore,

gravity models are not suitable.

Graph-based models have been used to model vehicle mobility. These models

potrait the road system of a city, where links are the roads and nodes are the inter-

sections of roads. In these models, buildings are usually treated as obstacles, and it

is not possible to integrate buildings as a combined part in these models.

Our method falls under the topic of stochastic Markov process. A typical Markov

process has transient states as well as absorbing states. However, the traditional

absorbing state keeps the population in the site forever. We innovatively develop

semi-absorbing states since both transient states and absorbing states cannot cap-

ture the “temporary holding” property of buildings. Our proposed semi-absorbing

approach not only captures a new property, but also confirms and naturally cap-

tures many important intracity discoveries in earlier studies, e.g., “various average

staying times” [13], “urban as a mesh” [36], and “the attraction of highly populated

areas” [66].

Besides generative models, there are discriminative models [152, 153]. These

models are data-driven and usually achieve a high level of accuracy in predicting

mobility for individual scenarios. They rely heavily on the availability of a large

amount of data for training to fit different cities. As previously mentioned, these

models are less useful for the simulation of traces, especially when data are not

available.

2.1.3 Chiller Performance Prediction in Building

Chiller Performance Analytics. As one of the major energy consumer in the

urban environment, intelligent buildings is a widely studied research topic in urban
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computing [74, 138, 96]. On the supply side, the chiller-plant performance is modeled.

Two aspects of approaches are proposed for the supply-side research, i.e., on the

component level and the plant level.

On one hand, a component-level method models all chiller-plant components.

Modern data-driven techniques are leveraged to building the different sub-models and

aggregate these sub-models for the final process in [139]. However, aggregating the

performance of all components of the chiller plant can lead to cumulative prediction

errors and additional human efforts.

On the other hand, a plant-level method controls and measures the chiller plant

as a whole. The plant-level method is the most important direction in performance

prediction, and one of the most intensively studied areas (i.e., over 90%) of research

on the subject. Physical and grey-box methods were used in 2017 to capture the

variation in maximum cooling capacity [91, 127, 70]. However, the model accuracy

is still limited by the accuracy of analytic models, especially under varying envi-

ronmental conditions. As for individual performance analytics, single-task neural

networks are also considered as an option for modeling in building facility engineer-

ing community [164, 140]. However, such a method still has limitations: (1) due to

the existing control policy of chiller plant, the data collected by the sensor network

usually only spans on a subspace of configuration space, i.e., there is a profile-sparse

issue. Training over such data easily leads to high generalization errors; (2) because

the thermodynamic model changes under different configurations and environmen-

tal conditions, the model is not consistent over time, i.e., the concept-drift issue.

Training using a traditional single-task model can also lead to overfitting.

COP Prediction. Coefficient of Performance (COP) is a widely-used metric

for chiller operation. Larger values of COP indicates higher energy efficiency of the

system. Thermodynamic COP models were developed for different contexts, e.g., for

water plants [62, 61, 93] and centrifugal chiller plants [49]. Such models are designed
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to fit across all buildings. However, the actual performance of the control strategies is

subject to the accuracy of these models because they are general purpose models and

do not capture the practicalities that come with deployments in different building

conditions and time-varying cooling demands.

For the first time, we tackle the data scarcity issues for data-driven COP pre-

diction and propose a metadata-clustered Multi-task Learning (mCMTL). It does

tackle not only the sparse-profile challenge by transferring knowledge using MTL,

but also the concept-drift and negative transfer challenges by capturing task similar-

ity using metadata-based clustering. Our approach provides reliable dynamic cooling

performance estimation and serves as the base of chiller operation execution.

Cooling Demand Prediction. As the cooling demand accounts for around

40% to 70% of a building’s total electric demand [1, 102], the demand side is studied

to save electricity cost for chiller plant control. Cooling demand shows the amount of

cooling power that a building requires to maintain the temperature within an accept-

able range. The basic idea of cooling demand prediction is to compute the transferred

heat using the size of building area, specific heat capacity and the difference between

the outdoor and the setpoint temperatures, where the outdoor temperature is to

be predicted and others are usually given [75]. In practice, a brief cooling-demand

prediction is conducted at the beginning of system deployment based on the building

area and function, which is used to decide the number and type of chillers needed

to install. In the past decade, the advanced IoT technique enables the collection of

meteorological data, and then cooling demand can be measured in a runtime manner.

With historical data, chiller operation under cooling-demand prediction is studied to

save electricity cost [75, 128, 87]. Since the efficiency of chiller varies under different

operating conditions, such approaches focus on mere cooling demand may lead to a

short cooling power supply or extra energy waste [127].
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2.2 Transfer Learning

Traditional machine learning techniques try to learn each task from scratch and most

of them assume that the distributions of the labeled and unlabeled data are the

same[147, 77, 10]; while transfer learning techniques try to transfer the knowledge

from some previous tasks to a target task when the latter has fewer high-quality

training data.

The fundamental motivation for Transfer learning in the field of machine learn-

ing was discussed in a NIPS-95 workshop on “Learning to Learn”, which focused

on the need for lifelong machine learning methods that retain and reuse previously

learned knowledge. Today, transfer learning methods appear in several top venues,

most notably in data mining (ACM KDD, IEEE ICDM, and PKDD, for example),

machine learning (ICML, NIPS, ECML, AAAI, and IJCAI, for example) and appli-

cations of machine learning and data mining (ACM SIGIR, WWW, and ACL, for

example) [100]. In the real world, we observe many examples of transfer learning in

urban computing and will discuss some of them in the rest of the thesis.

2.2.1 Contents of Transfer Learning

We summarize approaches of transfer learning into three cases based on the contents

to transfer.

Instance Transfer. The first context is the approach of instance-based transfer

learning (or instance transfer) [34, 33, 105, 70, 86, 60, 14, 124, 42, 151], which assumes

that certain parts of the data in the source domain can be reused for learning in the

target domain by reweighting. Instance reweighting and importance sampling are

two major techniques in this context.

Feature Transfer. The second case can be referred to as feature transfer ap-

proach [106, 32, 5, 16, 63, 6, 7, 82, 69, 140, 15]. The intuitive idea behind this case
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is to learn a “good” feature representation for the target domain. In this case, the

knowledge used to transfer across domains is encoded into the learned feature repre-

sentation. With the new feature representation, the performance of the target task

is expected to improve significantly.

Parameter Transfer. A third case can be referred to as parameter-transfer

approach [79, 19, 111, 41, 47], which assumes that the source tasks and the target

tasks share some parameters or prior distributions of the hyperparameters of the

models. The transferred knowledge is encoded into the shared parameters or priors.

Thus, by discovering the shared parameters or priors, knowledge can be transferred

across tasks.

2.2.2 Settings of Transfer Learning

Based on different situations between the source and target domains and tasks, we

categorize transfer learning under three settings, i.e., inductive transfer learning,

transductive transfer learning, and unsupervised transfer learning.

Inductive transfer learning. In the setting of inductive transfer learning, the

target task is different from the source task, no matter when the source and target

domains are the same or not [100]. In this case, some labeled data in the target

domain are required to induce an objective predictive model fp¨q for use in the target

domain. In addition, according to different situations of labeled and unlabeled data

in the source domain, we can further categorize the inductive transfer learning setting

into two cases:

a. A number of labeled data in the source domain are available. In this case,

the inductive transfer learning setting is similar to the multitask learning setting.

Among these, a closely related learning technique to transfer learning is the multitask

learning framework [23], which tries to learn multiple tasks simultaneously even

when they are different. A typical approach for multitask learning is to uncover the
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common (latent) features that can benefit each individual task.

b. There is no labeled data in the source domain. In this case, the inductive

transfer learning setting is similar to the self-taught learning setting, which is first

proposed by Raina et al. [106]. In self-taught learning, the label spaces may be dif-

ferent between the source and target domains, which implies that we cannot directly

use the side information of the source domain. Thus, it is similar to the inductive

transfer learning setting where the labeled data in the source domain are unavailable.

Transductive Transfer Learning. In the setting of transductive transfer learn-

ing, the source and target tasks are the same, while the source and target domains

are different. In this setting, while a number of labeled data in the source domain

are available, we do not have any labeled data in the target domain to leverage. The

transductive transfer learning can have similar assumption with domain adaptation

for knowledge transfer in text classification [64] and sample selection bias [151] or

covariate shift [117], in the case where the feature spaces between domains are the

same, but the marginal probability distributions of the input data are different.

Unsupervised Transfer Learning. In the setting of unsupervised transfer

learning, similar to inductive transfer learning setting, the target task is different

from but related to the source task. However, the unsupervised transfer learning

focus on solving unsupervised learning tasks in the target domain, such as clustering,

dimensionality reduction, and density estimation [35, 140]. In this case, there are no

labeled data available in both source and target domains in training.

2.2.3 Instance Transfer for Inductive Transfer Learning

The instance-transfer approach to the inductive transfer learning setting is intuitively

appealing: although the source domain data cannot be reused directly, there are

certain parts of the data that can still be reused together with a few labeled data in

the target domain.
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Dai et al. [34] proposed a boosting algorithm, TrAdaBoost, which is an extension

of the AdaBoost algorithm, to address the inductive transfer learning problems.

TrAdaBoost attempts to iteratively reweight the source domain data to reduce the

effect of the “bad” source data while encourage the “good” source data to contribute

more for the target domain. Theoretical analysis of TrAdaBoost in also given in [34].

Jiang and Zhai [70] proposed a heuristic method to remove “misleading” training

examples from the source domain based on the difference between conditional proba-

bilities. Liao et al. [86] proposed a new active learning method to select the unlabeled

data in a target domain to be labeled with the help of the source domain data. Wu

and Dietterich [144] integrated the source domain (auxiliary) data an Support Vector

Machine (SVM) framework for improving the classification performance.

22



Chapter 3

Occupancy-based Traffic

Prediction

Traffic prediction, particularly in urban regions, is an important application of tremen-

dous practical value. In this chapter, in order to reduce the requirement of traffic

data, we report a case study of traffic prediction. We propose a novel and interest-

ing approach of warped inductive instance transfer using building data in Kowloon,

Hong Kong, one of the densest urban areas in the world.

The novelty of our study is that we make good second use of inexpensive big data

collected from the Hong Kong International Commerce Centre (ICC), a 118-story

building where more than 10,000 people work. As building environment data are

much cheaper to obtain than traffic data, we demonstrate that it is highly effective

to estimate building occupancy information using building environment data, and

then to further transfer the information on occupancy to provide traffic predictions

in the proximate area.

In the case study of traffic prediction with building population, the feature space

on road traffic speed are related but different from those on building CO2 data;

marginal probability distributions are then different correspondingly, i.e., XS ‰ XT ,

but gpXSq Ď XT , and PSpXq ‰ PT pXq.

Scientifically, we investigate how and to what extent building data can comple-
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ment traffic data in predicting traffic. In such a case, we find a gp¨q function to

change the source feature space to the target feature space and then transfer the

warped training sample to learn the final model. In general, this study sheds new

light on the development of accurate data mining applications through the second

use of inexpensive big data.

3.1 Background

Traffic prediction, particularly in urban regions, is well recognized as an important

application with tremendous practical value. The ability to predict traffic levels is a

starting point for dealing with traffic congestion, which can be a costly problem that

continues to grow in magnitude. “If, in 2013 traffic congestion cost Americans $124

billion in direct and indirect losses, this number will rise to $186 billion in 2030.” [52]

The objective of traffic prediction is to predict the traffic status of a road or region.

It has long been a focus of research in the field of transport engineering, mathemat-

ics, and computer science. Many existing traffic prediction methods heavily rely on

accurate and rich current or past traffic data. Such traffic data are often obtained

from traffic sensing, that is, from a traffic monitoring system that is permanently

deployed on a road to monitor its current traffic status. However, such traffic mon-

itoring systems are often expensive. For example, high-accuracy traffic monitoring

systems use closed-circuit camera detectors [29]. A set of such devices easily costs

USD$2500, plus a 10% top-up service fee for maintenance and installation [148]. In

the tunnel crossing Victoria Harbor, Hong Kong, which we focus on in this chapter,

there are over 30 such devices and 20 other supplementary detectors, with a total

cost of USD$71,500 for this one road. In Hong Kong, the traffic monitoring system

costs over one hundred million Hong Kong dollars, but covers only a quarter of the

roads [59].
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Figure 3.1: The ICC and its neighborhood.

In this era of big data, as many different kinds of data have been collected, it is

natural to ask whether we can take advantage of some other data to facilitate effec-

tive traffic prediction. This is the motivation behind our project on using big data

collected from buildings to make traffic predictions. The intuition is that changes in

occupancy of buildings may contribute to changes in traffic in the surrounding areas.

In this chapter, through a case study, we try to answer two important questions:

1) whether we can improve the accuracy of traffic predictions using building occupan-

cy information and 2) whether we can use such building occupancy to replace traffic

data in traffic predictions: this endeavor has significant practical value, making it

possible to reduce the cost of setting up a thorough traffic sensing system.

In this chapter, we show that the answers to both questions are positive. We

overcome a set of technical challenges.

First, building occupancy information is not directly available. We have to es-

timate occupancy information using building environment data, such as electricity

usage, CO2 concentration, elevator status, and so on. We make good second use of

such data to estimate occupancy information.

Second, to make occupancy data useful for traffic predictions, and in particular, to
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replace traffic data in traffic predictions, we need to conduct domain transformation,

so that traffic predictions can be conducted by occupancy data only. We develop an

occupancy-traffic (OccTra) model for the relationship between occupancy data and

traffic data. As a result, we can deploy a temporary traffic monitoring system, which

is far less costly than setting up a permanent one, and train a model that uses both

traffic data and occupancy data. After that, the traffic monitoring system can be

removed and traffic predictions can be conducted using only occupancy data. From

a practical point of view, this technique has the potential to save millions of dollars

on the costs of permanent traffic monitoring systems.

Third, we need a unified traffic prediction framework that can naturally adapt to

the situations with or without traffic data when predicting. We carefully design the

training and prediction phases. Our traffic prediction framework consists of a set of

algorithms to extract features from space and time, through Lasso [132], Recursive

Feature Elimination (RFE) [53], and Locally Weighted Regression (LWR) [125].

We report a comprehensive evaluation of our traffic prediction framework using

a real world case. With support from the Hong Kong Transport Department and

the Hong Kong International Commerce Centre (ICC), we collected four months of

building data on the ICC (Fig. 3.1 (a)), and traffic data on the neighboring roads

of the ICC (Fig. 3.1 (b)); such neighboring roads include the West Tunnel, one of

the busiest roads in Hong Kong, and Lin Cheung Road. ICC is a 118-story building

where more than 10,000 people work, hosting companies such as Morgan Stanley,

Credit Suisse, and Deutsche Bank, to name just a few. The West Tunnel connects

the emerging business area in Kowloon, where the ICC is located, to the business

center in Hong Kong Island across the Victoria Harbor (Fig. 3.1 (b) shows the

locations of the International Finance Center, the Bank of China Tower, and the

headquarter of HSBC). The building data and traffic data were recorded every two

minutes and every six minutes, respectively. The ICC is divided into individual zones
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and our building data consist of 124 zones. We show that, given occupancy data on

individual zones, we can further improve the traffic prediction results. The intuition

is that people in some zones may be more likely to drive and people in some other

zones may be more likely to take public transportation. People in different zones

may have different effects on traffic status when leaving the building.

The total data is more than 1TB. Cleaning such a massive amount of data is not a

small task. We configure a private cloud for our experiments. We show that our traffic

prediction approach outperforms the state-of-the-art traffic prediction algorithms in

transport engineering by up to 10 times during off-duty times, which are when the

predictions are needed most and which are the most challenging periods for predicting

traffic. We also compare our approach with the traffic prediction service from Google.

Google’s approach takes data from Google Map users only, a much sparser set of data;

this results in a generally lower prediction accuracy. In one example, Google’s traffic

prediction can have an error rate of more than 13 times to that of our approach.

We further show that we can take one month of occupancy data and traffic data as

inputs in the training phase, and conduct traffic predictions for the next three months

using occupancy data only. The implication of the cost saving can be remarkable.

For example, the traffic sensing system on a road can be reused on three other roads

during this period [59]. Using West Tunnel as an example, this has a potential to

save USD$201,500 to avoid setting up three additional sets of traffic sensing systems.

The rest of the chapter is organized as follows. We present feasibility analysis,

problem definitions and our traffic prediction framework in Section 3.2. In Sec-

tion 3.3, we present our model of using the CO2 data to predict the occupancy

dynamics. Sections 3.4 is devoted to the detail models of our framework. We con-

duct a comprehensive set of evaluations in Section 3.5. We discuss the business value

of our approach in Section 3.6 and we conclude this chapter in Section 3.7.
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Figure 3.2: The correlations between the ICC occupancy data and the traffic data
for different roads.

3.2 Framework Overview

3.2.1 Analysis on the Feasibility of Using Occupancy Data
to assist Traffic Predictions

We first conduct a study of the correlation between the ICC occupancy data and the

traffic data for the roads of different distances from the ICC. This can be seen as a

proof of concept to show the feasibility of our study.

Note that the further a location is from the ICC, the more time is needed for the

impact of the ICC to reach this location. As such, we shift the time series of the

traffic data accordingly, using the average traffic speeds [133].

We compute the correlation and show the results in Fig. 3.2. We see that the

closer the roads are to the ICC, the higher the correlation. This is strong evidence

of the overall feasibility of using occupancy data to help predict traffic. ˚

˚We also find that the average correlation drops to below 50% over four km away, which
means the occupancy dynamics of ICC has little effect on the traffic status of roads over
four km away.
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3.2.2 The Problems

We now formally present our traffic prediction problems. Let S, T be the data series

on occupancy and traffic speed, in which Sm P R, Tn P R denote the number of

occupants at time m and traffic speed at time n.:Let the current time be c. Let the

time to be predicted be c` h, where h denotes the prediction length.

Problem Traffic Prediction with Occupancy (TPO): Given a training set

of S and T with time interval r0, cs, develop a traffic prediction scheme Gp¨q which

outputs Tc`h, i.e., Tc`h “ GpS, T q.

We study two versions of TPO in this chapter. First, we study a scheme where we

always have traffic data. We call this problem Traffic Prediction with Occupancy

under Permanent Traffic Sensing (TPO-P). Second, we study a scheme where

we use occupancy data to replace traffic data in the prediction phase; thus we only

need temporary traffic sensing for the training phase. This problem is called Traffic

Prediction with Occupancy under Temporary Traffic Sensing (TPO-T).

We assume that occupancy data are always available since the building system is

deployed for building functions; and we make a second use of such data.;

We divide TPO into a training phase and a prediction phase. Let St, Tt be the

set of occupancy data and traffic data in the training phase. Let F p¨q be the function

developed for the training phase; it takes St, Tt as inputs. For simplicity, we denote

the trained model outputted by F p¨q as RF “ F pSt, Ttq. Let Sp, Tp be the set of

occupancy data and traffic data in the prediction phase. Let Gp¨q be the function

developed for the prediction phase, which outputs Tc`h with the trained model RF

and Sp, Tp as inputs.

:We may abuse the notations and use Sij , Tij to denote the occupancy and traffic speed
at time j on day i.

;We clearly admit that there are business, privacy, and other issues regarding whether
and how the building data should be shared. In this chapter, we do not consider such
issues, but instead focus on technical problems.

29



Prediction 

Model

Occupancy 

Estimation 

Model

Traffic 

Data

Predicted Values 

of Traffic

Occupancy-Traffic

Model

Targeted  Values 

of Traffic 

Used only in TPO-P

Used in TPO-T and TPO-P

  Traffic

  Features

CO

 Data
2

Feature 

Selection

Figure 3.3: The Traffic Prediction Framework.

Problem TPO-P: Given a training set of S and T with time interval r0, cs,

develop a function F p¨q for the training phase with output RF “ F pSt, Ttq, and a

function Gp¨q for the prediction phase such that Tc`h “ GpSp, Tp|RF q.

Problem TPO-T: Given a training set of S and T with time interval r0, cs,

develop a function F p¨q for the training phase with output RF “ F pSt, Ttq, and a

function Gp¨q for the prediction phase such that Tc`h “ GpSp|RF q.

3.2.3 The Traffic Prediction Framework

In this chapter, we develop a unified framework that solves both TPO-P and TPO-

T, i.e., we can naturally adapt to prediction with or without traffic data in the

prediction phase. Especially in TPO-T, we only have occupancy data in the pre-

diction phase. The core challenge is that the relationship between occupancy and

traffic status is dynamically changing from time to time. Thus, the occupancy data

cannot become effectively features alone, conventionally with a fixed synthetic mod-

el between occupancy and traffic. Consequently, instead of using a fixed model, we

train a dynamic occupancy-traffic (OccTra) model for the relationship between the

occupancy and traffic data when extracting features. The output of such models

is the time-warped offset, i.e., a non-uniform time difference between the occupancy
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data and traffic data. The time-warped offset is used to extract raw occupancy data

into useful features in the prediction phase. In addition, we do not directly have raw

occupancy data. We develop an occupancy estimation model (OEM) to transform

the CO2 data into raw occupancy data. Besides the OEM and the OccTra model,

we also develop a prediction model, i.e., a weighting matrix on features, to predict

the targeted traffic status with our features.

We show our framework in Fig. 3.3. The framework is divided into a training

phase and a prediction phase. In the training phase, our OEM model takes CO2 data

as inputs and outputs raw occupancy data. The OccTra model takes the occupancy

data and traffic data as inputs. With it, we develop time-warped offsets and extract

useful features from the occupancy data. We then have feature selection on both

temporal and spacial dimensions. The temporal selection is based on different time

slots and the spacial selection is based on different zones of the building. Intuitively,

different time slots and different zones of a building have different impacts on the

prediction. Our prediction model is a learning algorithm that outputs a matrix

of weighting coefficient. In the prediction phase, the occupancy estimation model

transforms CO2 data into raw occupancy data. By combining time-warped offsets

developed in the training phase, the raw occupancy data become useful features.

After feature selection, traffic prediction is conducted through the matrix of weighting

coefficient developed in the training phase.

If we have permanent traffic data, for both the training and prediction phase,

feature selection will be performed additionally on the traffic features for the temporal

dimension. Thus, we have a unified traffic prediction framework.
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3.3 Occupancy Estimation Model

We now describe our occupancy estimation model (OEM) for our traffic prediction

framework. OEM is a joint cyber-physical model based on ASHRAE 62-1989R. §

ASHRAE 62-1989R proposed a steady-state model to estimate the occupancy of

a building as follows.

U ptotqE `RpsqpCpoutq ´ Cpinqq “ 0 (3.1)

Where U ptotq is the number of occupants in a room (or a zone); E is the amount of

CO2 a person generates per second; Rpsq is the volume of air flow per second; and

Cpinq and Cpoutq are the CO2 concentration in the room and outdoor air, respectively.

Thus, the first part, U ptotqE, is the total amount of CO2 generated by all occupants

and the second part, RpsqpCpoutq´Cpinqq, is total amount of CO2 evacuated from the

room by air flow.

The above model is used for steady-state situations. Yet we focus on dynamic

scenarios with finer granularity. Thus, we discretize the time series and develop our

OEM model:

pU
ptotq
i E `R

psq
i pC

poutq
i ´ C

pinq
i qqpti`1 ´ tiq “ V pC

pinq
i`1 ´ C

pinq
i q (3.2)

Here, pti`1´tiq is the time interval between two records. In the dynamic scenario,

one key difference is that in a time interval, there may be CO2 left over from one

time interval to the next time interval. This is captured by pC
pinq
i`1 ´ C

pinq
i q, which is

not available in the steady-state equation, i.e., Eq. 3.1. We also find that the model

needs to be calibrated for different rooms with different sizes. This is reflected by V ,

the volume of the room. In other words, since our Equation 3.2 is not in the steady

§American Society of Heating, Refrigerating and Air Conditioning Engineers (ASHRAE)
62-1989R can be seen as a standard; e.g., RFC 791/793 (TCP/IP) in the context of com-
puter science.
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Figure 3.4: Validation of the OEM model in the ICC.

state, the left hand side of it computes the CO2 left over in this time interval (not

zero), which is equal to the right hand side of the equation.

A comprehensive evaluation of our OEM model is available in our previous work

[129]. To strengthen the confidence of our OEM model, we further conducted three-

day experiments of the OEM model in a zone of the ICC. The maximum occupancy

in this zone is 98. The zone has an area of 570.562m2, with height of 2.85m. Thus,

V “ 1626.1m3. We recorded the CO2 data of the model from BAS. To obtain

the ground truth of the occupancy data, we sent one student on-site to count the

occupancy data manually in this zone for three days. We show the result in Fig. 3.4.

We can see that our model is fairly accurate. We also found that error is normally

distributed, with the mean of the error is -5.7 and the root mean square error is 9.3.

Our validation confirms that our OEM model is applicable in general. In practice,

building management is zone based. We thus can estimate building occupancy on a

per zone basis and add together the occupancy for all zones.

There is also a delay factor because time is needed to distribute the CO2 con-
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Figure 3.5: An example of the OccTra Model.

centration. In Section 3.4.1, Theorem 3.1, we will show that in the OccTra model,

such a delay factor will be absorbed and will not affect the prediction accuracy of

our traffic prediction framework.

3.4 The Traffic Prediction Models

We now describe the details of the OccTra model, the feature selection and the

prediction model in our framework.

3.4.1 The Occupancy-Traffic (OccTra) Model

Preliminaries

As discussed, we need a domain transformation, so that we are able to extract use-

ful occupancy features for the traffic prediction. We thus develop a model for the

relationship between the occupancy data and traffic data.

Intuitively, the changing of occupancy at one moment can result in the changing

of traffic status at another moment. In other words, there is a time shift between the

dynamics of occupancy and traffic status, which may come from occupants taking

elevators, powering up their cars, and so on. The core challenge here is to clarify

such a time shift between occupancy and traffic, and find out a useful feature space

of occupancy to predict traffic.
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Our idea is to introduce time-warped offsets between the two data series. For

example, if the occupancy status at 4:15pm matches the traffic status at time 5:15pm,

then the value of the offset is one hour. Note that such offsets are non-uniform, i.e.,

they differ from time to time. Formally,

Definition 3.1. (Time-warped offset) Assuming m is the time index of a targeted

value in data series T , and n is the time index of a feature in data series S by using

a matching function between S and T . The time-warped offset om is the difference

between m and n, i.e., om=n-m.

We show an overview of our model in Fig. 3.5. In the training phase, we devel-

op an algorithm based on the well-known Dynamic Time Warping (DTW) [95], the

Occupancy-Traffic-DTW Algorithm (DTW-OT), to compute the time-warped off-

sets. DTW-OT (Section 3.4.1) takes raw occupancy data and traffic data as inputs.

It computes the matching between S and T and outputs the time-warped offsets.

We prove that the DTW-OT algorithm naturally absorbs the delay factor discussed

in Section 3.3 (Section 3.4.1). We develop an offset-feature shift function to trans-

form occupancy data into occupancy features with these offsets (Section 3.4.1). The

occupancy features are later used in feature selection.

In the prediction phase, we develop a Kernel Average algorithm (Section 3.4.1)

to extract occupancy features. Without current traffic data in this phase, we explore

the past days that have similar occupancy patterns with the current day. The time-

warped offsets of these past days are used. The offset-feature shift function is again

used to transform occupancy data into occupancy features with these offsets. The

occupancy features are later used in feature selection.

Computing Time-warped Offsets

Our objective is to find good point-to-point matching between S and T , and calculate

the time-warped offsets. Note that we care about matching the shape of S and T .
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Figure 3.6: ICC occupancy and traffic speed of West Tunnel (the data come from a
randomly selected day in the four months): the default distance function (top); the
new distance function (bottom).

We develop an algorithm based on Dynamic Time Warping (DTW) [95]. In DTW,

the shape of two time series is important. DTW outputs point-to-point matching

of the two data series (see Fig. 3.6 (top)), where such matching minimizes the total

distance between the two data series.

DTW is originally developed to connect data series of the same type, e.g., two

audio records. It cannot be directly applied to connecting two different types of

data series, such as occupancy data and traffic data. We make three important

modifications and develop our DTW-OT algorithm.

First, DTW does not limit the length of the connection between two nodes in

its distance function. For example, using default matching, we found that DTW

may match occupancy at 10:00am to traffic speed at 7:30pm. This is called over

matching, and it is clearly unreasonable in our context. We thus modify the distance

function as follows:

36



DpSm, Tnq “

"

|Sm ´ Tn| |m´ n| ď ∆
|Sm´Tn|

α|m´n| |m´ n| ą ∆
(3.3)

where α is a constant satisfying 0 ă α ă 1 and ∆ is a threshold. We set α “ 0.2, the

same to the UTCS system in Washington, D.C. [99]. In this distance function, after

the difference exceeds a threshold ∆, the distance increases quickly. In other words,

the two data points become less likely to match with each other.

Second, two different types of data commonly have different value ranges, e.g.,

the value of occupancy is always greater than 1000 and that of traffic speed is around

60. As such, all points in the occupancy data series will match with the point of

maximum value in the traffic data series. In our DTW-based algorithm, both S and

T are first normalized.

Third, two different types of data series can have different types of correlations,

e.g., positive or negative; yet the assumption in DTW is that two time series should

be positively correlated. In our scenario, S and T are negatively correlated. We thus

define Traffic Status : T´1 “ 1

Traffic Speed
, and use T´1 as the T data series.

Our DTW-OT is DTW considering all of the three problems. We particularly

compare the results of the matching, using the default and the new distance function

in Fig. 3.6, both with normalization and positive correlation. We see that in Fig.

3.6 (bottom), over matching is avoided.

The CO2 Delay Effect under DTW-OT

We now show that DTW-OT rectifies the CO2 delay effect discussed in Section 3.3.

Recall that using CO2 concentration, we cannot estimate the current occupancy, but

the occupancy of some time ago. Let δm be the estimation delay of Sm. In other

words, Sm intrinsically is Sm1 , where time point m1 “ m ` δm. In practice, δm is

around 10 - 15 minutes.

Theorem 3.1. Assume that without estimation delay, a point Sm is connected to Tn
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by DTW-OT. Sm intrinsically is Sm1 where m1 “ m ` δm. Then, under DTW-OT,

Sm1 is still connected to Tn, if the computed offset |m1 ´ n| ď ∆.

Proof. Due to page limitations, our formal proof is in [159]. Intrinsically, both DTW

and DTW-OT match the shape. The CO2 delay effect does not change the shape of

S. It only moves S forward. For example, it moves Sm forward for δm time slots. If

the delay δm will be consumed by DTW-OT, if it is small or we set a reasonable ∆

so that |m1 ´ n| ă ∆. We show extensive illustrations in [159].

Extracting Occupancy Features for Training

After we have the time-warped offsets om, we develop an offset-feature shift function

to extract occupancy features. Intrinsically, the origin data series of occupancy is

replaced by another with the index shifted by om. Then, we take the ∆o “ om´om´1

as the occupancy feature, because changes of traffic status are correlated with changes

in occupancy rather than absolute value of occupancy.

One nuance is that after transfer, occupancy data may not exist on the shifted

time index. For such cases, we use the average of the occupancy of two neighboring

time indices.

Extracting Occupancy Features for Prediction

However, in the prediction phase, traffic data is no longer available. Then, the

above DTW-OT, which takes both occupancy and traffic data series as input, can

not be applied here. Thus, we need another approach for feature extraction in this

phase. Our approach, as mentioned at the beginning of this section in Fig. 3.5, is to

combine the current occupancy data in prediction phase and the time-warped offsets

developed in the training phase.

With the knowledge learnt in the training phase, we can still acquire the time-

warped offset in the prediction phase, even without the current traffic data on the
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very day. To find such offsets for the current occupancy, we first find the days similar

to the current day, in terms of the occupancy data pattern. Intuitively, the more

similar two days are, the more likely their offsets are to be the same, which is verified

with experiments in our technical report [159].

With the similarity of days measured, we apply the Kernel Average (KA) algo-

rithm to obtain the offset, so that the occupancy feature can be extracted for our

predictor using the offset-feature shift function. KA is based on the weighted aver-

age, obtained by imposing different weights on each day. The more similar the two

days are, the higher the weight given to the time-warped offset of this history day, by

developing the kernel function in KA. Our experience shows that KA is better than

other algorithms such as k-NN, since k-NN suffers from errors due to its locality.

3.4.2 Feature Selection

We now describe our feature selection, on both temporal and spacial dimensions.

The objectives are:

1. To select those time slots that are more important for prediction. As an ex-

ample, to predict the traffic at 21:10pm, training the model with features at

21:00pm, 21:06pm may be much more effective than at 10:00am, 10:06am (both

the traffic and the occupancy). The less-important features may also introduce

over-fitting, which brings even more prediction errors.

2. To remove those building zones that do not contribute to the prediction. This

follows our insight that some building zones contribute less to the traffic status

than others since they host more people who take public transportation, while

the other zones host more people who can afford to drive and park.
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Figure 3.7: The contribution of the zone feature is measured as its prediction accu-
racy. Such contributions are computed on different days.

Selecting Time Slots

For both occupancy and traffic features, some time slots are consistently much more

important than others. If we keep these features, we can avoid over-fitting and

improve prediction accuracy and computation efficiency.

For time slot features, we use Lasso [132], a well-known feature selection method.

Lasso outputs a subset of features, by formalizing and optimizing the objective func-

tion of feature selection. One important improvement for Lasso is to consider Lag

Effects. In general, the time points that are closer to the prediction time k should

have higher weights. We chose the adaptive Lasso in [165], where a lag-weighted

Lasso is used to reflect the lag effects.

Selecting Zones

Zone features differs greatly from time slot features since we found that there are

no zones that are consistently important. Important zones keep changing every day.

Nevertheless, we found that there are zones that are consistently irrelevant and only

introduce noise. Intuitively, these zones are likely to host people who only take public

transportation. We show this using a heat map in Fig. 3.7.

Thus, instead of selecting important zones, we choose to remove irrelevant zones.
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We use Recursive Feature Elimination (RFE) [53] to remove zones. RFE selects

features by recursively reducing more irrelevant features, given an external predictor

that assigns weights to features. As for the zone features that are important on

different days, we will assign different weights in our final learning model. In each

iteration, we remove the zone inducting greatest error and obtain the final size of

feature space for occupancy.

3.4.3 The Prediction Model

We adopt the state-of-the-art Locally Weighted linear Regression (LWR) [123] as our

learning and prediction algorithm to train the weighting coefficient matrix. It has

been shown to outperform many existing traffic prediction algorithms such as k-NN

and Neural Network methods [31].

Note that for TPO-T, the weighting coefficient matrix is a set of weights on the

occupancy features and historical traffic features. For TPO-P, there are occupancy

and traffic features on the predicting day. Therefore our algorithm also take the

traffic features as input. When the contributions of occupancy features are low, e.g.,

with a low correlation between the two data series, occupancy features are assigned

lower weights and traffic features play a more important role.

Last, but not least, our model can be extended to multiple buildings since our

model is zone-based. Each zone contributes a dimension in the weighting coeffi-

cient matrix. We emulate multiple buildings and show that our model is general in

Fig. 3.19 of Section 3.5.

3.4.4 Computational Complexity of the Models

Now we analyse the computational complexity. Our model consists of the training

phase and the prediction phase. Below shows the computation complexity of the

training phase:
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Data Sets Traffic Occupancy
7 attributes 53,308,800 64,281,600
7 features 13,327,200 8,035,200

Permanent

Sensing

training set 9,995,400 6,026,400
testing set 3,331,800 2,008,800

Temporary

Sensing

training set 3,331,800 2,008,800
testing set 9,995,400 6,026,400

Table 3.1: Summary of the data sets.

Theorem 3.2. The computational complexity of our model in the training phase is

OpZQpP 2qq, where Z is the number of building zones, Q is the number of days, and

P is the number of time slots in each day.

Due to page limitations, our formal proof is in [159]. Note that there is also a

non-trivial time for data loading. The computational complexity is of OpQq. This is

done once.

We emphasize more on the computational complexity of the prediction phase,

because it is necessary for real time traffic prediction. We evaluate both theoretically,

and in evaluation. The prediction phase consists of multiplying the coefficient matrix

of the regression, which is linear to the number of training examples ZP :

Theorem 3.3. The computational complexity of our model in the prediction phase

is OpZP q, where Z is the number of zones, and P is the number of time slots in each

day.

Due to page limitations, our formal proof and evaluation are in [159]. In evalu-

ation, the running time for prediction is 0.37s on average, which is suitable for real

time usage.
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Figure 3.8: MSE as a function of time, be-
tween 16:00 and 24:00.

Figure 3.9: MSE as a function of time, be-
tween 20:00 and 22:00.

Figure 3.10: Weight of Occupancy against
Traffic as a function of time.

Figure 3.11: MSE of TPO-P without and
with the algorithm of RFE.

3.5 Evaluation

3.5.1 Evaluation Setup

Data sets: We use real data sets collected from the Hong Kong Transport Depart-

ment and the ICC for four months (May to August). The data sets consist of two

parts, which are shown in Table 3.1 and elaborated below.

1. Traffic sensing data: The data were collected every six minutes for 617 roads

installed with traffic monitoring systems, which consist more than one fourth

of the roads in Hong Kong. Each traffic sensing data record contains four

important attributes: the road ID, traffic speed, date and insert time.

2. Occupancy sensing data: The data were collected from the Building Man-
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agement System of the ICC. The data were collected every two minutes in 124

building zones of the ICC, hosting over 70 companies on 118 stories. Each

BMS record contains five important attributes for our occupancy estimation:

the zone ID, time stamp, CO2 concentration, the operation and parameter of

air flow controls.

The full data set is more than 1TB in storage size in an uncompressed CSV

format. After cleaning unnecessary roads and attributes, the total size of the data

we used in this evaluation section is 132.47G.

Execution environments: To process the big data, we establish a private

cloud to run our experiments. The cloud has 12 cores, each with 2.6GHz, and a total

memory of 64G.

Comparing scenarios: We evaluate TPO-P and TPO-T. To compare TPO-

P, we use a state-of-the-art traffic prediction algorithm [123]. We denote this al-

gorithm as TP-P, Traffic Prediction under Permanent traffic sensing. We also

compare our algorithm TPO-P with the traffic service provided by Google [131].

We crawl data directly from Google Map traffic service. As discussed, Google traffic

prediction takes data from Google Map users, and is sparse. We found that it per-

forms worse than the state-of-the-art traffic prediction algorithm and our algorithm

(see Fig. 3.8). Thus, our evaluation is mainly between TPO-P and TP-P.

To the best of our knowledge, there is no specialized algorithm for traffic pre-

diction with temporary traffic sensing. For comparison, we use historical average

[121] since it does not require features of the days to be predicted. We denote this

algorithm as TP-T. We also compare TPO-T with TP-P and TPO-P to show

that our traffic prediction scheme can replace permanent traffic sensing with a very

moderate sacrifice, if any, of prediction accuracy.
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Figure 3.12: Mean MSE as a function of
training length of months.

Figure 3.13: Mean MSE as a function of pre-
diction length, 20:00-22:00.

Evaluation criteria: We adopt one most commonly used mean squared error

(MSE) [94] to compare the prediction performance. MSE is defined as 1
P

řP
j ptj´t

1
jq

2,

where t1j is the predicted traffic at time j ď P and tj is the real traffic.

Default evaluation parameters: We split our four-month data into a training

set and a prediction set. For all permanent scenarios, the default training set is

three months and the prediction set is one month. For all temporary scenarios, the

default training set is one month and the prediction set is three months. The default

road for prediction is the West Tunnel. The default period for evaluation is 16:00 to

24:00. The default prediction length h is one hour, e.g., for a current time of 16:00,

we predict 17:00. According to our experiments, prediction lengths longer than one

hours have negative impacts on the performance of our model, though the occupancy

features works for prediction lengths within one hour. We hereby choose a common

setting of one hour.

3.5.2 Evaluation Results

Permanent Traffic Sensing

Prediction accuracy: We first compare the accuracy of TPO-P and TP-P, i.e.,

traffic prediction algorithms with and without occupancy data under permanent

traffic sensing; as well as Google-traffic. Fig. 3.8 shows the MSE as a function of
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Figure 3.14: MSE as a function of time, be-
tween 16:00 and 24:00.

Figure 3.15: Mean Ratio as a function of
time, the most volatile 25% cases.

Figure 3.16: MSE as a function of time, be-
tween 16:00 and 24:00.

Figure 3.17: MSE as a function of time, be-
tween 16:00 and 24:00.

Figure 3.18: Mean MSE as a function of
training length, in one month.

Figure 3.19: Mean MSE as a function of the
number of zones, in one month.
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time. Since the prediction is for a whole month (August), the MSE is an average of

all days in this month. For example, the MSE of TPO-P in 21:00 is 2.57, which

shows the average error of all days at 21:00 in August.

In Fig. 3.8, we can see that with occupancy, TPO-P almost always outperforms

TP-P. In particular, we see that the prediction error of TP-P is much higher in the

period of 20:00-22:00. For example, the MSE of TP-P in 21:00 are 14.44 and 8.10

respectively, much higher as compared to other time periods. As a comparison, our

algorithm TPO-P remains stable in terms of prediction error; e.g., in 21:00, the MSE

is only 2.57. That is to say, TP-P has an error that is 3.14 times to that of TPO-P.

This clearly shows the effectiveness using occupancy data and our algorithm.

Google-traffic performs worse than both TPO-P and TP-P. For example,

at 18:00, Google-traffic has an error rate of 13.07 times to that of TPO-P. On

average, Google-traffic has an error rate of 5.38 times to that of TPO-P and 4.43

times to that of TP-P. Thus, in the remaining part of the chapter, we only compare

our algorithm with TP-P.

We show a more fine-grained comparison between 20:00 and 22:00 in Fig. 3.9;

with comparison made every six minutes, which the minimum period in our data.

The results further confirm that TPO-P outperforms TP-P.

We next show the weights that are automatically assigned to the occupancy fea-

tures and traffic features during the execution of the training phase of our algorithms.

Figure 3.10 shows that the occupancy features have higher weights. This provides a

strong justification from the micro view for the effectiveness of using occupancy data

in traffic predictions.

Figure 3.11 shows that RFE (selecting zones) can provide an additional improve-

ment of 7.59%. Note that RFE is a greedy heuristic in removing zones. We believe

that improvement is possible and designing a more optimized zone selection algo-

rithm would make an interesting future study.
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Impact of training length: In Fig. 3.12, we show the impact of training length

on the prediction accuracy in TPO-P. We use different training length of 0.5 month,

one month, and up to three months. We can see that the longer we train, the better

the prediction accuracy. We see that when the training length is greater than one

month, in particular, after 1.5 months, the prediction results start to become stable.

Impact of prediction length: We study the impact of prediction length h on

the prediction accuracy. In Fig. 3.13, we take an average of the prediction results

of 20:00 - 22:00. The x-axis shows the prediction length, e.g., predicts the future

12 minutes, 24 minutes, 36 minutes, and so on. In general, our algorithm TPO-P

remains stable even when the prediction length increases. The prediction error of

TP-P gradually increases from 4.7 to 5.3 as the prediction length increases. This

demonstrates that the use of occupancy data can result in earlier forecasts, whereas

with traffic data only, the longer the prediction length, the higher the error.

Temporary Traffic Sensing

We next compare the accuracy of TPO-T and TP-T, i.e., traffic prediction with and

without occupancy data with temporary traffic sensing. Fig. 3.14 shows the MSE as

a function of time. We see that with occupancy information, TPO-T almost always

outperforms TP-T.

On many regular days, the traffic can be very stable, and it is much easier to

achieve a good prediction result. The focus of a traffic prediction algorithm should

be more on predicting situations where there are changes. To evaluate this aspect, we

rank our evaluation cases according to the amount of change that occurs in traffic.

We extract the top 25% of cases of change in traffic. We plot the ratio between

TPO-T MSE and TP-T MSE in Fig. 3.15. We see that TPO-T can outperform

TP-T by as much as 72.85 times. On average, TPO-T outperforms TP-T by 12.80

times in the top 25% of cases of change in traffic.
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We next compare TPO-T with TP-P, i.e., traffic prediction with occupancy

data under temporary traffic sensing and traffic prediction under permanent traffic

sensing. This can show the extent to which occupancy data can replace the expensive

permanent traffic sensing. For TPO-T, we use May for training and predict the

traffic in August. For TP-P, we use May, June, and July for training and predict

the traffic in August. The results are in Fig. 3.16. Our algorithm has a performance

that is comparable to TP-P. In particular, we are better in the period of 21:00 -

24:00.

We next compare TPO-T with TPO-P in Fig. 3.17. On average, TPO-P has

better performance; yet the performance of our algorithm TPO-T is close to that of

TPO-P. Again, this illustrates the feasibility of replacing permanent traffic sensing

with temporary traffic sensing.

In Fig. 3.18 we show the impact of training length on prediction accuracy. We

use different training length of one week, two weeks, four weeks (the default value),

and up to eight weeks. We can see that the longer we train, the better. We see that

when the training length is greater than four weeks, the performance gain becomes

smaller.

We next emulate multiple buildings. This is done by dividing the ICC into

multiple buildings based on different numbers of zones (from one zone to 120 zones).

Each of them can be considered as different buildings. For example, the first building

contains the first zone; the second building contains the first five zones; the third

building contains the first ten zones, and so on. We show the results in Fig. 3.19.

We can see that, the more building zones one has, the better.

We also evaluate the performance of our traffic prediction scheme on Lin Cheung

Road, the impact of Lasso, the impact of RFE on our traffic prediction framework,

and the running time of our algorithms. Due to page limitations, these results can

be found in [159].
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3.6 Discussions

Traffic prediction has been investigated heavily in various background contexts; and

traffic prediction systems exist in practice. Our approach is suitable for densely popu-

lated urban areas with a large number of buildings, where traffic prediction is needed

most, such as Hong Kong, New York, Singapore, Tokyo and many cities in Europe

and China. When there is no data available for high-people-density buildings, we

believe that other methods can be more suitable. For example, it is possible to de-

ploy more traffic-sensing infrastructures, leverage crowdsourcing and urban mobility

model like in Chapter 4.

The traffic status may be the ensemble of occupancy dynamics from multiple

buildings. We have evaluated the cases with various numbers of building zones. We

can see that, the more building zones one has, the better. Thus, one may consider

taking data from more building zones, if he does not have data from a population-

dense center as ICC but still want to achieve high prediction accuracy.

We have demonstrated that we can outperform the state-of-the-art traffic predic-

tion algorithms. Nevertheless, our traffic prediction scheme is not only an algorithm

focusing on improving the traffic prediction accuracy over past algorithms. The

implication of the saving by our traffic prediction approach on the traffic sensing

systems is remarkable. For example, assume there are four roads. Rather than de-

ploying four sets of permanent traffic sensing systems, we can deploy one set of traffic

sensing system as a temporary traffic sensing system, reuse it on each road for one

month. As a matter of fact, we are confident that the interval of temporary traffic

sensing on a road can be extended based on our evaluation results, making it possible

to further reduce the number of traffic sensing systems.

Take Hong Kong as one example. Our traffic sensing systems use camera and

RFID detectors. The cost of a set of the camera detector we used is USD$1500
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($1000 for a camera, $200 for a controller and $300 for a modem), and the cost of a

set of RFID detector we used is USD$1000 ($500 for a reader, $200 for a controller

and $300 for a modem). There is another 10% top up installation and service fee.

On West Tunnel, there are 30 sets of cameras and 20 sets of RFID detectors. The

total cost of four sets of permanent traffic sensing systems to cover four roads can

be USD$286,000. If we use one set of such system as a temporary sensing system,

i.e., we reuse these devices, and assume the installation and service fees increase for

three times, the total cost will be USD$84,500, a more than 70% saving. Given that

there are thousands of roads in Hong Kong, and three quarters of the roads are not

covered primarily due to high costs, the potential saving can be millions of dollars

[59].

To sum up, our study can promote the research and practice not only of traffic

predictions, but also of traffic sensing systems. Portable traffic-sensing systems can

become popular, as they become serious choices with our techniques.

3.7 Conclusion

In this chapter, we studied the second use of building data for predicting traffic on

nearby roads. While traffic prediction algorithms have traditionally relied on only

traffic sensing data, we showed that building data could replace traffic sensing data

and improve traffic prediction accuracy.

We proposed a warped technique for inductive instance transfer and developed a

traffic prediction framework with a set of novel models for the training and prediction

phases. We reported a comprehensive evaluation of our traffic prediction framework

using four months of fine-grained data from the ICC and neighboring roads in Hong

Kong.

We showed that our traffic prediction framework outperforms state-of-the-art
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traffic prediction algorithms. By using our traffic prediction framework, we can

also use building occupancy data to replace traffic data from the permanent traffic

sensing systems. From a practical point of view, the implication of the saving by our

framework can be over 70% on traffic sensing systems. This can be translated into

millions of dollars in Hong Kong alone, since the traffic sensing system costs over one

hundred million Hong Kong dollars, but covers only a quarter of the roads in Hong

Kong.
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Chapter 4

Semi-absorbing Urban Mobility

Model

Urban Mobility Models (UMMs) are fundamental tools for estimating the population

in urban sites and their spatial movements over time. They have great value for

such applications as managing the resources of cellular networks, predicting traffic

congestion, and city planning. Most existing UMMs were developed primarily in 2D.

However, we argue that people’s movements and living patterns involve 3D space,

i.e., buildings, which can heavily affect the accuracy of UMMs.

In the case study of urban mobility model with building population, both the fea-

tures and marginal probability distributions on road traffic and building population

are related but different from those on urban mobility. However, we can project both

the source features of road and building information onto the target urban mobility

space, i.e., XS1 , XS2 ‰ XT , but gpXS1 , XS2q Ď XT , and PS1pXq, PS2pXq ‰ PT pXq.

We establish the urban mobility model to transfer from information of both roads

and buildings.

In this chapter, we for the first time conduct a comprehensive study on the

impacts of buildings on human movements, and the effect on UMMs. In particular,

we start from an extensive trace analysis of two different real-world datasets. Our

key observation is that human patterns of movement among urban sites are affected
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by buildings, with buildings being able to “temporarily hold” human mobility.

In such a case, we find a gp¨q function to extract the target feature space from

both source feature spaces, and then leverage the target training sample to learn the

final model. We innovatively capture this property by extending Markov processes,

which have been widely used in developing UMMs, with semi-absorbing states. We

then develop a Semi-absorbing Urban Mobility model (SUM) and theoretically prove

its properties to capture the intrinsic impacts of buildings with an analysis of SUM

on its difference from that of previous UMMs. Our evaluation also demonstrates

that, as a basis for supporting mobile applications in an intracity and hourly scale,

the SUM is far superior to previous UMMs.

Our real-world case study on cellular network resource allocations further reveals

the effectiveness of our SUM model. We show that the performance of the resource

allocation scheme in a cellular network substantially improves by using SUM, with

a reduction in the packet loss probability of 3.19 times.

4.1 Background

Urban Mobility Model (UMM), i.e., estimating the population in urban locations, has

long been a research topic with a wide range of real-world applications, such as urban

planning [90], transportation engineering [78], epidemic disease control [108], to name

but a few. Mobility models were also developed to assist computing applications,

e.g., the study and evaluation of mobile ad hoc network protocols [68, 8, 109] as

early as 1999. Then, mobility models were developed along with the emergence of

such applications, like vehicular networks [157], cellular networks [135] and online

social networks [155]. The necessity of a mobility model is two-fold. The first is

using the model as a simulator to generate traces to evaluate mobile computing

designs [18, 68, 81], e.g., the scalability of a protocol. In contrast, using real-world
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traces cannot freely set, generate, and change parameters. The second is using

the model for mobility prediction [37, 11]. A generative model is useful when data

are expensive or even not possible to collect; and as a result, discriminative data-

driven models become not suitable. For example, when buildings are planned to be

constructed, there is no trace in the area. Thus a generative model can be used, at

least as a first mean, to support decision makings.

All previous UMMs have an implicit assumption that people are moving in a 2D

space. While the corresponding urban applications such as base station planning

in cellular networks, bus route optimization, and traffic congestion prediction may

only require the population in a 2D location at a time, the moving and living pat-

terns of people involve the 3D space, i.e., buildings. We argue that the accuracy of

UMMs in the 2D space can be heavily affected by such behaviors involving buildings.

Elon Musk once stated “having 2D streets and [living in] 3D buildings means bad

traffic.” [38].

In this chapter, we for the first time conduct a comprehensive study on the impact

of buildings on UMMs. We start from an analysis on two real-world datasets: a trace

of connections from a major cellular carrier and a trace of the indoor population of

a building and outdoor traffic status. Our key observation is that human patterns of

movement among urban sites are affected by buildings, with buildings being able to

“temporarily hold” human mobility, causing both the staying time (which indicates

the speed of mobility, i.e., the greater the staying time, the smaller the movements

of the people) and the population (which directly shows the number of people in

a location) in a building to be significantly different from what would be observed

on a road. We innovatively capture the observed properties by extending Markov

processes, which have been widely used in developing UMMs, with semi-absorbing

states. We then develop a Semi-absorbing Urban Mobility model (SUM).

We theoretically analyze SUM. We prove that SUM analytically differs from ex-

55



isting UMMs in two properties of a mobility model, the staying time and population.

We further prove that such difference shrinks and SUM converges to existing UMMs

if the time scales and space scales, e.g., a space scale of intercity or a time scale of

days or longer. Theoretically this quantifies the scope of SUM; and practically, this

nicely reflects the impact of buildings, i.e., buildings may have impact on intracity

traffic congestions, but may not have visiable impact on intercity aviation planning.

We evaluate SUM by using SUM as a simulator to generate traces for the cellular

network resource allocation, an intracity and hourly application where SUM fits well.

In such applications UMMs are widely used in the planning tools such as PLANET

of MSI Plc. or PEGASOS of T-Mobile [45] to generate the dynamics of bandwidth

demands. We show that SUM can generate traces that are more accurate than two

state-of-the-art UMMs, the random waypoint model and weighted random waypoint

model by 1.18 times.

We further conduct a real-world case study of our SUM model in the city of

Tianjin, China, considering a scenario in which a new building is constructed in the

targeted region and using our model to support different phases of the allocation of

resources for a cellular network. We show that with our SUM model, the perfor-

mance of real-world resource allocation substantially improves. For example, in the

frequency allocation phase, we see that, assisted by our SUM model, the packet loss

probability drops by 3.19 times.

Our contributions can be summarized as follows: (1) By analyzing two real-world

datasets, we observe the phenomenon that buildings affect mobility (Section 4.2). (2)

We develop an urban mobility model, SUM, that for the first time captures/explains

such a phenomenon. Our model innovatively extends previous UMM models with

semi-absorbing states. We analytically prove the properties of our SUM model (Sec-

tion 4.3). (3) We study a real-world application, namely, cellular network resource

allocation, and demonstrate how it can be better supported by our SUM model
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Figure 4.1: Average staying time for four sites
in two datasets as a function of time.

0 5 10 15 20 25
Time

0

2

4

6

8

10

A
v
e
. 
S
ta

y
in

g
 

T
im

e
 (

S
e
c
o
n
d
)

West Tunnel

Xihe Bridge

Figure 4.2: Average staying time on two roads
in two datasets as a function of time.
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Figure 4.3: Population of JQI Co.Ltd and Xihe
Bridge as a function of time.
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Figure 4.4: Population of ICC and West Tunnel
in TrafficD dataset over time.

(Section 5.6.1).

4.2 Impact of Buildings: The Motivation

There are two important metrics that are usually considered in a typical UMM,

namely, staying time and population. Staying time is the length of time from when

a person stops in a location until s/he starts to move again, which serves as a direct

metric on the tendency to move. Population shows the number of people in a location,

which reflects the accumulated effect of the movement of people. In this section, we

present our extensive trace analysis in terms of staying time and population with

two different real-world datasets, so as to better understand the impact of buildings

on these two important metrics.

From two datasets, we obtain information on the population of crowds in each
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Figure 4.5: Five base stations in CellularD dataset.

location, involving residential and commercial buildings, every hour. In the following

sections, we refer to these two datasets as the CellularD and TrafficD datasets,

respectively. The datasets are now briefly introduced below.

CellularD Datasets. The first dataset consists of mobile traces collected from

five base stations of a dominant carrier of China Mobile Ltd. in the city of Tianjin,

China in August 2016. As shown in Fig. 4.5, the stations cover an area of 2500ˆ2500

square meters in the downtown, where a office building of Jinqiao Investments (JQI)

Co.Ltd and the Xihe bridge are located. The dataset records time stamps, the MAC

of people’s mobile devices, connected base stations and the locations of these devices. ˚

TrafficD Datasets. The second dataset includes both outdoor traffic traces

and indoor populations from May to August 2016 in the city of Hong Kong SAR,

measured with traffic sensing and occupancy sensing systems installed with the help

of the local government. The traffic sensing system traces using camera detectors

and the occupancy sensing system uses with CO2 detectors. The dataset covers 617

roads all over the city, including West Tunnel, and covers a 118-story Skyscraper of

International Commercial Center (ICC), where more than 10,000 people work.

Next, we show that although the two datasets are for different applications and

from different regions with various population densities, we surprisingly obtain con-

˚The coordinate of the mobile devices is computed as the average coordinates of their connected
base stations.
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sistent observations, which demonstrate: 1) significant statistical differences brought

about by the buildings and 2) their impacts. We conducted experiments on other

buildings and roads in the two datasets. We see that these observations are not

only consistent with common sense, but also with real datasets on different views in

different cities. Here we only use the result of the two roads and two buildings to

represent that of both types of mobility.

Fig. 4.1 and Fig. 4.2 show the average staying time for the CellularD and TrafficD

datasets, respectively. On the one hand, it is quite apparent that people on roads will

leave in quite a short time, e.g., several seconds, which is consistent with previous

studies on UMMs. We use the term transient to describe this situation. On the other

hand, we see that a number of people in buildings will stay inside for more than one

hour at least. During this period, these people will not show any signs of leaving

the building. We will therefore use another term in the next section to denote their

status.

Moreover, on the road, people are all transient and the population remains stable;

but buildings tend to have two types of people and their populations can change

dramatically over time, e.g., during office hours and in off-work hours. Fig. 4.3 and

Fig. 4.4 show how the population changes over time in the two datasets. It would

seem that a certain proportion of the population are “temporarily held” in buildings

before they leave, a situation that previous UMMs could hardly capture. In short,

we made the following two observations:

Observation 1. (Staying Time) Both the average and variance of the staying time

IN A BUILDING can be much greater than those corresponding values ON A ROAD.

Observation 2. (Population) The average and variance of the population IN A

BUILDING are much greater than those corresponding values ON A ROAD.

Due to the large population in buildings, such behaviors can have a significant
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influence on intracity applications such as cellular and transit networks, as shown

in the following sections. To effectively capture such phenomena, we develop our

semi-absorbing UMM in the next section.

4.3 Semi-absorbing UMM

Before presenting the Semi-absorbing Urban Mobility (SUM) model, we first define

semi-absorbing sites that capture the “temporal holding” property that previous

UMMs could hardly capture. We then develop our SUM model based on the Markov

process and translate the semi-absorbing site into a novel semi-absorbing state in the

Markov process.

We also present some of the properties of our SUM. In particular, with regard to

two important UMM metrics, i.e., staying time and population, significant analytical

differences exist between our SUM and traditional UMMs, which consider all sites to

be transient (referred to as transient-only UMM in the remainder of this chapter).

We also present the scope of the SUM. One suggested practice is to use our model

in an intracity and hourly scale. In our analysis, we quantify the scope of the SUM

and prove that, with regard to impact, our model can naturally converge with that

of transient-only UMMs with the scaling up of space and time.

We use the SUM to generate traces and conduct evaluations. The results show

that our approach can significantly improve the generation and simulation of traces

on a city scale.

4.3.1 Semi-absorbing Sites

We first introduce a core concept of “semi-absorbing sites” that will be used later.

We classify urban sites into three categories: transient sites, absorbing sites, and

semi-absorbing sites. Let pijt P r0, 1s denote the transition probability of one person

moving from urban site i to site j at time t. Given pijt , a transient site is an urban
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Figure 4.6: Percentages of two types of population as a function of time, (a) in JQI Co.Ltd
of CellularD ; (b) in ICC of TrafficD.

site where for each person in site i, there exists an urban site j (j ‰ i) such that

pijt ą 0. On the other hand, an absorbing site is an urban site where all of the people

will stay after arriving and never leave, i.e., pijt “ 0 for all urban sites j ‰ i and

piit “ 1.

In addition, we refer to those people who might move to surrounding sites as

transient people and to those who will stay inside a site for a long period as absorbed

people. Recall that in Section 4.2, we showed that the statistics of urban buildings

and roads differ, e.g., in terms of staying time and population. In Fig. 4.6, we further

examine the proportion of transient and absorbed people. It is easy to see that for

both the CellularD and TrafficD datasets, such urban sites as buildings usually have

both transient people and absorbed people. We thus call these sites semi-absorbing

sites. In general, for absorbed people, a semi-absorbing site behaves like an absorbing

site; while for transient people, it behaves like a transient site.

Fig.4.7 shows examples of a semi-absorbing site, an absorbing site, and a transient

site. Consider a set of sites tA,B,C,Du with an initial population of p100, 0, 100, 0q,

respectively. Whenever people pass the semi-absorbing site of building A in Fig.

4.7, 36% of them, e.g., the staff, remain in A without any probability of going to

another site, while the other 64%, e.g., visitors, do not stay in A but in the end

go to building B. In other words, of those people who arrive in building A, 36%
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Figure 4.7: Examples of a semi-absorbing site (A), an absorbing site (B), and transient
sites (C and D).

are absorbed and the other 64% are transient. However, whenever people pass the

absorbing site of building B, all of them are absorbed; while when people pass the

transient sites of roads C and D, none of them are absorbed. Note that a single

probability, e.g., 36% in the semi-absorbing site A, is sufficient to represent such a

“partial temporary holding effect.” Merely using transient sites with a looping back

probability can easily lead to an “all holding” or “unexpected leaving” situation. For

example, either the 64 people who left were also accidentally absorbed in building

A or some of the 36 people who stayed left in the middle of the time. Therefore,

merely using the transient model will lead to the difficulty of differentiating between

those who were absorbed and those who were transient in one site.

4.3.2 SUM Model

Our SUM model is essentially an extension of Markov processes, and thus can also

be defined based on Markov processes, as follows. Consider a set of urban sites

M “ t1, 2, ...,mu with the total population N . We assume that the whole period of

time to be considered is r0, Ks, which is further divided into L slots with each slot

of length K{L. A table of main notations is also available in Table 4.1.

Site State and Model State. We define a Site State N i
t P N as the urban
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Notations Definitions

N Number of total population

M Number of urban sites

L Number of time slots

i, j Index of urban site

t Index of time slots

M Set of urban sites

πt Transition matrix at t

N i
t Number of population in site i at time t

V i
t Number of absorbed people in site i at time t

V
i
t Number of transient people in site i at time t

on, off-on, off Status of a building in absorbing, semi-absorbing, transient, respectively

φv Time interval for a semi-absorbing sites staying in status v P {on, off-on, off}
rv Proportion of the population in semi-absorbing sites in status v P {on, off-on, off}
ρtv Proportion of semi-absorbing sites staying in status v P {on, off-on, off}
λit Proportion of absorbed people in site i at time t

ρ Proportion of semi-absorbing sites

pijt Transition probability from i to j at t

h Staying time of the site

δ Average staying time

ε Upper bound of staying time in transient sites

m Index of mobility models

p̄¨q
m

Average of arbitrary input value for model m

σ2p¨qm Variance of arbitrary input value for model m

Φ A connect subgraph of M
B A set of transient sites in M serve as the border of Φ

P ij A set of sites indicating a path start from i and end at site j

Table 4.1: Main Notations.

population in site i PM at time slot t P t1, 2, ..., Lu. The Model State at time t can

thus be represented by the sequence vector Nt “ pN
1
t , ¨ ¨ ¨ , N

M
t q

T , which gives the

population vector among all sites at time t. The initial Model State given by the

user is thus denoted by N1.

Transition Matrix. The transition matrix is essential for inferring the total

population at different times, considering their different behaviors. It can be defined

63



as πt “ rpijt sMˆM (i, j P M), which denotes the probability matrix for people to

transit from site i to site j at time t. Note that a site i is considered as absorbed

only if piit “ 1. When piit P p0, 1q, people could remain in site i for a certain period of

time, but would still have a non-zero probability of leaving and thus would not be

considered to have been absorbed.

Absorbing Proportion and Sub-states. Our SUM model extends the Markov

processes by dividing the Site States into the absorbed and transient sub-states

and inferring a Site State with different behaviors from those of the two types of

populations (i.e., absorbed and transient populations). To this end, we define λit P

r0, 1s as the absorbing proportion, i.e., the probability of a person becoming absorbed

when in site i at time t. We denote V i
t as the number of absorbed people in site i PM

at time t, and V
i

t as the transient population, i.e., V i
t “ N i

t ¨ λ
i
t, V

i

t “ N i
t ¨ p1 ´ λitq

and N i
t “ V i

t ` V
i

t.

Model State Transition. In the proposed SUM, the transition matrix and the

absorbed and transient sub-states at time t work together to infer the Model State

Nt`1. In particular, let Vt and V t respectively denote the vectors of V i
t and V

i

t

at time t in different sites. Given Nt and λt, vectors Vt and V t can be calculated

correspondingly. The absorbed people V i
t at site i will then stay, while the transient

people V
i

t will move based on the corresponding transition matrix. Finally, the Model

State Nt`1 is computed by:

Nt`1 “ Vt ` V t ¨ πt

Difference between SUM and Transient-only UMM. Existing UMMs mere-

ly consider all sites as transient, which we thus refer to as Transient-only UMMs.

With the notations defined above, the Model State Nt`1 in the transient-only UMM

model can thus be computed by Nt`1 “Nt ¨πt. Note that, different from transient-

only UMMs, the status of people in our SUM, i.e., transient or absorbed, could be
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different and correlated with each other. We can further capture buildings of dif-

ferent natures by setting the absorbing proportion of λit. For example, residential

buildings such as apartments are likely to be sparsely populated during normal office

hours. On the other hand, in the case of commercial buildings such as offices, it is

likely that most of the staff will stay inside the building only during office hours.

More specifically, the status changes gradually across different sites i P M and at

different times t ď L.

4.3.3 Properties of the SUM Model

1. Difference between semi-absorbed and transient. We next prove that our

SUM well captures statistical properties found in Section 4.2, which existing UMMs

cannot capture.

1.1. Staying Time. We first present two lemmas and the notation system,

which are used to prove our theorem. Let h̄m denote the average staying time in

semi-absorbing urban sites using mobility model m. Let σ2phqm denote the variance

in the staying time in semi-absorbing urban sites using mobility model m. Let

ε P r0, Ls denote the upper bound of the staying time in transient sites, which, in

practice, is a small value, e.g., 0.00278 hour (ten seconds) on a road. Let λ̄ denote

the average value of matrix λ “ rλits. Let |φon|, |φoff |, |φon´off | P r0, Ls denote the

average length of the time interval for semi-absorbing site i to stay absorbing pλit “ 1q,

transient pλit “ 0q, and semi-absorbing pλit P p0, 1qq, respectively. Let ρ denote the

semi-absorbing density, which is the proportion of semi-absorbing sites that currently

are not transient during the considered time interval, i.e., for site i, Dλit ą 0. Let

δ ą 0 denote the average staying time in sites of SUM when λit P p0, 1q, which is

computed with the parameter of absorbing proportion λit multiplied by a constant,

i.e., δ “ |φon|{L
ř

tPr1,Ls λ
i
t. We thus have the following two lemmas:

Lemma 4.1. In the semi-absorbing site of SUM, the average staying time satisfies
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δ ¨ |φon|{L ă h̄SUM ă L ´ |φoff | ` ε ¨ |φoff |{L. In the transient site of SUM, the

average staying time is smaller than ε.

Proof. Due to page limitations, all missing proofs and lemmas can be found in the

technical report [160].

Lemma 4.2. In the semi-absorbing sites of SUM, the variance of staying time sat-

isfies pδ ´ εq2 ¨ |φoff |{4L ă σ2phqSUM ă pL ´ εq2 ¨ |φon| ¨ 4{L. In the transient sites,

the variance is 0.

From Lemmas 4.1 and 4.2, we derive the following theorem:

Theorem 4.1. Given the same urban sites M, the average and variance of the

staying time of a SUM model are strictly and significantly larger than those of a

transient-only UMM model. Both differences are lower bounded by the semi-absorbing

density ρ or by the average absorbing proportion λ̄.

1.2. Population. We introduce the following lemmas for the next theorem.

N̄m denotes the average population in semi-absorbing sites with mobility model

m. σ2pN qm denotes the variance of the population in semi-absorbing sites with

mobility model m. ni denotes the population in site i. The overall proportion of

semi-absorbing sites is denoted as ρ. The proportion of sites in φoff , φon´off , and φon

are denoted as ρoff , ρon´off , and ρon, respectively. The proportion of the population

in semi-absorbing sites in φoff , φon´off , and φon are denoted as roff , ron´off , and ron,

respectively. We thus have the following two lemmas:

Lemma 4.3. In a semi-absorbing site i of SUM, the average population ni satisfies

ni ą tronu ¨ |φon| ¨ N{L. In transient sites, the average population nitran satisfies,

0 ď nitran ă N ¨ ε ¨ ρton´off{pδ ¨ ρ
t
on ` ε ¨ ρ

t
on´off q.

Lemma 4.4. In a semi-absorbing site i of SUM, the variance of the population

satisfies σ2pniq ą rproff ´ tronu ¨ |φon|{Lq
2|φoff |`2pron´off ´ tronu ¨ |φon|{Lq|φon´off |s ¨
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N2{L. In transient sites of SUM, the variance of the population can be taken as

σ2pniq “ 0.

From Lemmas 4.3 and 4.4, we can derive the following theorem:

Theorem 4.2. Given the same urban sites M, the average and variance of the pop-

ulation of a SUM model are strictly and significantly larger than that of a transient-

only UMM model. Both differences are lower bounded by the semi-absorbing density

ρ or by the average absorbing proportion λ̄.

Brief Summary. From Theorem 4.1 and Theorem 4.2, we can infer that the

difference between SUM and transient-only UMM on the average and variance of the

staying time and population will both increase monotonically as the semi-absorbing

density ρ or the average absorbing proportion λ̄ increases. In general, by adjusting

λit in different scenarios, we can control different behaviors, especially semi-absorbed

behaviors, which is useful when SUM is integrated with an urban mobility simulator

to generate synthetic data traces. As an illustration, one simulation of urban sites

will be shown in Section 4.3.4.

Moreover, both theorems demonstrate that the behaviors of SUM well match

our Observation 1 and Observation 2 in Section 4.2, where great differences can be

seen in the average and variance between semi-absorbing sites (e.g., buildings) and

transient sites (e.g., roads), in terms of staying time and population.

1.3. Clustering Phenomenon. The SUM also captures a clustering phe-

nomenon. A cluster Φ denotes a connected subgraph of M, i.e., Φ “ GpM1q, where

M Ď M. Φ is filled with semi-absorbing sites M1 and surrounded with transient

border sites B ĎM1. Let NΦ denote the original population in Φ. P ib denotes nodes

on the path of a random walk from a site i P Φ in the cluster to border site b P B; pib

denotes the probability that path P ib will be taken, and ||P ib|| denotes the distance
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to the border site through path P ib. piB denotes the probability that a random walk

will start from i and end at border sites B, i.e., piB “
ř

bPBp1 ´ ρq||P
ib||pib. Let po

denote the probability that the transient will leave from the border to sites out of Φ.

Let I denote the identity matrix. We thus have:

Theorem 4.3. For NΦ people in a cluster Φ, the staying population is NΦ ¨ r1´ po ¨

pI ´ λ̄q ¨
ř

bPB p
ibp1´ ρq||P

ib||s.

Proof. Only those people who are not absorbed can leave a semi-absorbing site. Some

of them will reach the border sites B without being absorbed, i.e., piB “
ř

bPBp1 ´

ρq||P
ib||pib. The probability of the population leaving the cluster is piB ¨ po ¨ pI ´ λ̄q

and that of the population staying in the cluster is r1´ piB ¨ po ¨ pI ´ λ̄qs ¨N
Φ.

Brief Summary. Theorem 4.3 reflects the fact that in SUM, people start from

the building and tend to move or stay in the surrounding area. The population can

vary slightly within the area due to the stable λ̄, while dropping sharply outside the

area as the λ̄ is reduced to 0 with transient sites on the border. In other words, people

tend to stay in a certain urban area and are unlikely to embark on long-distance

travel, and unlikely to propagate to the end of the world. But a transient-only UMM

does not have such a property, which will be demonstrated in experiments presented

in Section 4.3.4.

To sum up, Theorem 4.1 - 4.3 capture the difference between absorbed and tran-

sient behaviors, which significantly affects application designs; e.g., absorbed people

in buildings tend to use WiFi and transient people tend to use the cellular net-

work. Application designers can leverage SUM to facilitate differentiation of cellular

resource allocations, which will be demonstrated in Section 5.6.1.

2. Scope of SUM. We also present the scope of our SUM model to investigate

how the impact of semi-absorbing sites changes according to the scaling of time and

space.
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First, the SUM model was originally designed for application on an intracity-scale

with sites as the unit. M1 denotes a set in which the unit has been scaled up to

regions, with each single region in M1 covering multiple sites in M, i.e., M1 ĺM.

ρ1 denotes the average proportion of semi-absorbing sites (e.g., buildings) in each

aggregated site (or region) of M1. h̄mM denotes the average staying time in semi-

absorbing urban sites using mobility model m with urban sites M.

Theorem 4.4. Given the same urban site set M1 ĺ M, for a SUM model and a

transient-only UMM model, we have h̄SUMM1 ´ h̄UMM
M1 ă ρ1pL´ εqpL´ |φoff |q{L` ε.

Proof. Theorem 4.4 can be inferred with Lemma 4.1.

Second, the SUM model was originally designed for application on an hourly

scale. When we divide time slots with an interval of K{L1 ě K{L, the whole time

period r0, Ks is then divided into L1 ă L slots.

Theorem 4.5. Given the same urban site setM and the sampling interval of K{L1,

L1 Ñ 1, for a SUM model and a transient-only UMM model, we have ph̄SUML1 ´

h̄UMM
L1 q Ñ ph̄SUM1 ´ h̄UMM

1 q ă L1 ´ p1´ ε{L1q ¨ |φoff |.

Proof. Theorem 4.5 can be inferred with Lemma 4.1.

Brief Summary. With the two theorems, we clearly justify whether and to

what extent SUM shows that it is different from transient-only UMMs given any

sampling granularity in specific datasets. Theorem 4.4 indicates that, when scaled

up from a site-as-unit design to a region-as-unit one, if ρ1 Ñ 0 or λIt Ñ 0 in the

given M1, SUM then converges to a transient-only UMM. Theorem 4.5 indicates

that, when scaled up from an hourly design to a multi-hourly one, if L1 Ñ 1 and

λit Ñ 0, SUM also converges to a transient-only UMM. A suggested practice is to use

SUM on an intracity and hourly scale. Considering that there are constant changes
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Figure 4.10: RWM population.
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Figure 4.11: WRWM population.

in the number of buildings and the population inside them in a city, the difference

resulting from the use of SUM will be clear.

4.3.4 Evaluation on Urban Trace Generation

Having only limited access to real-world data traces can be a frustrating issue for

many researchers. Therefore, the ability to create synthetic, yet realistic, urban

mobility traces will have a wide range of implications for the scientific community.

Our SUM will enable a larger community to perform a wider range of experiments,

with the assurance that the results will mimic those obtained from real-world data

traces. Towards this aim, we evaluate our SUM model.

We compare our model with two typical UMMs widely used in intracity scenar-

ios, namely, the Random Waypoint Model (RWM) [13], which serves as a baseline,

and the state-of-the-art Weighted Random Waypoint Model (WRWM) used in [66].
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Figure 4.12: Related Error of all models as a function of time.

Both models are transient-only UMM with staying time parameters. To ensure fair

comparisons, we extend the RWM and WRWM a little bit by setting different pa-

rameters on roads and buildings. All of the evaluated models have been calibrated

using historical data.

Real-World Similarity. With effect of multiple buildings, the CellularD Dataset

is used for the evaluation of real-world similarity. It covers the central city area with

5 ˆ 5 grids as presented in Section 4.2. We adopt the most commonly used evaluation

criterion of related error to compare the performance of these models in generating

urban traces. Related error is defined as 1
L

řL
t“1 |Nt ´ N̂t|{Nt, where N̂t denotes

the synthesized population of people at time t and Nt denotes the corresponding

real population of people.

To demonstrate how similar the various UMMs are to the real-world dataset, in

Fig. 4.8 to Fig. 4.11 we first show the heat map of the real-world, SUM, RWM, and

WRWM populations for ICC and the nearby roads at 22:00. The warmer the color

of a location, the larger the population that it holds. We see that our SUM model

can better capture the concentrated population of the building in the middle without

too much noise from the nearby roads, which matches well with the real situation

71



(a)

12km
Skyscraper I

(b) (c)

Skyscraper I

(d)

Skyscraper ISkyscraper I

Figure 4.13: Correlation of between the mobility at present and after 24 hours in (a)
real-world TrafficD dataset; (b) SUM; (c) RWM; (d) WRWM.

shown in Fig. 4.8. More specifically, Fig. 4.12 shows the related error of the urban

traces generated by different UMMs. On average, SUM has a related error that is

a 73.68% improvement over RWM and 63.10% over WRWM. This clearly shows the

effectiveness of SUM, thanks to the additional modeling of semi-absorbing sites.

City Clustering. We also examined the correlation between the population in a

building and those in the surrounding roads, where the roads have different distances

from the building. We compute the correlations for ICC and the surrounding roads

as shown in Fig. 4.13 (a); the results for SUM, RWM, and WRWM are shown in

Fig. 4.13 (b) - (d). The results show the existence of the clustering phenomenon. In

essence, the correlation is stable within a range of area, which matches well with the

clustering phenomenon derived from our theoretical analysis in Theorem 4.3. We

also note that the average correlation drops significantly to below 30% over 12 km

away. This indicates that the dynamics of the population from ICC have little effect

on the population of roads over 12 km away. Such an observation is also confirmed

in the CellularD Dataset. However, this phenomenon cannot be well modeled in

the RWM and WRWM due to their homogeneous nature and steady states, i.e., if

a sufficiently long time is given, a citizen can stay in any site on the map. The

clustering phenomenon reveals that this conclusion about existing models might not

be true in reality.
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4.4 Case Study on Cellular Network Resource Al-

location

Our SUM model not only demonstrates a great improvement in performance, but

is also of much practical value for applications that are sensitive to absorbed and

transient crowds. In this section, we conduct a real-world case study on cellular

network resource allocation, to further illustrate the practical usefulness of our SUM

model. To this end, we first use the SUM model as a simulator to evaluate network

demand and cross-boundary frequency for the allocation of resources in cellular net-

works. More specifically, we generate synthetic traces using both SUM and previous

transient-only UMMs. In addition, we show that when SUM is used, the design of

base station positions and channel allocations can differ from those devised using a

transient-only UMM model. We demonstrate that the differentiated or even dynamic

allocation of urban resources is a significant improvement over previous homogeneous

over-allocated designs. This shows that more caution should be exercised towards

the design of resource allocations in cellular networks, as a design that is evaluated

as successful using the transient-only UMM model may not necessarily represent the

real-world case.

4.4.1 Overview

As more and more new mobile cellular network services are becoming available to

larger audiences, there is an ever-increasing demand for high-quality wireless access

under different scenarios. This demand is usually met via cellular network resource

allocation, which is the process of ensuring that sufficient network resources, e.g.,

channels, are provisioned, such that the committed core network targets of delay,

jitter, loss, and availability can be achieved [28].

The growth of the mobile cellular market imposes a difficult task on designers of

mobile systems. The performance of a cellular network can be noticeably affected
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by changes in the urban environment. In particular, cellular networks are sensitive

to the user population within each cell and to their mobility across cells, which can

be better captured by our proposed SUM. In particular, the conventional approach

used by cellular network designers to evaluate performance, which is widely used

in today’s commercial cellular planning tools such as PEGASOS of T-Mobil, or

PLANET of MSI Plc., is based on the so-called analytical approach [45]. To this

end, we implement a SUM-based simulator that has the potential to be integrated

into these tools and to help with the production of more practical designs relating

to network and capacity issues.

Application Scenario. The growth of the mobile cellular market imposes a

difficult task on designers of mobile communication systems. The performance of the

cellular network can be noticeably affected by human behaviors in different urban

environments. From this point onwards, our SUM model fits such applications well,

due to its ability to differentiate between urban mobilities.

For example, in cellular network applications, the absorbed people in a building

tend to use WiFi more than transient people; large buildings and high-rise buildings

are also examples of structures where mobile phones cannot properly reach the macro

or outdoor network of a carrier [110]. In both cases, the result can be a drop in cellular

data traffic in buildings. Considering human behaviors in different environments, it

is apparent that the same allocation of cellular resources can lead to completely

different performances, e.g., in terms of average throughput and signal strength,

even with the same population in the cellular network.

In another example, when buildings are newly constructed, the movement of the

surrounding population will change accordingly, causing additional people to possibly

enter the cell and thereby affect the performance of the original network, e.g., signal

strength. Thus, the performance of the original network needs to be re-evaluated so

that resources can be reallocated accordingly.
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Three Phases in a Case Study. In principle, the analytical approach consists

of three phases, namely, Traffic Demand Analysis, Radio Network Definition, and

Frequency Allocation, which passes through several turns iteratively. In the next

subsection, we will show the results of a network simulation of a traffic demand

analysis. This is followed by a demonstration of the further use of the other two

phases of our SUM model. All are verified by our real-world datasets.

Traffic Demand Analysis : First, the tele-traffic demand within the planning re-

gion is derived based on rough estimates of the targeted area. Due to their ability

to describe the behaviors of users in detail, Traffic Source Models, also referred to as

mobility models, are usually applied to estimate the traffic demands in an individ-

ual cell of a mobile network. The traffic scenario is represented as a population of

individual sources of traffic performing random walks through the service area and

randomly generating demand for resources, i.e., the radio channel. Based on the

Traffic Demand Analysis, there are two phases in the allocation of cellular network

resources: the Radio Network Definition Phase to choose cell sites, and the Frequen-

cy Allocation Phase to allocate channels to stations. Both will be covered in this

case study.

Baseline Approach. As for the simulation of the analysis of demand, as in

Section 4.3 we use the state-of-the-art WRWM and the baseline RWM with the

extended setting to determine the interactions of the population between buildings

and roads.

For a real-world application of network definition and frequency allocation, we

compare the following: a real-world solution, if any (e.g., a solution provided by

China Mobile Ltd. (denoted as Real)), the best possible solution based on the

estimated traces if the building is still under construction (denoted as Ideal-Before),

and the best possible solution to achieve based on real traces (denoted as Ideal).

We also compare the performance of SUM with that of the baseline RWM. WRWM
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cannot be evaluated due to the lack of status and trace information.

Settings. The radio transmission range of a base station is about 200 meters.

The fixed capacity of the base station is set as large as 2.87 Gbps as in [136], which

is collected for the busiest period of the day, when the load on a base station is at

its highest. The average data traffic per person is 2 Mbps as in [122]. We will deploy

two more cell stations with all 25 locations feasible.

4.4.2 Traffic Demand Analysis Phase

Using the baseline and our mobility model, local performance measures, such as fresh

call or handover blocking probability, can be derived from the mobility pattern and

mobile environments, e.g., as indicated by the network demand and cross-boundary

frequency.

Evaluation Metrics. We illustrate how SUM can better emulate different ur-

ban mobility environments in simulations for evaluating a cellular network demand

analysis. Without loss of generality, we consider two typical metrics widely used

for evaluating cellular network resource allocations, namely, network demand and

cross-boundary frequency.

Network demand: We evaluate the performance of a network using throughput,

which involves measuring the volume of network traffic per second (gigabits/second).

With mobility, physically available routes may become invalid (i.e., may no longer

be found in the transmission range), causing packets to be dropped and leading to

throughput degradation and an increase in control overhead.

Cross-boundary frequency: Cross-boundary frequency refers to the link up/down

events caused by user movements across cell boundaries, which mainly happens when

a user moves across cells and triggers the hand-off mechanism.

When one person moves into the transmission range of a cell station, a connection

is gained. This is a link-up case. Accordingly, when two people previously within
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Figure 4.14: Network Demand vs. Population for office hours (a) in transient sites; (b) in
semi-absorbing sites.
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Figure 4.15: Cross-Boundary Frequency vs. Population for commuting hours (a) in tran-
sient sites; (b) in semi-absorbing sites.

the transmission range (assuming that they have same transmission range) move out,

the connection is lost. This event increments a link down counter. We evaluate how

types of sites affect the link up/down dynamics.

With user mobility, the resources allocated for the network traffic may vary, in

that if the allocated resources do not match the demands of the network, packets may

be dropped, further leading to throughput degradation and increasing the control

overhead.

Experimental Results. Fig. 4.14 shows the results on network demand, where

each person is assumed to generate the same amount of demand. We find that (a) in

transient sites, SUM has lower demands than other models in office hours; (b) in semi-

absorbing sites, the network demand is higher in SUM for office hours as expected.

For example, the network demand in SUM can be 1.18 times of that in WRWM for
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semi-absorbing sites when the population reaches three thousand. This matches well

with the reality that the population is more concentrated in semi-absorbing sites

during office hours, although the majority of sites are transient sites. If we consider

more realistic scenarios, e.g., people tend to use WiFi when absorbed and use the

cellular network when transient, SUM demonstrates even better performance thanks

to its ability to differentiate between absorbed and transient, a capability that will

be further investigated in Section 4.4.3 and Section 4.4.4.

Fig. 4.15 shows those results relating to the cross-boundary frequency for com-

muting hours. As expected, (a) SUM shows slightly higher cross-boundary frequen-

cies in transient sites, because staying times in those sites are shorter and people

are not likely to stop in those sites; (b) SUM also has a 61.2% lower cross-boundary

frequency than RWM in semi-absorbing sites, because the average staying time in

semi-absorbing sites is much longer than the arbitrary random transient setting of

RWM; (c) the cross-boundary frequency in SUM is 12.4 times of that in WRWM.

That is because, different from the rigid settings of WRWM, which keeps holding

people during commuting hours, SUM shows a greater variance in staying time dur-

ing commuting hours, e.g., people can stop staying in buildings and move to roads.

By the way, the sharp increase in the left figure also serves as the evidence. We

see that the WRWM-Trans model suffers from unstable performance resulting from

noises nearby roads due to its random setting. More specifically, it oversimplifies the

real-world setting by treating all sites as equal with such a unified random setting.

We summarize our findings below. First, in general, more people aggregate in

semi-absorbing sites, which might generate more network traffic. Second, cross-

boundary behaviors are more likely to happen in transient sites than in semi-absorbing

sites. Thus, homogeneous designs based on previous UMMs for different regions and

times slots either overestimate link quality or waste resources. Differentiated resource

allocation can be conducted among regions and time slots according to a factor of
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Figure 4.16: Base Station Positioning (a) Ideal-Before; (b) Ideal; (c) SUM; (d) RWM; (e)
Real.
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Figure 4.17: Phase II: CDF of (a) signal strength; (b) packet loss.

ρ and λit. For example, to support possible voice call demands, base stations with

a smaller capacity and a larger transmitting range should be deployed to a region

with a low building density, i.e., with more transient sites; while base stations with

dynamic capacities and transmitting ranges can be deployed for regions with a high

building density, which again leads to a differentiated design for a cellular network

that takes into account the two types of regions. We will show more items that are

taken into consideration and the resulting gain in performance based on our SUM,

as case studies in Section 4.4.3 and 4.4.4.

4.4.3 Radio Network Definition Phase

With the estimated demand, a human expert chooses the cell sites. In order to

obtain a regular structure, the popular algorithms of base station positioning [135]

[107], which distribute the transmitters on a hexagonal grid, are usually used in this

step. Using these transmitter configurations, the expert evaluates the radio coverage
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Figure 4.18: Phase III: (a) Packet loss probability as a function of time; (b) CDF: Per-
centile as a function of packet loss.

using field strength prediction methods. Here, stochastic channel models are applied.

Usually, several field strength prediction methods are implemented, but the tools offer

little if any support in the task of choosing the appropriate propagation model. If the

planning expert decides that the coverage is insufficient, new transmitter positions

have to be chosen and the propagation has to be analyzed again.

Evaluation Metric. In the Radio Network Definition Phase, we evaluate two

factors that typically affect the deployment of base stations: a) the varying strength

of radio signals; b) the heterogeneously distributed network quality in the coverage

area of the base stations.

In telecommunications, signal strength refers to the power output of the transmit-

ter as received by a reference antenna at a distance from the transmitting cell station.

The received signal strength in a mobile device can be estimated as follows [158]:

dBme “ ´113.0´ 10.0ˆ γ log10pr{Rq,

where dBme denotes the estimated received power in a mobile device; r denotes the

distance from the mobile device to the cell station; R denotes the mean radius of the

cell station; and γ denotes the path loss exponent.

As in [21], we also apply the metric of packet loss per second, with a packet size

of 12 Kb. The relationship between packet loss and signal strength is also studied

in [158], as it is generally true that high signal strength corresponds to low packet
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loss.

Here, the deployment is to minimize the packet loss under a base station position-

ing design. We apply the state-of-the-art positioning algorithm as in [135], where

network demand can be simulated with UMMs when confronted with insufficient

information, e.g., when a building is newly constructed.

Experimental Results. Fig. 4.16 shows the positioning results of base stations,

with the stations marked in red and two more base stations to be allocated based

on Ideal-Before (i.e., when the building has not yet been established). The RWM

gives a more random allocation. SUM provides exactly the same solution as Ideal,

which places cell stations in regions where the density of buildings is high, in order

to enable more differentiating and dynamic resource allocations than the allocations

of RWM and Real.

We next evaluate the signal strength, which is shown in Fig. 4.17 (a). We

can see that the positioning of base stations based on SUM reaches Ideal and always

outperforms other schemes, including Real. We also examine the packet loss ratio for

each scheme, and the CDF is shown in Fig. 4.17 (b). The SUM solution again reaches

the Ideal, and both the SUM solution and the Ideal outperform Real and RWM.

That is because SUM does a good job of differentiating between the absorbed and

the transient in different urban sites, and is better at distinguishing and estimating

the corresponding users and demands of WiFi and cellular networks. By filtering

noises generated by WiFi users, the corresponding base station positioning can, in

particular, serve consistent users of the cellular network.

4.4.4 Frequency Allocation Phase

Dynamic capacity balancing is conducted to allocate channels under fixed locations

of base stations, which are given in Fig. 4.16 (e), so as to minimize the packet

loss. There are several ways to allocate capacity for these stations. In this part,
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we use an approach proposed in [134], which allocates more bandwidth to sites

with higher cellular demands, as indicated in the correspondingly used UMM. We

conducted experiments taking both data and voice traffic into consideration and

observed consistent results. Here we only use the result of data traffic to represent

that of both types of traffic.

As in the previous subsection, we use the metric of packet loss per second, with

a packet size of 12 Kb. We measure the packet loss in Fig. 4.18 (a). The capacity

balancing solution with SUM is the closest to that with Ideal, and always better than

with RWM and Ideal-Before. Specifically, at 10:00, Ideal-Before and RWM have a

packet loss probability of 4.18 and 3.19 times that of our SUM. We also measure

the corresponding CDF of the packet loss probability under each UMM in Fig. 4.18

(b). We see that SUM has a similar performance to that of Ideal and is closest to it,

outperforming RWM and Ideal-Before. The reason for this is that the SUM model

does a good job of differentiating between the absorbed and the transient in different

urban sites at different times. This leads to a better estimation of the users and

the demands on WiFi and the cellular network, so that the corresponding dynamic

frequency allocation can serve users of cellular network adaptively, e.g., in an hourly

manner.

4.5 Discussion on Parameter Estimation

Parameter calibration for a model is challenging. It depends on the objective,

whether to be generic so as to fit more scenarios or to be specific so as to best

fit one scenario. It also depends on the data available that can be used for cali-

bration, i.e., with partial status information (e.g., traces on partial sites), without

status information but with alternative data source (e.g., map or population). It is

our future work to study the parameter calibration of SUM comprehensively.
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In this chapter, we conduct parameter calibration given urban mobility traces

on each site and time slot. Our model is in fact an extension of Markov model

with memory effect. Strictly speaking, like high-order Markov, SUM is no longer

Markovian, making parameter estimation even more challenging. Parameters of

absorbing proportion can be automatically selected by maximizing the estimation

accuracy using dynamic programming. Parameters of transition probability can be

computed as the ratio between the average number of traces moving between sites and

the number of all feasible traces. Similar techniques have also been used in [57, 66].

4.6 Conclusion

Developing Urban Mobility Models (UMMs) has long been an important research

topic. In this chapter, we demonstrated that buildings heavily affect human pat-

terns of movement. We proposed a crossed technique for inductive instance transfer

and developed a new Semi-absorbing Urban Mobility model (SUM). SUM captures

intrinsic properties of the impact of buildings and analytically differs from previous

UMMs. We carefully clarified the scope of SUM on an intracity and hourly scale.

We showed that SUM converges to other UMMs when the scale of space and time

changes. Our evaluation showed that as a foundation to support mobile applications,

SUM is far superior to previous UMMs. Its performance was further confirmed by a

case study of a typical real-world application for cellular network resource allocation.

83



84



Chapter 5

Metadata-based Chiller
Performance Prediction

The HVAC (heating, ventilation and air conditioning) is known as one of the main

electricity consumers in the urban environment. It costs over 1,200 billion dollar in

the single year of 2015 in Hong Kong. Alongside, electricity prices are increasing

in several nations around the world, putting pressure on facility managers to reduce

the electricity consumption incurred in operating their HVAC and urban buildings.

In this chapter, we focus on one of the core problems in urban building operation,

namely chiller sequencing for reducing HVAC electricity consumption.

Exciting recent developments, under the banners of meta-learning, lifelong learn-

ing, learning to learn, multitask learning etc, also have the observation that of-

ten there is heterogeneity within the datasets at hand. In the case study of data-

driven chiller performance prediction, feature spaces and the marginal probabili-

ty distributions from the source are different from those of the target space, i.e.,

XS1 , XS2 , ..., XSN
‰ XT , but gpXS1 , XS2 , ..., XSN

q Ď XT , and PS1pXq, PS2pXq, ..., PSN
pXq ‰

PT pXq. In this case, different samples in the source task can be collected and grouped

to learn the target model, which is particularly challenging when there are multiple

source and target tasks.

Our contributions are threefold. First, we make a case for why it is important
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to quantify the performance profile of a chiller, namely coefficient of performance

(COP), at run-time, by developing a data-driven COP estimation methodology.

Second, we show that predicting COP accurately is a non-trivial problem, because

collected chiller data are sparse and even incomplete in practice. To address this,

we propose a data-driven COP prediction framework for chiller plants with a novel

metadata-clustered multi-task learning paradigm, which leverages not only reusable

instances but also domain knowledge in an automatic manner.

Finally, we evaluate the performance of our scheme by applying it to real-world

data, spanning 4 years, obtained from multiple chillers across 3 large commercial

buildings in Hong Kong. The results show that our solution is able to save on

average 21 MWh of electricity consumption in each of the 3 buildings, which is

an improvement of over 30% compared to the current mode of operation of the

chillers in the buildings. We offer our data-driven chiller sequencing framework under

time constraints as an effective and practical mechanism for reducing the electricity

consumption associated with HVAC operation in commercial buildings.

5.1 Background

Centralized chilled water based HVAC plants are commonly used for cooling in large

commercial buildings. These HVAC plants consume anywhere between 40% and

70% of a building’s total electricity consumption [1, 102], a vast majority of which

can be attributed to the chillers in the HVAC. In several nations around the world,

the electricity bill paid by commercial buildings, which is dominated by the energy

consumption of the HVAC, is often in the top-three list of an organization’s oper-

ating expenses [2]. This trend is putting upward pressure on facility managers to

improve the energy efficiency of their buildings by means of reducing the electricity

consumption associated with HVAC operation.
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Various techniques have been proposed in the literature for mitigating the energy

impact of building HVAC. These include controlling the HVAC based on the spatio-

temporal profile of occupancy inside a building [74], pre-cooling a building in advance

of expected increase in occupancy [138], and incorporating renewables such as solar

panels and battery storage into the energy mix [96].

While all of these approaches have merit, in this chapter, we focus on the prob-

lem of chiller sequencing for reducing HVAC electricity consumption in commercial

buildings. Chiller sequencing refers to operating the most efficient combination of

chillers in a building at real-time to meet the time-varying cooling demand. For

example, sequencing a building with two chillers [0.5, 0.7] implies that chiller 1 and

chiller 2 are operating at 50% and 70% of their maximum rated capacity, respective-

ly. Thus, the sequencing problem is to allocate the cooling load at any given time to

the chillers in the most energy efficient manner so that the overall cooling demand

of the building is satisfied while at the same time the electricity consumed by the

chillers is kept at a minimum [91].

Most prior work on chiller sequencing has focused on developing techniques for

predicting the cooling demand accurately. However, the efficacy of chiller sequencing

control also relies heavily on the run-time performance profile of the chillers, namely

the COP under different cooling load regimes. COP is a measure of the energy-

efficiency of a chiller and captures the cooling power that it can output for a certain

input power consumption. COP is typically greater than 1; larger values implying

better efficiency [141].

Despite advances in chiller performance profiling, they have relied on developing

fixed form thermodynamic models for obtaining the COP given cooling load [104].

These models have limited value in practice because COP is highly dependent on a

variety of factors such as the operating conditions, configuration dynamics, varying

cooling demands, degradation over time, weather and so on, making it extremely
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difficult to capture the impact of these parameters accurately in an analytical model.

For example, it was recently shown that over 12 months, there was a 20% reduction

in the chilled water flow rate, caused by excessive fouling that blocked the tubes in

the chiller condenser [43]. Using the COP from these fixed form models therefore

can introduce large errors, rendering them impractical for use in the real-world.

In practice, facility managers often perform chiller sequencing using COP profiles

obtained when the chillers are first tested and commissioned during installation in a

building, called initial profiles. The initial profile considers cooling load as the sole

parameter. For reasons mentioned above, and detailed in the rest of the chapter,

these initial profiles fail to capture the impact of other real-world parameters, and

thus are not accurate. It is evident that robust estimation of the run-time COP of

chillers is critical for the success of any chiller sequencing technique.

Inspired by the advent of IoT deployment in buildings, and the availability of IoT

sensor data logged by modern building management systems (BMS), in this chapter,

we advocate a data-driven COP profiling approach to facilitate chiller sequencing.

Our COP estimation relies on data collected by BMS. Specifically, our COP profiling

techniques are underpinned by BMS data obtained at 30 minute intervals from 17

chillers, over four years, across three high-rise office buildings located in Hong Kong.

We make three important observations. First, existing thermodynamic models for

COP estimation can be inaccurate. For example, the run-time COP of water-cooled

chillers with constant-speed primary pumps (like the ones considered in this chapter)

does not increase monotonically with the cooling load, as is typically assumed in

practice and found in the initial profiles [149]. Second, there is a significant difference

between the COP obtained from the data-driven approach and initial profiles for

different cooling loads. Third, data-driven profiling increases the accuracy of chiller

COP estimation, paving the way for energy-efficient chiller sequencing in practice.

In this context, the contributions of this chapter are:
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• We demonstrate that there is a need for individualized COP chiller perfor-

mance profiling at run-time, which when done effectively can be instrumental

in reducing HVAC electricity consumption. As discussed above, the resulting

COP values can vary substantially from that obtained via initial profiling. The

latter is often used for sequencing chillers in practice today, undermining their

energy efficiency considerably.

• We show that COP performance profiling using data-driven techniques is a

challenging problem, in terms of sparse COP profiles. we propose a novel

metadata-clustered Multi-task Learning (mCMTL). The mCMTL improves the

COP prediction accuracy by leveraging not only reusable instances among tasks

but also domain knowledge, in an automatic manner.

• We comprehensively evaluate the efficacy of our approach by applying the

solution on BMS data, spanning 4 years (2012-2015), obtained from multiple

chillers across 3 high-rise office buildings in Hong Kong. The results show that

our chiller sequencing approach is able to save on average 21 MWh of electricity

consumption in each of the 3 buildings, which is an improvement of around 30%

compared to the current mode of operation of the chillers in the buildings.

Our proposed data-driven COP estimation technique and chiller sequencing solu-

tion does not require any major capital expense and uses data readily available from

any modern BMS. The solution recommends a chiller sequencing strategy that not

only satisfies a building’s cooling demand but also keeps the electricity consumption

to a minimum. We offer our approach as an attractive mechanism for building fa-

cility managers to use who are on the look out for simple and low-cost means for

reducing the energy and cost footprints of their buildings.
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Figure 5.1: Towers of Pacific Place I, II and III in Hong Kong.

5.2 Need for Data Driven COP Profiling

5.2.1 Introduction to the Chiller Plants

Chiller plants are frequently used to generate cooling power for office buildings. For

instance, in three office towers located in Hong Kong (Fig. 5.1), three chiller plants

containing a total of 17 chillers serve more than ten thousand people. Four year

data, spanning 2012 through 2015, at 30 minute intervals, for these different chiller

models from Trane was collected from the BMS, as shown in Table 5.1.

Table 5.1: Chiller information in each building.

Building Name Regular Chiller Backup Chiller Vendor

Pacific Place I 4 ˆ CVHG1100 2 ˆ CVHE370 6 ˆ Trane

Pacific Place II 3 ˆ CDHG2250 2 ˆ CVHG780 5 ˆ Trane

Pacific Place III 4 ˆ CVGF500 2 ˆ CVGF500 6 ˆ Trane

Total Number 11 6 17

In commercial buildings, sequencing of chillers is performed to keep the electricity

consumed for meeting a certain cooling demand to a minimum. It follows two steps,

i.e. Sequence Determination and Feedback Control, and they work as follows. When

a cooling demand D arrives, the HVAC plant needs to determine the set of chillers

90



that need to be active and the total cooling load Q ą D to support the demand

(Sequence Determination). The HVAC plant then needs to adjust the cooling load

of each (active) chiller until the cumulative load of Q is attained (Feedback Control).

5.2.2 COP Computation

Chiller sequencing relies heavily on the energy-efficiency of the chillers. Clearly,

electricity consumption increases as a function of the cooling load. Note that the

amount of electricity consumed by a chiller is not only determined by Q but also by its

energy-efficiency. Intuitively, if this efficiency is low (e.g. due to poor maintenance),

then more electricity will be consumed to support a required cooling demand. It

is therefore of paramount importance to quantify the energy-efficiency of a chiller,

which is measured by its COP, determined as follows.

The cooling load of a HVAC plant at a given time is the sum of the cooling load

Qi over all chillers i, i.e., Q “
ř

iQi, where Qi “ ci ˆ mi ˆ ∆T i. Here, ci is the

thermal capacity of water (kJ/kg˝C), mi is the chilled water mass flow rate (kg/s)

and ∆T i is the temperature difference between the returned and supplied chilled

water (˝C) [88]. All these quantities are logged by our BMS.

The COP of chiller i to support cooling load Qi is given by Qi{Ei, where Ei is

the electrical power consumed by chiller i to deliver the required amount of cooling.

In practice, after a HVAC plant is installed in a building, there is a commissioning

phase wherein a set of cooling loads is tested to ascertain the performance of the

chillers. Following each test, values of Q and E are recorded which enable the

facility manager to determine the corresponding COP profiles for the chillers. Once

in production, certain statistical averaging techniques are used in the ensuing short

period of operation to update the COP under different cooling loads [56, 92].
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5.2.3 Observation of Significant COP Variation

Reliable chiller sequencing depends on the COP across all the loading conditions for

chiller i. However, when we communicated with facility managers and applied the

above computation on the historical data retrieved from the BMS, we learned and

confirmed that not only does the COP degrade over time and raise after maintenance,

which is well-known, but the COP fluctuates markedly over different cooling loads

and environmental conditions.

To be specific, we first plot the average COPs as a function of the cooling loads

in Fig. 5.2. We picked the first regular chiller from each building. It can be seen that

these chillers often operate between 40% and 80% load, and their COP fluctuates

somewhat randomly between zero and eight. The COP values for other loads are

missing. For the same chillers, we plot in Fig. 5.3 the variation in their COP (i.e.

difference between max and min) under different loading regimes, and note that there

is a large fluctuation even for a given load. For e.g., COP for chiller 1 varies between

5.7 and 8.2 for 70% load, and between 1.8 to 8.3 for 60% load. This is because the

chiller COP in practice is highly dependent on a variety of factors. We also observe

from the data that if we classify the COPs at 5% cooling load increments, then more

than 40% of the COPs are missing due to lack of samples on such operation loads.

Chillers are complex systems. The COP fluctuation observed above is the result

of thermodynamic processes under changing environmental conditions and configura-

tions of the local building context, as well as the impact of other parameters such as

chiller degradation and exposure to different seasons/weather. These factors are ex-

ceedingly difficult to capture within an analytical model. Data-driven techniques can

thus play a crucial role in accurate COP prediction for improved chiller sequencing

in the real world.
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Figure 5.2: Average COP for different chillers and loads.

0 20 40 60 80 100

Load (%)

1

2

3C
h
il
le

r

0

2

4

6

8

(V
a
r.

 C
O

P
)

Figure 5.3: COP Variation for different chillers and loads.

5.2.4 Problem Definition

Accurate COP prediction leads to cost-efficient chiller operations. Since the thermo-

dynamic process of a chiller is exceedingly difficult to capture within an analytical

model, we propose a data-driven approach for COP prediction.

Multi-task Learning for Sparse-profile and Concept-drift Challenges.

While there is a sparse-profile challenge, the performance models of chillers are usu-

ally related, e.g., for those of the same model type or location. Then, the Multi-task

Learning paradigm well fits our scenario, because it benefits tasks with little da-

ta by sharing knowledge across related tasks. Moreover, due to the concept-drift

issue, models are related in terms of context instead of time. Models should be con-

nected by clustering similar contexts (detailed in Section 5.4), instead of gathering

those at the closer time. Accordingly, we define our COP prediction problem with a

Multi-task Learning paradigm.
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Table 5.2: Example of a 10 ˆ 5 updated profile on 2015.12.31 in Pacific Place II,
with out-of-date entries discarded.

Load Chiller 1 Chiller 2 Chiller 3 Chiller 4 Chiller 5
50% 7.4 - - 7.6 7.0
55% - - - - -
60% 6.4 7.1 4.7 6.9 -
65% - - - - -
70% 7.3 5.6 7.2 - -
75% - - - - -
80% - 6.9 5.4 - -
85% - - - - -
90% - - 7.0 - 6.6
95% - - - - -

Multi-task Learning Problem for COP Prediction. Next, before formal

problem definition, we introduce some basic notations. We name the performance

prediction of one chiller as a task and we need to accurately predict the performance

of all chillers under specific configuration and environment. We are given J tasks,

and nj denotes the number of samples in the jth task, where j P r1, Js, j P N. The

index set of samples in jth task is defined as Vj “ tv|v P task ju, where v denotes the

index of a data sample. Denote the number of features as m. Let xiv P R denote the

ith feature at index v, where i P r1,ms,m, P N; Let yv denote the predicted label at

index v. A sample sv of task j includes the corresponding feature and the predicted

label, i.e., sv “ pXv, yvq Ă Rm ˆ R, v P Vj.

Definition 5.1. Task. Each task j is associated with a set of training sample sj “

rsvs, @v P Vj, and a predictive function fjp¨q where the predicted result ŷv “ fjpXvq.

Confronted with the Sparse-profile and Concept-drift challenges, we propose a

formal definition: Given a targeted task j, a loss function lp¨q and historical samples

s of J tasks, we are to infer parameters Θ of the learning model, which minimizes

the COP prediction loss
ř

vPVj
lpyv, f

Θ
j pXv|s

jqq using knowledge from all J task.

In this chapter, a task is the COP prediction on a given load of a specific chiller.
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Table 5.3: The description of features.

Feature Type Feature Description

Temporal
Season The season which the time interval is in

Age of chiller The number of days that the chillers have been working

Meteorological
Weather Condition The description of weather condition in a time interval

Outdoor Temperature The outdoor temperature measured by Celsius in a time interval

Mechanical

Operating Power The power measured by kilowatts for the operating chiller
Water Mass Flow Rate The mass of water flowing per second, measured by kg/s

Water Temperature Difference The difference between the returned and supplied chilled water temperature
Latest Cooling Load The last recored cooling load assigned on this chiller

The samples of each task then include the historical data (i.e., instances and labels)

when a specific chiller system runs on a specific load. In our three-building dataset,

there are totally 55 possible prediction tasks.

5.3 Feature Engineering

Dataset Description. We start by introducing the datasets used for chiller perfor-

mance prediction, including building sensing records and meteorological data. The

raw building sensing data are collected in Building I, II and III, containing 70080

samples for each of the 17 chillers in four successive years. Each record in both

datasets consists of a time stamp, a meter ID, a sensor value and an error type.

Figure 5.4 - Figure 5.6 depict the sensing results over time.

We also collect the meteorology data during the corresponding four years in 30-

minute intervals from the public web of Weather Underground, IBM. Each record

contains a time stamp, the weather condition, and the temperature. Figure 5.7

depicts the temperature overtime from our meteorology data.

Feature-engineering Challenge. In industry domain, we usually do not have

the luxury to have enormous data where a model can be trained to automatically

eliminate irrelevant features. As such, a challenge is to select the proper feature set

for chiller performance profiling.

Domain-assisted Feature Engineering. Our feature engineering uses domain

knowledge of the data to create features for representing the human’s understanding

about influence factors of complicated problems. The understanding includes the
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Figure 5.4: Electricity of days.
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Figure 5.5: Inlet temperature as a function
of day.
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Figure 5.6: Flowrate of days.
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Figure 5.7: Outdoor temperature as a func-
tion of day.

influence of outside environment and the influence of inner mechanical factors. We

list our features in Table 5.3.

1. Temporal Features. First, we exploit seasonality and the age of the chillers

(in terms of days) as the temporal features. Intuitively, the chiller demands exhib-

it distinctive temporal characteristics: 1) cooling loads are different across season-

s, especially summer and winter, which leads to varying performance degradation;

2) as chillers age, its performance gradually degrades as well [43]. Again, due to

the concept-drift issue, we connect temporal contexts and tasks by clustering data

from the past (detailed in next section), instead of using a common time-continuous

method like LSTM.

2. Meteorological Features. Meteorological information of temperature and weath-

er can be important factors of the cooling demand. For example, a higher outdoor
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temperature requires more cooling power to ensure a comfortable room, which affects

the chiller mode and thus the chiller COP.

3. Mechanical Features. Mechanical features are to capture the chiller charac-

teristic. The operating power, water temperature difference, flow rate and the latest

cooling load are important mechanical features. The cooling load is the amount

of heat energy that would need to be removed from a space to maintain the tem-

perature within an acceptable range. In practice, it is handled by air-conditioning

equipment of chillers, which reflects the amount of work that chillers provide, and

thus significantly impacts chiller degradation.

5.4 Clustered Multi-Task Learning with Metada-

ta

Above we have introduced the feature so that the MTL-based COP prediction can be

conducted. Next, we discuss the key issue in MTL [155], i.e., Task relation discovery.

Negative Transfer Challenge. Task relation discovery usually relies on human

effort [40, 72, 55]. But as mentioned in related work, such manual methods suffer

from a scalability problem. To reveal task relation automatically, recent works [89,

156] leverages historical samples. Admittedly, such samples help to adapt to the

dynamic local environment, e.g., the outdoor dynamic temperature and humidity.

But it can still miss some intrinsic information of the task (or domain knowledge),

e.g., the model type of the chiller prediction task. Transferring knowledge of the

thermodynamic model across different model types easily leads to negative effects.

To overcome the negative transfer challenge and automatically discover the true

task relatedness for MTL, in this chapter, we propose a novel Metadata Clustered

MTL (mCMTL) method, i.e., MTL with metadata-based clustering. We specifi-

cally consider the attribute of tasks, i.e., metadata, which can be used to capture
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Figure 5.8: Procedures and Examples of Metadata Clustered Multi-task Learning.

the intrinsic information and avoid the negative transfer by identifying the reusable

training samples between related tasks in an automatic manner.

Given each original task is associated with specific metadata (Fig. 5.8 (a)), the

proposed mCMTL includes: representation generation with metadata (Fig. 5.8 (b)),

distance measurement between tasks with metadata representation (Fig. 5.8 (c)),

task relatedness inference with a two-phased clustering (Fig. 5.8 (d)), and clustered

MTL with the task relatedness clustering (Fig. 5.8 (e)).

5.4.1 Metadata Graph Representation

To integrate the intrinsic domain knowledge and reveal the true task relatedness for

MTL, we leverage the attribute of tasks, i.e., metadata. Metadata is usually record-

ed in the database for daily configuration or reference in real-world systems, e.g.,

Building Management System (BMS) [9] or Electronic Health Records (EHR) [26].

Each metadata record consists of the task identity, e.g., task id or name, and the

task information, e.g., type or location. As an example, Table 5.4 shows the meta-

data of chiller performance prediction. Note that the value of metadata is usually

consistent across training and testing phase, and thus different against regular data

which changes in runtime. For example, in our four-year case, the age may not be a

metadata item because it increases over time. ˚

˚Since current metadata are usually consistent with historical ones, in this chapter, we assume
that historical metadata can be leveraged to indicate the properties of current tasks.
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Table 5.4: Examples of Meta Information of Tasks in Building II.

Task (Task Name) Model Type Function Type

Task1 (Chiller24-load60) CDHG2250 Regular

Task2 (Chiller25-load60) CDHG2250 Regular

Task3 (Chiller26-load60) CDHG2250 Backup

Task4 (Chiller23-load50) CVHG780 Backup

Task5 (Chiller61-load50) CVHG780 Backup

The relation between the task entry and the metadata entry in the table can

be denoted as a triple {task, relation, metadata} [9, 145]. For example, “Task1 are

conducted for the Model Type of CDHG2250” can be denoted as {Task1, Model

Type, CDHG2250}.

For the final metadata representation, we have two further observations: 1) there

is usually no explicit relation between entries in the same column of the profile; 2)

different tasks can be associated with the same metadata. Based on these observa-

tions, we obtain a multipartite graph consisting of tasks, metadata, and the relation

between them, as shown in Fig. 5.8 (b). More specifically, the nodes M,J P U

in the graph, i.e., GpU,Eq, represent the metadata and task, respectively, where

U “ M Y J ; the edge E in the graph represents the relation between nodes, e.g.,

Task1 “is conducted for the Model Type of” A, then there is an edge indicating their

relation between the nodes of Task1 and Model Type A.

5.4.2 Distance Measurement for Metadata

Distance measurement is important for task relatedness inference in MTL, especially

when we introduce additional different metadata of tasks.

Incomparable Issue. For distance measurement, existing works related to

metadata processing like [50, 83, 103, 84] assume that metadata is comparable. How-

ever, this may not be true for the major type of categorical metadata. For example,

assume there are three tasks a, b, c with categorical metadata of Model Type “A”,

“B” and “C”, respectively. One possible solution is to turn the categorical A, B
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and C into numerical or ordinal, e.g., 1, 2 and 3. However, such a transformation

encodes a hidden relation that, other than A, the metadata B is more similar to C

since |3 ´ 2| ă |3 ´ 1|. That is not always true and can bring noise to the final

distance matrix. Thus the above metadata processing is not suitable for MTL.

Our idea here is to leverage the number of common neighbors for distance mea-

surement. In general, one task is more similar to another, if it has higher numbers

of shared metadata with another task. For example in Table 5.4, other than Task3,

Task1 is more similar to Task2, because they have more shared metadata, i.e., both

on function type of Regular.

To this end, we applied Jaccard Distance [67], to compare the number of common

categorical neighbors for task nodes a, b and jointly consider different metadata:

dpa, bq “ 1´
|Na XNb|

|Na YNb|
,

where Na,Nb are the categorical neighbors of a, b, all of which are metadata. As for

numerical or ordinal metadata, the distance can be measured by cosine distance :.

5.4.3 Metadata Clustered Multi-task Learning

With the metadata graph and joint distance measurement, we propose Metadata

Clustered MTL to leverage such metadata information for MTL.

1. Metadata Vanish Issue. However, when we simply mixing metadata and

data samples together for distance measurement, we see that there is a metadata

vanish issue, i.e., the effect of metadata is significantly reduced or even eliminated

due to the interference of other features. For example, two tasks of different model

types are in different model and knowledge transfer should not be conducted between

such two tasks. But when we measure the distance by considering the model type

:Though there can be numerical or ordinal metadata in other applications, the chiller metadata
are all categorical. Tackling numerical or ordinal metadata is orthogonal to our cases and we do
not discuss it detailedly in this chapter.
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and other features at the same time, it is still possible that the instances of two tasks

are clustered together. An example and corresponding clustering results can also be

found in Fig. 5.9 of Section 5.5.1.

2. Two-phase Clustering. To tackle the metadata vanish issue, our idea is to

regard the metadata as a prior information because metadata serve as task relation

constraints and are obtained before prediction. Jointly consider metadata and data

samples, we establish the task relation by proposing metadata clustering, which

includes two phases: 1) the prior phase, where the clustering is based on the prior

task relation achieved from metadata graph and prior distance measurement, and 2)

the posterior phase, where the prior clustering is refined using historical samples of

tasks. Finally, we conduct Metadata Clustered MTL (mCMTL) by leveraging the

two-phased clustering result as the input of traditional clustered MTL.

We formally present our method below. Let Θ denote the allocation of sample in-

dex for nc clusters, i.e., the matrix of V k
j “ tv|v P cluster k for taskju, k P r0, ncs, j P

r1, Js. Let the c0p¨q and c1p¨q denote the prior and posterior clustering function. Let

d denote the prior information of distance matrix, e.g., d “ rdpa, bqs, a, b P J . Note

that existing clustering method for MTL is to infer the clusters based on merely

historical samples of tasks, which is the posterior phase in our approach; or formally,

Θ “ c1psq. , i.e.,

Θ “ c1p s | c0pdq q.

2.1. Prior Phase with Metadata Graph. To perform clustering on metadata graph,

in the Prior Phase, we divide the task nodes into different clusters. The clustering

result c0pdq serves as prior parameters for the following posterior phase clustering

and optimization. We leverage Normalized Minimum Cut [116] for clustering given

the distance matrix. We demonstrate that the common neighbor clustering in the

metadata graph can be naturally implemented with the minimum cut method, by
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showing that the clustering is, in fact, a maximum network flow optimization. Due

to page limitations, the detailed demonstration can be found in our technical report

(omitted in submission). The Normalized Minimum Cut can also naturally adopt

the case when the metadata graph is unconnected.

2.2. Posterior Phase with Historical Training Samples. Within each prior cluster,

clustering is further conducted with traditional approaches using merely historical

training samples of tasks, i.e., c1p s | c0pdq q. After the posterior clustering, each task

is associated with a set of clustered training samples. Similar to common methods

like [156], we adopt the K-means for the posterior phase.

3. Clustered Multi-task Learning with Metadata. With the metadata

clustered samples for training tasks, finally, we are to determine the learning model

to maximize the accuracy of our given tasks. Let yj “ ryvs,Xj “ rx
i
vs, v P Vj denote

label and feature vector of task j. Then, formally, we are to solve the following a

optimization problem with clustered multi-task learning [22, 12, 41]. Given a loss

function lp¨, ¨q, clustering parameter Θ, historical data of X and y, we are to infer

W :

min
W

1{|Vj|
ÿ

vPVj

lpfΘ
j pXv,wvq, yvq ` P pW ,Θq ,

where P pW ,Θq is the regularization term on parameters; Θ, X and y are used

to train parameters W in clustered MTL. Based on our above proposed metadata

graph, metadata distance measurement and metadata clustering result, we leverage

the state-of-the-art self-adaptive MTL [156] for the clustered MTL, which transfers

reusable samples across related tasks.
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5.5 Evaluation

In the evaluation, we chronologically order our four-year dataset and use the first 3/4

for training and the remaining 1/4 for testing. All our experiments are conducted in

a private cloud with 16 cores of 2.6GHz CPU and 64G memory.

As baselines, we compared Metadata Clustered Multi-task Learning (m-

CMTL) with state-of-the-art learning paradigms: (1) Single Task Learning (STL)

learns a single model by pooling together data from all tasks. (2) Independen-

t Multi-task Learning (IMTL) learns each task independently without sharing

any instance or knowledge. (3) Self-adapted Multi-task Learning (SAMTL)

clusters tasks using samples, with knowledge shared among related tasks [156].

As for the default learning model for above baselines, we compare three state-

of-the-art models and select Support Vector Regression due to its highest accuracy,

rather than XGBoost Regression, Random Forest Regression and Neural Network.

As for the default clustering model, we select K-means Clustering other than Nor-

malized Minimum Cut Clustering. These models are available in Python scikit-learn,

scikit-image packages. Due to page limitations, the detailed comparison experiments

can be found in our technical report (omitted in submission).

As for the parameters, we apply grid searching [51] to identify the optimal values.

For all clustering algorithms, the number of nearest neighbors is set by searching

the grid tr ns

2ˆnc
s, rns

nc
s, minpr2ˆns

nc
s, nsqu, where ns and nc are the number of training

samples and clusters. The number of clusters is set as the number of chillers in our

dataset. For SAMTL and our posterior-phase clustering, cosine similarity is used to

compute nearest neighbors as [156].

As for the evaluation metrics, we use the following three: Error Rate (ER), Root-
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Table 5.5: The performance of different methods.

Paradigm
Tasks (Same Metadata) Tasks (Different Metadata)
ER SMARE RMSE ER SMARE RMSE

STL 0.98 1.62 5.79 1.26 2.74 8.21
IMTL 0.81 1.18 4.79 0.83 1.23 5.19

SAMTL 0.08 0.08 0.62 0.42 0.48 3.32
mCMTL 0.08 0.08 0.62 0.08 0.08 0.62

mean-square error (RMSE) and Symmetric Mean Absolute Percent Error (SMAPE).

ER “ 1
J

řJ
j“1

řN
n“1 |ŷ

j
n´y

j
n|

řN
n“1 y

j
n

; RMSE “ 1
J

řJ
j“1

b

řN
n“1pŷ

j
n´y

j
nq

2

N
;

SMAPE “ 2
J ¨N

řJ
j“1

řN
n“1

|ŷjn´y
j
n|

ŷjn`y
j
n`1

,

where N is the number of testing data; ŷn and yn are the estimation and the ground

truth of the nth sample for the targeted task, respectively.

To evaluate our techniques with metadata, we evaluate the total 55 tasks in two

cases, each of which contains several groups (see Table 5.5). The performance is

computed by averaging the results of the groups. The first case is that the tasks

are completely related, i.e., with exactly the same metadata. For example, in each

group of this case, we collect those tasks with the same model type and same function

type. The second case is that the tasks are partially related, i.e., may have overlap

on their metadata but not exactly the same. For example, we gather all tasks with

the different model types or function types in each group.

5.5.1 Experimental Results

Results on COP Prediction. Table 5.5 summarizes the results of all compared

paradigms with respect to the three evaluation metrics. We make the following

observations.
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Figure 5.9: Two types of samples (in numbers of 0 and 1) in the clusters (in different
colors) of: (a) SAMTL; (b) mCMTL.

(1) mCMTL always performs better than STL, since mCMTL establishes dif-

ferent models for different tasks, whereas the STL assumes that these tasks are of

the same model and does not well capture the intrinsic characteristic and dynamic

environmental difference among the tasks.

(2) mCMTL always performs better than IMTL, because mCMTL does not only

transfer reusable samples within the same task but also exploit the information across

related tasks, whereas IMTL utilizes samples merely within each task.

(3) mCMTL generally outperforms SAMTL in partially-related tasks. This is

because mCMTL considers the metadata for transfer which also captures the different

intrinsic characteristic of tasks, whereas SAMTL captures related tasks merely by

using the training samples, e.g., sensed from the outside environment. When it comes

to completely-related tasks, i.e., the metadata and intrinsic information remain the

same in different tasks, both two approaches have the same performance, which

confirms the above reasoning.

Results on Sample Clustering. We also compare the clustering result of

historical task samples. As an example, Figure 5.9 compares mCMTL with SAMTL,

where training samples are clustered for COP prediction of different chillers. We

mark those samples of two Model Types (which are supposed to have different models)
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as 0 and 1. The Model Type information is recorded in the metadata. We see that

in SAMTL, data samples of different Model Types are mixed in the same cluster,

which can incur negative transfer when using them together for training; whereas in

mCMTL, all samples in each cluster will be in the same Model Type. That is because

mCMTL does not only leverage additional metadata, but also treats the metadata

as clustering constraints and a priori information; whereas SAMTL heavily relies on

the observational samples for clustering, which may result in the missing of some

intrinsic information.

Table 5.6: The performance of different clustering models.

Learning Clustering Model ER SMARE RMSE

SVR
MCC 0.93 1.51 5.2
HC 0.38 0.54 3.24

TPC 0.08 0.08 0.62

We further include the results of different clustering techniques in Table 5.6.

First, we obtain the clustered samples from tasks on metadata, e.g., model type

information. Due to the categorical type of metadata, we choose to leverage Min-

imum Cut Clustering (MCC). Second, we obtain the clustered samples from tasks

using Hierarchical Clustering (HC), which is a traditional technique used to clus-

tering samples. Finally, we compare the proposed Two-Phased Clustering (TPC),

which obtains the clustered samples from tasks using two-phased clustering on both

metadata and training samples. The result confirms the superiority of the proposed

TPC approach which well cooperates both metadata and training samples.

5.6 Case Study: Chiller AIOps System

To reduce the HVAC cost in commercial buildings, in this section, we propose our

Chiller AIOps System, share the experience of system design and present the cost

saving analysis. The Chiller AIOps System is deployed and run for Building II with

the help of a local BMS vendor from 8th Jan. to 12th Jan. 2018. We offer our

approach as an attractive mechanism to use for building facility managers for simple
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and low-cost means for reducing the HVAC cost.

5.6.1 System Overview

Though hardware can be fully redeployed after introducing data-driven techniques [4],

for the scalability purpose, we choose an incremental deployment for the Chiller

AIOps system, with minimal revision for the current HVAC system. That is to

say, we leverage only the current collected data and avoid deploying any addition-

al equipment within the local HVAC system. Merely a private cloud was prepared

incrementally to provide data-driven service and send control sequence to the local

HVAC system, whereas those commercial off-the-shelf components were procured

in the existing local system. However, we may sacrifice the probability to obtain

more sensing data and have even better prediction performance, if we avoid deploy-

ing additional equipment inside the local system in each building for the scalability

purpose.

Chiller AIOps System. We deployed the Chiller AIOps system in Building

II. The data of each equipment in the chiller plant (Fig. 5.10 A.1) are captured by

sensing nodes (from the vendor of Schneider Electric, Fig. 5.10 A.2). The equipment

of chillers, pumps, air-handling unit, and cooling tower differ greatly in operation,

maintenance, and services. To gather data from different types of equipment, we

choose a centralized approach, where sensing node transmits data to the controller

(from the vendor of Wago, Fig. 5.10 A.3), and controllers are responsible for traffic

between the node and the cloud. The cloud (Fig. 5.10 B.1) is established with the help

of the BMS provider, which is equipped with 16 cores of 2.6GHz CPU, 64G memory

and the operating system of Windows Server 2012 R2. It conducts data-driven COP

prediction (Fig. 5.10 B.2) and sends control sequences back to the devices.

107



A.2 Sensing Node A.3 Controller 

B.1 Cloud

A.1 Chiller Plant
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Figure 5.10: Deployed Chiller AIOps System in Building II.

5.6.2 Design, Implementation and Discussion

Application Scenario. Our COP prediction is based on transfer learning. It is

suitable for centralized-air-conditioning buildings which have accumulated sufficient

chiller data under at least partial configurations, e.g., office buildings and shopping

malls which run the air-conditioning system for years.

Data Cleaning. Chiller plant is a complex system with data collected from

multiple sensors. We observe marked data variation. But merely looking at data

is insufficient to judge whether the variation is normal (e.g., routine maintenance)

or not (e.g., sensor fault/reset). Cooperation with domain experts is needed to

distinguish normal and abnormal cases: maintenance, data missing, sensor reset and

fault, as in Table 5.7.
Data-driven Sequencing and Maintenance. Because we break the assump-
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Table 5.7: Four Abnormal Types of Data.

Abnormal Type Definition
1 Absolute Value = 0 (Possibly Sensor Reset)
2 Value ą 100,000 (Sensor Fault)
3 Previous Data Interval ą 30 mins (Data Loss)
4 Value ă 0 (Possibly Sensor Reset)
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Figure 5.11: The average electricity consumption of days comparing DCS with PS
in the targeted three buildings.

tion that COP is fixed and accurate, it is possible that the supplied cooling load Q

fails to satisfy the cooling demand D due to inaccurate COP. In practice, this can

be addressed by starting backup chillers immediately. ;

5.6.3 Experimental Results and Cost Saving Analysis

We have demonstrated that we can outperform the state-of-the-art performance pre-

diction algorithms. Nevertheless, our performance prediction is not only an algorithm

focusing on improving the performance prediction accuracy over past algorithms. We

also compare the result for the chiller operation in buildings. The implication of the

cost saving by our COP prediction approach on the chiller operation and maintenance

is remarkable. Below shows our three-building example:

;It is possible to over-provision the cooling loads to a certain degree. There is a trade-off between
over-provisioning and the fail-over for backup chillers. This problem is orthogonal to ours and we
do not consider it in this chapter.
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Data-driven Chiller Sequencing. Our Data-driven Chiller Sequencing (D-

CS) is additionally equipped with data-driven COP prediction based on Previous

Sequencing (PS). Figure 5.11 compares our Data-driven Sequencing approach with

Previous Sequencing over days of the final year in the three buildings, in terms of

Average Electricity Consumption. On average, our DCS outperforms Previous Se-

quencing by 32.04%. In the day of 25, the improvement can raise to 38.89%.

Provided with the energy cost of $0.12 per kWh in 2017, instead of using a

traditional method costing $919,800 for total 17 chillers according to our dataset,

we dynamically fit the cooling demand using our data-driven approach, which costs

$591,300 according to our above evaluation. It shows a 35.71% annual saving of

$328,500 for three buildings.

Data-driven Chiller Maintenance. We extend the detailed computation of

maintenance cost in the work of Hu et.al. [58]. Intuitively, routine maintenance will

be more frequent if a certain type of chiller degrades faster. The optimal routine

maintenance interval is of 3.1 months. For our data-driven chiller maintenance, we

can collect the chiller data in real time and maintenance is needed if the COP of

a chiller is below a threshold required by the government mentioned in Section ??.

The resulting interval is of 3.89 months.

Current maintenance, with a routine maintenance interval of 3.1 months, leads

to a cost of $60,789.6 for the three buildings per year. For our data-driven chiller

maintenance with a 3.89-month interval, the cost is reduced to $42,204.9 per building

per year, with an average maintenance interval of 3.89 months. This leads to a 30.57%

saving.

Total Saving. Therefore, the total saving in our targeted three buildings is

$347,084.7 per year. Given that there are 2,706 high-rise commercial buildings in

the targeted city, the potential saving is hundreds of million dollars in one city per

year Note that this is a baseline estimation. If we consider that, the total number of
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commercial buildings reaches tens of thousands in the targeted city and the current

saving estimation has to be conservative in this chapter, we can expect a much greater

saving through the Chiller AIOps.

To sum up, our study can promote the research and practice not only of perfor-

mance prediction but also of cost saving. Data-driven performance analytic systems

can become popular, as they become serious choices with our techniques.

5.7 Conclusion

Developing energy efficient buildings has long been an important research topic as

facility managers grapple with the problem of reducing their building’s electricity

bills. In this chapter, we focused on one of the core problems in building operations,

namely COP prediction. We proposed a grouped technique with inductive instance

transfer to predict COP using historical data available from BMS. Specifically, to

address the challenge of insufficient COP data for accurate prediction, we proposed

a data-driven chiller COP prediction framework with a novel metadata-clustered

multi-task learning paradigm. Our performance results based on 4 years of BMS

data across 3 large commercial buildings show that our approach can save over 30%

of HVAC cost from state-of-the-art chiller operations in buildings. We believe that

sequencing chillers using a data-driven approach for COP prediction offers a simple

and effective mechanism for reducing the electricity consumption associated with

operating the HVAC in large commercial buildings.
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Chapter 6

Conclusions

Recent progress in urban computing heavily relied the explosive growth in the amount

and diversity of data available, especially when the distribution changes over time

in urban computing. However, in many real-world urban computing applications,

it is expensive or impossible to collect the needed training data to build or rebuild

the models. This begs the question of how to learn to learn efficiently. One

perspective for how this is achievable is that exposure to lots of previous domains

allows the system to learn a rich prior knowledge about the world in which tasks are

sampled from, and it is with rich world knowledge that the system is able to solve

new tasks efficiently.

This thesis described three settings of inductive instance transfer learning and

the corresponding case studies in this direction:

First, we studied the second use of building data for predicting traffic on nearby

roads, where two domains are related. (1) While traffic prediction algorithms have

traditionally relied on only traffic sensing data, we showed that building data could

replace traffic sensing data and improve traffic prediction accuracy. (2) We proposed

a warped technique for inductive instance transfer and developed a traffic prediction

framework with a set of novel models for the training and prediction phases. (3)

We reported a comprehensive evaluation of our traffic prediction framework using
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four months of fine-grained data from the ICC and neighboring roads in Hong Kong.

We showed that our traffic prediction framework outperforms state-of-the-art traffic

prediction algorithms. (4) By using our traffic prediction framework, we can also

use building occupancy data to replace traffic data from the permanent traffic sens-

ing systems. From a practical point of view, the implication of the saving by our

framework can be over 70% on traffic sensing systems. This can be translated into

millions of dollars in Hong Kong alone, since the traffic sensing system costs over one

hundred million Hong Kong dollars, but covers only a quarter of the roads in Hong

Kong.

Second, we studied Urban Mobility Model (UMM) using building data, where

two domains have some shared characteristic. (1) UMM has long been an important

research topic. We demonstrated that buildings heavily affect human patterns of

movement. (2) We proposed a crossed technique for inductive instance transfer

and developed a new Semi-absorbing Urban Mobility model (SUM). SUM captures

intrinsic properties of the impact of buildings and analytically differs from previous

UMMs. (3) We carefully clarified the scope of SUM on an intracity and hourly

scale. We showed that SUM converges to other UMMs when the scale of space and

time changes. (4) Our evaluation showed that as a foundation to support mobile

applications, SUM is far superior to previous UMMs. Its performance was further

confirmed by a case study of a typical real-world application for cellular network

resource allocation.

Third, we focused on one core problem of COP prediction in building operations

under different buildings and facilities, where both the source and the target features

lie in the same features space but with different distributions. (1) Developing energy

efficient buildings has long been an important research topic as facility managers

grapple with the problem of reducing their building’s electricity bills. We demon-

strated that using chiller COP values from initial profiles can be detrimental from
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the point of view of HVAC electricity consumption. We subsequently stressed the

need for quantifying COP at run-time. (2) We proposed a grouped technique with

inductive instance transfer to predict COP using historical data available from BMS.

Specifically, to address the challenge of insufficient COP data for accurate prediction,

we proposed a data-driven chiller COP prediction framework with a novel metadata-

clustered multi-task learning paradigm. (3) Our performance results based on 4 years

of BMS data across 3 large commercial buildings show that our approach can save

over 30% of HVAC cost from state-of-the-art chiller operations in buildings. We be-

lieve that sequencing chillers using a data-driven approach for COP prediction offers

a simple and effective mechanism for reducing the electricity consumption associated

with operating the HVAC in large commercial buildings.

In summary, we presented three case studies of urban computing which trans-

fer building data to target domain, generate hidden insights and enable intelligent

decision-making. The proposed methods cover three possible cases in inductive in-

stance transfer. We identify the requirements and address the challenges therein,

providing effective frameworks and solutions for practitioners as well as offering use-

ful insights for future research.

Our thesis mainly focus on transferring building data to tackle data volume, i.e.,

data scarcity, in urban computing. We also have ongoing works for inductive instance

transfer leveraging building data, e.g., context-aware transfer, life-long transfer and

transfer on the edge. Instead of simulation using real-world data, it is also our

ongoing work to develop a proper interaction system so that these digital components

can affect and tackle feedbacks from the physical world, i.e., developing a cyber-

physical system.

Future works of this thesis involve investigations on issues of data volume, data

velocity and data variety. As for data volume, it is possible to transfer data from

another domains, e.g., meteorology domain, or cooperate multiple domains, i.e.,
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multi-modal transfer learning. Other than transfer learning, it is also possible to

investigate urban sensing, crowdsourcing, and semi-supervised learning for issues on

data volume. As for data velocity and data variety, there are also important topics

like data streaming and multi-view learning for urban computing.
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