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Abstract

Decision-making applications have become an important part of today’s competitive,

knowledge-based society, which benefits many important areas. Significant progress

has been made in machine learning recently, thanks to the availability of data

not previously available. By learning from past data, machine learning can make

better decisions than relying solely on domain knowledge. Among various machine

learning algorithms, reinforcement learning (RL) is the most promising algorithm

because it learns to map current conditions on decision solutions and considers

the impact of current decisions on subsequent decisions. Typically, reinforcement

learning learns through trial-and-error using the harvested data based on its own

experience to make informed decisions.

In many practical applications, since there exists a large amount of offline col-

lected data with rich prior information, the ability to learn from big data becomes the

key to reinforcement learning to solve realistic decision-making problems. Unlike

traditional RL methods which interact with an online environment, learning the

strategy from a fixed dataset is particularly challenging. The reasons are threefold.

First, for data which are generated from the daily system operations, they are not

independent and identically distributed. By training on partial dataset, an RL agent

can learn the converged model which makes it reluctant to explore the remaining

data and further improve the model performance. Second, without the proper under-

standing of underlying data distribution, an RL agent may learn a decision-making

strategy that easily over-fits to the observed samples in the training set but fail to

generalize well on unseen samples in the testing set. Third, an RL training process

can be very unstable, when data are noisy and highly variant.



Abstract v

In this thesis, we have studied data-driven reinforcement learning, aiming to

derive decision strategies from big data collected offline. The first contribution of this

thesis comes from enabling an RL agent to learn strategies from data with repetitive

patterns. To force an RL agent to fully “explore” massive data, we partition the

historical big dataset into multi-batch datasets. Typically, we study in both theory

and practice how an RL agent can incrementally improve the strategy by learning

from the multi-batch datasets. The second contribution of this thesis comes from

that we explore the underlying data property distribution under the reinforcement

learning scheme. With the generative distribution, one can select the hardest (most

representative) samples to train the strategy model, thus achieving a better application

performance. The third contribution of the thesis comes from we apply the RL

method to learn strategies from high variance data. Specifically, we bound the

distribution of the parameters in the new strategy relatively close to its predecessor

strategy to stabilize the training. Finally, through data-driven reinforcement learning,

we thoroughly study various applications, including social analysis, dynamic resource

allocation, and multi-agent pattern formation.
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Chapter 1

Introduction

Sequential decision making refers to an ability to take actions that affect outcomes

and try to reason about the outcomes to find a response. The sequential decision-

making has three common characteristics: a series of actions should be taken over

time to achieve certain overall goals; the actions are interdependent, so the later

actions depend on previous actions; and the environment changes simultaneously

as a consequence of earlier actions. Sequential decision making is important in

many applications. For example, airline companies need to decide ticket prices for

those passengers who purchase flight tickets dynamically. On-demand transportation

companies need to adaptively allocate driver resources to match order requests.

Healthcare facilities need to allocate appointment time slots to patients.

Although RL provides us with a framework for solving decision-making prob-

lems, the RL agent initially only knows which actions are possible but does not

fully understand the problem environment. The RL agent learns the skill solely by

interacting with the environment and receiving rewards after every action it takes.

Such extensive “ trial and error ” has made RL a great success in solving the toy

domain problems: Atari video games, board games, and robotic simulations. Think

of human learning, basically we start by reflecting on what we have learned in history.

When accumulating enough experience, we can figure out the approach for a particu-

lar skill. In many real-world applications, there exists tremendous offline collected

data which consists of rich prior information. Therefore, the capability of learning

offline collected data is the key for these mathematically beautiful RL algorithms to
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solve practical decision problems. In this thesis, we study data-driven reinforcement

learning, which uses previously harvested data to learn decision-making policy, and

our main focus is on how to leverage reinforcement learning for big data analysis.

Hence, we can extend the RL framework to solve the decision-making tasks when

the online data collection process is risky, costly and time-consuming.

1.1 The Unified Research Framework
In this section, we present a unified research framework of the thesis. A sketch of

our research framework is given in Figure 1.1. In many realistic decision-making

applications, tremendous data can be collected during the daily operation which

reflects the inherent nature of the system and domain knowledge for decision-making

at each moment. This thesis incorporates reinforcement learning into big data

analysis framework to learn decision making policy from the offline collected data.

Reinforcement Learning is a very general framework for learning sequential

decision-making tasks. Since Deep Learning can learn the problem state represen-

Data
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Chapter 2: Relevant 
Data Sampling

On-demand Real-time Streaming

Data
Processing
Layer

Model
Layer

Chapter 3: Retrieve 
knowledge from high 
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Figure 1.1: The Unified Research Framework.
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tations from the data, the combinations of these two models can not only solve toy

domains but real-world problems. For the first scheme, in Chapter 2, we advocate

studying the data preprocessing using RL. Considering among massive historical

data, not all the data are informative to the task learning, we explore the underlying

data property distribution under the RL scheme. Based on the learned distribution,

we can select the hardest samples to enhance decision-making. For the second

scheme, on the model layer, we study how to derive the knowledge from the high

variance data with RL in Chapter 3. To stabilize the training process, we design an

objective function which constrains the policy learned from the consecutive rounds to

be close. For the third scheme, in Chapter 4, we study how to use RL to learn policy

from tremendous data with repeated patterns. Since the data are not independently

and identically distributed, the RL agent can learn a converged policy model by

training with partial data, then it stops to explore the remaining data. To improve

the learning efficiency, we partition the whole historical dataset into multi-batch

datasets. Then, the RL agent is forced to continuously “explore” and improve model

performance by thoroughly learning from the multi-batch datasets.

1.2 Main Contributions
Reinforcement learning is usually learned through real-time interaction with the

environment. In this thesis, we address the problem of how reinforcement learning

can derive policy models from offline collected big data. First, we notice that not all

data samples can effectively promote model training. Therefore, we use RL method

to select the most relevant data to effectively learn policy model. In addition, we

solve two typical offline learning challenges: learning the decision-making from data

with repeated patterns, and from collected data that fluctuates greatly and follows

unknown state transition distribution. Accordingly, we study the algorithms for both

cases. In summary, the major contributions of the thesis are listed as follows.

1.2.1 Relevant Data Sampling from Offline Dataset

With the offline dataset, we notice that without the proper understanding of the

underlying data distribution, the learned decision-making strategy may easily over-fit
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to the observed samples in the training set but fail to generalize well on unseen

samples in the testing set. In this thesis, we leverage reinforcement learning to

learn a generative model to describe the underlying data importance distribution.

In particular, we select the hardest (most representative) samples according to the

learned generative model to train the model. Then, by obtaining model performance

feedback, we can further calibrate the generated model. Through the iterative

reinforce process, the generative model gradually fits the ‘real’ distribution. Thus,

the representative samples can be further selected to enhance the training model.

We experimentally evaluate the feasibility of the proposed method through social

network analysis applications to facilitate the decision-making on the social analysis

tasks.

1.2.2 Learn from Offline Data with High Variance

As a typical dataset type, the data samples can be highly variant when they are

collected from a dynamic system running with uncertain factors. Learning based on

this data set will bring about non-stationary learning problems, leading to unstable

training or undesirable end results. To this end, we present a method in which

the learning agent bounds the distribution of the parameters of the newly updated

strategy relatively close to its predecessor strategy, to stabilize the training process.

We have tried the multi-agent pattern formation task where the agents need to make

the movement decisions at each step to form the desired pattern. By constraining the

updating variance in the objective function, the agents can gradually learn the policy

from the data collected by multi-agents along the moving trajectories. Following this

policy, each agent can decide its speed and direction at each time step to achieve the

desired patterns.

1.2.3 Learn from Offline Data with Repeated Patterns

We further consider the decision-making problems for tasks with repeated patterns.

Since the historical tasks are handled by experts following the same rules, similar

actions are performed to similar tasks. Thus, we observe that the data collected

from the daily operations are highly repeated and do not follow the independent
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distribution. Training with partial of this dataset can make the allocation strategy

converged already, thereby wasting a lot of remaining data. To improve the learning

efficiency, we try to partition the whole historical allocation big dataset into multi-

batch datasets, which forces the agent to continuously “explore” and learn on the

distinct state spaces. We reuse the strategy learned from the previous batch dataset

and adapts it to the learning on the next batch dataset, to incrementally learn from

multi-batch datasets and improve the allocation strategy. We apply the proposed

method to handle baggage carousel allocation at Hong Kong International Airport

(HKIA). The experimental results show that our method can solve the data wastage

problem by incrementally learning from the manipulated multi-batch dataset.

1.3 Background
In this section, we provide background knowledge including basic model and statis-

tical tools used throughout the thesis. We first introduced the learning reinforcement

settings, and described the Finite Markov Decision Process which describes the

problem of learning consolidation in a broad sense. We then present some common

solvers for the problem of learning consolidation. A more detailed definition of

concepts with their own differences tailored to specific problems will be considered

in the chapters.

1.3.1 Fundamentals of Data-driven reinforcement learning

The reinforcement learning captures the problem of targeted intelligence through

interaction. The decision maker is called agent. This is something that is communi-

cating and something that is not voluntarily changed by the agent called Environment.

around also creates rewards associated with the agent. The interaction between the

agent and the environment has a signal describing the judgments (actions) made by

the agent, a signal (state) that represents the basis on which the choice was made,

and a signal that checks the contribution of a specific decision achieving a specific

task (reward). Unlike traditional parenting training where the agent communicates

online environment, in this thesis we focus on offline environment, which contains

content collected offline.
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Figure 1.2: The agent-environment interaction in reinforcement learning.

More specifically, the agent and the environment interact in the order of time

steps, t = 1,2,3, as shown in Figure 1.2. At each step t, each agent receives some

representation of the environmental state, namely St 2 S , where S is a set of possible

states. Therefore, the agent maps the state to the possibility of selecting the operation

At 2 A at the time step t, where A is a set of operations available in the state St .

This mapping is called the proxy policy and is represented as pt . Then, the agent

receives the reward Rt , and then moves to the next state St+1. Reinforcement learning

methods specify how agents can update their strategies based on their experience

with the goal to maximize the total amount of rewards they receive in the long run.

1.3.2 Finite Markov Decision Process

Markov decision attributes are important in reinforcement learning because decision-

making is considered only a function of the current state. Therefore, we can use the

Finite Markov Decision Process (MDP) to broadly define the reinforcement learning

problem. The Markov decision attribute defines the environmental state at time t +1

only depends on the environmental state and the action taken at time t.

Therefore, the system dynamics can be described as follows. The limited

MDP [1] is defined as (S,A,P,R,r0), where P is the transaction probability, which

describes the system state at time t +1 as st By taking action at on the current state

st at time t . [1].

p(s0,r|s,a) = Pr{St+1 = s
0,Rt+1 = r|St = s,At = a}. (1.1)

For any state s and strategy p , we use the value function Vp(s) to describe the state
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of the agent in a given state, that is, the expected return from s and subsequent pi.

Formally, Vp(s) can be defined as [1].

Vp(s) = Ep{
N

Â
i=0

g i
R(st ,at)}

= Ep{R(st ,at)+ g Vp(st+1)},
(1.2)

Among them, gamma in(0,1) is the reason for the discount, and R(st ,at) will take

an action based on the strategy pi at of the state st reward. Specifically, according to

at = argmax
at
{Ep [R(st ,at)+g Vp(st+1)]},s 8 S. And the MDP can be solved by the

Bellman equation using certain conventional approaches, such as the policy iteration

method or the value iteration method introduced below.

1.3.2.1 Policy Iteration

It first examines the strategy by calculating the function of the state value Vp for any

strategy p . One way to solve the MDP is to repeat the strategy [2]. For each state

s of S, the initial policy estimate is expressed as V0(s), and after that the Bellman

equation can be used as an update rule to obtain sequential estimates:

Vk+1(s) = E[Rt+1 + g Vk(s)]

= Â
a

p(a|s)Â
s0,R

P(s0,R|s,a)[Rt+1 + g Vk(s)].
(1.3)

In general, the sequence {Vk} can converge to {Vp} as k! •. Then the policy can

be updated as follows [3]:

V
0
p(s) = argmax

a
Â
s0,R

p(s0,R|s,a)[R+ g Vp(s
0)], (1.4)

Among them, argmax represents the short-term best action a after taking the first

step according to the current strategy Vp . We call this process policy Improvement,

which develops the original strategy by greedily opposing the value proposition of

the original strategy to create a new method. Therefore, using the initial strategy

p0, we can calculate Vp0 and refine it to form a better p1 method. The process of

repeating this strategy is shown in Figure 1.3. Since the restricted MDP consists of
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Figure 1.3: The process of policy iteration.

a limited number of policies, by repeating the process of policy review and policy

Improvement, the maximum strategy is the maximum number of p⇤ and V
⇤ It can be

achieved in a limited number of iterations.

1.3.2.2 Value Iteration

The disadvantage of policy changes is that each change in policy evaluation requires

a large number of participants. Make multiple backups in all settings. Since policy

evaluation can implement policy changes in some backups without losing the fact

that the policy repeatability is guaranteed to be met, running value iteration in a

simple backup operation, it combines policy improvements and changes in each state.

The strategy analysis performed by a single backup is as follows [2].

Vk+1(s) = argmax
a

E[Rt+1 + g Vk(s)|St = s,At = a]

= argmax
a

Â
s0,r

p(s0,r|s,a)[r+ g Vk(s
0)],

(1.5)

Keep in mind that the iteration fee is the same as the backup strategy review, but

it does not necessarily apply in all states. Let us demonstrate the repeated operation

of >, and use the command {Vk}, k! • to add the operation value of Vk to V
⇤. We

can prove this by proving that > is an infinite mapping chain:

|>V (s)�V
⇤(s)|= |argmax

a

(R(s,a)+ gEs0⇠p(s,a)V (s0))�V
⇤(s)|

 argmax
a

|R(s,a)+ gEs0⇠p(s,a)V (s0)� [R(s,a)+ gEs0⇠p(s,a)V
⇤(s0)]|

= argmax
a

g|Es0⇠p(s,a)[V (s0)�V
⇤(s0)]|

 g|V (s0)�V
⇤(s0)|

(1.6)

Since we consider iterating over the values of all states s2 S, we get |.>V
⇤|• |V ⇤|•,

proving that marking is the best solution.

The dynamic programming method involves many iterations and strategy
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changes, as shown by the high-standard model of the speculative model of transac-

tion probability p(s0|s,a). However, if we consider the situation of many dynamic

systems, and the model of the marketing system is unknown, then we can learn

directly from the original experience that there is no dynamic change in time, in the

system model.

1.3.3 Fundamentals of Q-Learning
Q learning [4] is a typical method of learning time changes. In this method, students

try to find the best method by exploring to maximize the cumulative reward. around.

The value of Q measures the return of the measures expected in each state. By

exploring the environment, the Q learning agent hides the Q value of each state

operation pair on the Q state table. Especially given the current state, the agent will

perform operations at the maximum value of Q. After that, reward them and enter a

new state. After that, the Q list will be updated accordingly. In this way, after the

agent combines the Q table with the final count, the agent will finally determine the

best strategy. More specifically, the function of identifying the Q value of each pair

of state actions is defined as follows [2]:

Q(a,s), R(a,s)+ g EpVp(s
0), s8S. (1.7)

With the interaction data sampled from the formulated MDP, the Q-value function

can be updated using Bellman equation as follows:

Q(a,s) Q(a,s)

+a[R(a,s)+ g max
a0

Q(a0,s0)�Q(a,s)],
(1.8)

where the Q function is updated based on the temporal difference between the

predicted Q-value of the future state-action pair, i.e., (a,s)+ g maxa0Q(a0,s0) and

the current Q-value, i.e., Q(a,s).

With the value of Q, a good strategy can be obtained from many categories. The

word means that it all means that the learning agent has the knowledge between the

original state and the purpose (or fatal situation). In each case, for the e , the agent
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Figure 1.4: Illustration of Deep Q-networks.

randomly selects the action a with the same probability for the specified action s; or,

for 1� e , select an action with the highest Q value and move to the next position.

Using the e-greedy policy, the agent can test new innovations to get more rewards

for improving Q value, thus creating a better policy. It has been proven that, in MDP,

the Q value will eventually accumulate to Q
⇤, if each area movement is assessed by

an infinite number of subtitles in each state. If Q
⇤ is known, the best policy can be

easily found by selecting the following action:

a = argmax
a2A

Q
⇤(a,s) (1.9)

The classic Q method works best in the realm of a small state space as the viewing

table has limited memory to store the Q-number of state action pairs. To solve

complex problems within a large state-of-the-art space, a comprehensive Q-learning

(DQN) algorithm, which uses a deep neural network (DNN) as a measure of activity,

is proposed [5]. As shown in Fig. 1.4, DNN considers country data such as adding

and updating network weights {q} to measure Q value activity. More specificity,

given the status of s, action a, rewards R and new state s
0, the in-depth Q-network is

updated as follows:

q 0  q + g (yQ�Q(a,s;q))5q Q(a,s;q), (1.10)

where y
Q is the target value of y

Q = R+maxa!A Q(s0,a;q�), and q� means the

specified network parameters. Several important changes in Q study have improved

DQN stability. First, the DQN algorithm measures target and Q-value differently for
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two networks. The network parameters specified for q� are maintained until they are

identified in the learning network q�  q every t time steps. Second, the algorithm

reads from information samples stored in the bathtub, rather than fully read online.

1.3.4 Fundamentals of Actor-Critic

The basic type of integration methods can be categorized as quantitative and policy-

based. The value-based approach attempts to obtain or estimate the function of a

fair value, measuring each action as a value. The higher the value, the better the

action. The policy-based approach seeks to find the right policy directly without

counting the value as a normal person. Based research is effective and robust, while

policy-based research is better in more developed and integrated environments, than

in faster integration.

Actor-Critic uses the advantages of these two methods which include both

commonly described critical and principle-based methods defined as the letter [6].

As Drawing shows. Taking the state as an intervention and taking the most powerful

action. On the other hand, critics evaluate the action by inserting a value function

(based on the value). Procedures for developing both policy-based rules and value-

based games Information is learned to perform better and better actions and the critic

becomes better and better at testing check those actions. Therefore, the sensitive

code of conduct renews the policy as follows:

w
0  w+a(R+ gV (s0;w)�V (s;w))OwV (s;w);

q 0  q +b (R+ gV (s0;w)�V (s;w))Oq p(s|a;q);
(1.11)

Where w is a parameter of value-based activity, where theta is the limit of policy-

based activity. Al pha and beta are estimates of tuition fees and procedures based

on policy. Over time, these two processes come together to find a common solution:

a comprehensive cost analysis and a valid policy submission.

1.3.5 Generative Adversarial Nets

Generative Adversarial Nets (GANs) [7] have shown great potential for learning

effective presentations and delivering high quality work in many programs, such
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as image [8], make music [9] and recommendations [10]. The main idea of

GANs is to create samples from the parameters that can be distributed by setting up

two opposing networks: generator and distortion. The generator marks a z sample

sample from the previous space distribution. Discrimination is trained to distinguish

factual information from what the generator does, while the generator is trained to

deceive discrimination. To our knowledge, there are other functions used by GANs

to embed network. NetGAN [11] is the first unlimited model to practice simulation

of real-world networks. MolGAN [12] modified the GAN system to create smaller

graphics. GraphSGAN [13] uses GANs as a tool for resolving segmentation tasks

under minimal settings. ProGAN [14] has found a basic connection between the

various embedded network learning environments. NetRA cite yu2018learning is a

GAN-specific framework for recognizing the role of a solid node created by Random

Walk. To improve the opposition training process, GraphGAN [15] selects the worst

samples based on the proposed Graph Softmax. NEGAN [16] looks evenly at graph

topology and interiors. MEGAN [17] has a lot of viewing details, and RNE [18]

uses data three times to help the generator select the most difficult samples to “cheat”

discrimination, thus achieving better node usage. In the meantime, other activities

are also trying to implement GANs policy to increase capacity and performance

through model training. Dai et al. [19, 20] trained to identify the various samples

made from the previous donations. Ma et al. [21] proposes a framework to change

the use of various auto-encoders to create realistic graphics.

1.4 Organization
The remainder of the thesis is organised as follows.

• Part I: Relevant Data Sampling from Offline Dataset. In chapter 2, we

study how to incorporate reinforcement learning into data reprocessing layer

of the data analysis framework. We advocate on learning the underlying data-

to-task relevance distribution, so as to achieve a better application performance

by pushing the model performance to its limits.

• Part II: Retrieve knowledge from data with repeated patterns. In chapter
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3, we study how to use reinforcement learning to retrieve knowledge from data

with repeated patterns. Since historical data is usually generated from daily

repetitive operations, we notice that when an RL agent explores only part of

the data set, the policy model will converge. This is because the converged

strategy makes the RL agent perform the same operation on the repeated tasks,

thus refusing to explore remaining samples and try alternative solutions. In

order to improve the learning effectiveness, we divide the entire large dataset

into multiple mini-batches, so as to stimulate the RL agent to “re-explore” and

further leverage the “wasted” data samples

• Part III: Retrieve knowledge from data with high variance. In chapter 4,

we study how to use reinforcement learning to retrieve knowledge from data

with high variance. We limit the Kullback-Leibler divergence between weights

of the successive learned strategy so as to stabilize the training process.



Chapter 2

Relevant Data Sampling

Considering that a huge amount of data may burden the model training and only

partial data provides information inherent to a model training. The average “infor-

mation” in the training data samples is low. In this chapter, we propose a method to

select the most relevant data for the model training, thus achieving a better applica-

tion performance by pushing the model performance to its limits. To demonstrate

the feasibility of our proposed method, we experimental study the decision-making

problems of the social network analysing. We train a generative model to learn

the underlying data distribution, from which we can select “difficult” samples to

train a decision model that predicts relationships between users and classifies them

into different social communities. By jointly training the generative model and

decision-making model on the offline collected social network dataset, our proposed

method achieves substantial performance gains over state-of-the-art baselines in

these applications.

2.1 Introduction
Network embedding, also known as network representation learning, has attracted

considerable research attention recently because of the ubiquity of the networking

data (e.g., social networks, biological networks, and information networks). The goal

of network embedding is to automate the process of extracting continuous feature

vectors for nodes in a network. The learned embedding can benefit a wide range of

real-world applications such as network visualization [22], node classification [23],
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link prediction [24], information retrieval [25] and recommendation [26].

Generally, most existing network embedding works can be categorized as gener-

ative models and discriminative models. Generative models, such as DeepWalk [27],

Node2vec [28], and DDRW [29], usually first employ random walk to generate the

sample sequences. The network embedding is then learned by approximating the

underlying node connectivity distribution based on these sample sequences. Con-

sidering that the total amount of the possible sample sequences is extremely large,

random walk sampling cannot fully reflect the structural characteristics of a network.

Thus, generative models find it difficult to explicitly preserve the complex structures

of a network. Discriminative models, such as SDNE [30], LDE [31], pRBM [32],

and PPNE [33], generate the network embedding by training a discriminative model

to identify edge existence. However, the discriminative model may over-fit to the

observed edges in the training data and fail to generalize well on unseen edges in

the testing data. Inspired by the Generative Adversarial Nets (GANs) framework

[7], several recent works [12, 15] unify the above two classes of methods by an

adversarial learning framework to learn network embedding. The framework itera-

tively optimises network embedding models as follows: (i) the generative network

embedding model learns to fit the underlying connection probability distribution

over node pairs via the signals from the discriminative network embedding model,

and (ii) the discriminative network embedding model tries to determine the edge

existence between node pairs selected by the generative model. Under the adversarial

framework, the two models mutually reinforce each other which greatly improve

network embedding performance. For example, GraphGAN [15] proposes graph

softmax to compute connection probability distribution over selected node pairs,

which is closely relevant to ours. However, the graph softmax only explores nearby

nodes and fails to preserve higher-order connection properties, since the node selec-

tion probability decreases as its hop distance increases, which can degrade resultant

embedding performance. As a result, the generative model for GraphGAN always

draws a set of samples near the central the node, and the learned embeddings preserve

how the network looks very locally.



2.1. Introduction 16

In this paper, we propose a community-aware network embedding by intro-

ducing adversarial learning framework called CANE, which leverages community

detection to enhance network embedding as it can explore high-level connection

patterns from diverse neighbourhoods. With the detected community structure, the

generative model for CANE can sample a set of candidate nodes within the commu-

nity, and jointly considers the feedback from the community detection model and the

network embedding discriminative model. This joint inference feedback can enhance

network embedding performance to preserve the global view of the network. We

notice that the community structure is ubiquitous in many real networks, and it can

reflect the characteristics of the network topology from a global perspective [34]. For

example, Twitter users with the same interest-based attributes (i.e., cycling) are more

likely to develop personal bonds and form a community. Several recent studies [35–

38] have tried to utilize community information for improving network embedding.

M-NMF [36] incorporates the community structure into a matrix-factorization-based

network embedding model. CNRL [38] unifies a statistic topic modeling approach

with a random-walk model for community detection and network representation

learning. ComE [35] assumes the nodes in a community follow a multivariate

Gaussian distribution and jointly solves node embedding, community detection and

community embedding. However, the above discussed methods either directly use

the result of community detection as side information to help network embedding

by considering them as two separate tasks, or perform the two tasks jointly based

on strong assumptions (e.g., ComE [35] assumes that the community follows a

multivariate Gaussian distribution).

To overcome these limitations, CANE employs a scalable Bayesian approach

to find latent community structures in large real-world graph data. By slightly

modifying Latent Dirichlet Allocation (LDA) [39], CANE dynamically detects

communities and seamlessly performs the adversarial network embedding process.

Specifically, CANE contains two adversarial processes between generative models

and the discriminative model. On the one hand, CANE enables community detection

model to generate a straight scope for the network embedding generative model to
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efficiently select indistinguishable “fake” samples, such that the adversarial network

embedding process can be constantly improved. On the other hand, the improved

generative model is able to generate more relevant node profiles for the community

detection model to better allocate communities. Compared with existing methods,

the significant differences and contributions of CANE are summarized as follows:

• CANE learns node representations by jointly minimizing the pairwise con-

nectivity loss and the global community assignment error, which is able to

preserve both local and global structural characteristics of the given graph

data.

• CANE jointly considers the feedback from the community detection model and

the network embedding discriminative model. This joint inference feedback

can better calibrate the generative model to enhance network embedding

performance.

• By considering only a small number of vertices within the same community,

CANE improves the computational efficiency of the generative model to be

applied on large-scale graph datasets.

We conduct extensive experiments on seven real-world datasets through five appli-

cations, including link prediction, node classification, recommendation, network

visualization, and community detection. We also experimentally study the effective-

ness and efficiency of CANE. The results show that CANE is effective to encode

community information into the learned representations once the graph obtains the

community structure. CANE outperforms existing state-of-the-art methods by a large

margin. Compared with all the baselines, CANE improves the accuracy by around

13.2% in link prediction, 34.6% in node classification, and improves Recall@10 by

at least 23.6% and Recall@20 by at least 12.6% in recommendation over the studied

datasets.
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2.2 Problem Formulation and Framework
In this section, we first give some notations to help us formally define the studied

problem. Then, we introduce our community-aware network embedding framework.

2.2.1 Notations and Problem Definition

Given a network G = (V,E), where V = {v1,v2, · · · ,vn} is the set of nodes and ei, j=

(vi,v j) 2 E is an edge between two nodes, we assume the nodes in G can be grouped

into m communities C = {c1,c2, · · · ,cm}. Since each node may relate to several com-

munities, we use the probability distribution P(c|vi) to record the membership degree

of vi belonging to each community c 2C. We use eci to represent the community with

the highest probability that vi belongs to, i.e., eci = argmax
c
P(c|vi). The underlying

node connectivity distribution is defined as P(v|vi). A larger P(v|vi) means that v

and vi are very likely to hold a link, while a smaller value means they are less likely

to be connected. N (vi) indicates the Node profile of vi defined as follows.

Definition 1: Node profile. The Node profile of vi is defined as a set of nodes

N (vi) ={v1,v2, · · · ,v j} that are drawn from the node connectivity distribution

P(v|vi).

With the above notations and definition, we formally define the following

problem:

Problem Definition: Community-aware network embedding. Given a network

G = (V,E) and the community number m, our goal is to learn a low-dimensional

vector gvi
2Rd for each node vi 2V , where d is the dimensionality of the embedding

space, and at the same time learn the membership distribution P(c|vi) for each node

vi over the m communities.

2.2.2 The Model Framework

The model framework is shown in Fig. 2.1, which contains the generator G, the

discriminator D, and the LDA-based community detection model C. The generator

G takes the pre-trained embeddings from other methods (e.g, DeepWalk) as its

input. For a given node vi, G outputs the node samples drawn from the learned

distribution P(v|vi). These sampled nodes are then fed into the generative model



2.2. Problem Formulation and Framework 19

for D to determine the connection possibility. Finally, CANE takes the generated

node samples as the Node profile and then applies C to detect network communities.

Moreover, we choose the embeddings learned by G as the final node representations.

The details of the adversarial training are given as follows.

Sampling process. Given the initial embeddings for all the nodes, G tries to

approximate an underlying distribution P(v|vi). With the approximated distribution,

G is able to generate node samples to fool D and also selects a set of node sequences

as the Node profiles for C to detect the network community structure (arrow ¨). In

practice, nodes in a network are often grouped into multiple overlapped communities.

Here, CANE learns both the node-to-community distribution and community-to-node

distribution due to its advantage in modeling overlapping communities. Note that

it would be very time consuming if the sampling process involves all the nodes in

the graph. community-to-node distribution (arrow ≠) enables G to sample from the

nodes within the same community, which greatly reduces computational complexity.
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Figure 2.1: The framework of CANE. CANE contains the generator G, the discriminator D,
and the LDA-based community detection model C. The generator G takes the
initial network embedding as input, and selects samples from nodes with similar
community properties detected by C to ”fool” D. Finally, with the feedback
signal from both C and D, G tries to further fit the underlying node connection
probability, so as to update the network embedding.
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Reinforcement process. The sampling process is improved by the feedback

signal from both the discriminator D and the community detection model C. Specifi-

cally, D outputs a single scalar (arrow Æ) to indicate the connection degree between

vi and G generated ones. The community detection model indicates the preference

degree of G sampled nodes v and vi in the same community eci (arrow Ø). The two

outputs are both fed back into the generator G to improve its sampling ability and

generate better Node profiles in the next iteration.

2.3 Adversarial Learning for Network Embedding
We first explain the LDA model for community detection, and then introduce how to

incorporate the community detection result into the overall objective function. We

then show the optimizing process of the discriminator D and the generator G. In

addition, we make the further explanation on the generative model and the adversarial

training process. Finally, we analyze the computational complexity of community

discovery for CANE.

2.3.1 LDA based Community Detection

In this paper, we apply a well-known probabilistic topic model, called Latent Dirich-

let Allocation (LDA), for community discovery. Intuitively, we believe that authors

usually have the topics in mind when selecting words in the documents. Similarly,

nodes connected to the same node usually share the same interests, forming the

communities. For example, people who are interested in “politics” usually follow

Donald Trump in Twitter. Therefore, each node can be characterized by the node

profile, which consists of the nodes to which it may be connected. By regarding node

profiles as documents in the topic model, CANE applies LDA to conduct community

discovery in the graph.

Latent Dirichlet Allocation (LDA) can be viewed as a three-layer “document-

topic-world” bayesian model shown in Fig. 2.2. In LDA, each document l is repre-

sented as a multinomial distribution ql over a set of topics, and each topic z is also

represented as a multinomial distribution Fz over a number of words. Subsequently,

each word position t in document l is assigned a topic zl,t according to ql , and the
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Figure 2.2: The graphic model of LDA.

Documents words

Doc 1 I, like, Apple

Doc 2 Banana, It, Eat

Doc 3 Book, Song, Fun

Doc 4 Read, Play, Music

… …

nodes Node profiles

1 2,3,4,6

2 4,5,6,3

3 1,4,5,6

4 5,6,3,2

… …

G(v|v2)
G(v|v1)

G(v|v3)

G(v|v4)

G(v|v5)

�������

Figure 2.3: The illustration of analogy between community detection and the corpus topic
modelling. We analogize the nodes in Node profiles as the words in documents.

word wt,l is finally generated according to Fzl,t . We denote Dir(a) and Dir(b ) as the

Dirichlet prior of q and F, respectively. Given a and b , the full generative model of

LDA is:

wt |zl,Fzl,t ⇠ Discrete(Fzl,t ), (2.1)

F⇠ Dir(b ), (2.2)

zi|l,ql ⇠ Discrete(ql), (2.3)

q ⇠ Dir(a), (2.4)

As illustrated in Fig. 2.3, by regarding the Node profiles as the document content

and the Node IDs as the document IDs, we make the analogy between community
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detection and the corpus topic modelling . However, in practice, the characteristic of

the textual documents is significantly different from those of the real-world graphs.

Even for short text documents, they may contain at least tens or hundreds of words.

While, since the connection degree of social networking follows the power law

distribution [40], real-world graphs usually contains a large number of low-degree

nodes. Therefore, it is challenging to directly apply Gibbs sampling [41] on LDA

model because it may generate a large number of clusters, most of which are with no

significant meaning. To address this obstacle, we limit the detected results to a fixed

m community. This parameter m is chosen by fine-tuning the given task on the graph

dataset, as described in Section 2.7.

Similar to document-to-topics and topic-to-words distributions of the natural

language topic modeling, our LDA based community detection model outputs node-

to-communities and community-to-Node profiles distributions by the Gibbs Sampling

method [42] as follows:

P(c|vi) =
N(c,vi)+a

Âĉ2C N(ĉ,vi)+a
, (2.5)

P(v|c) = N(v,c)+b
Âv̂2V N(v̂,c)+b

, (2.6)

Pf (v|vi) = P(v|c)⇤P(c|vi). (2.7)

N(c,vi) counts how many times that vi is assigned to the community c, and N(v,c)

indicates how many nodes in the Node profile of v are assigned to the community

c. N(c,vi) and N(v,ci) are updated as the community assignments change in each

iteration. a and b are the parameters of the Dirichlet distribution which smooths

parameters and guarantees the chance of community assignment when N(v,c) or

N(c,vi) is zero.

The node-to-communities distribution P(c|vi) indicates the membership degree

distribution of a node vi over each community c 2C. While, the community-to-nodes

distribution P(c|vi) identifies the distribution of community c over all the nodes
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v 2V . Then, we can sample j nodes from Vv6=vi
based on the community similarity

distribution Pf (v|vi) as a candidate node pool for G to more efficiently generate

samples to ‘fool’ D.

To justify why LDA can solve the problem properly, we represent nodes profiles

in a matrix form, represented by P, where the nodes profiles locate at rows and

the nodes locate at columns, such that P 2 A
V⇥V , where A = {0,1}. Similarly, we

represent all the documents as a matrix form, represented by T , whose rows represent

documents and columns represent words. Some important aspects are noticed as

follows:

• P is a binary matrix, where 0/1 represents the existence of the edge between

two nodes. T is a non-binary matrix, where the elements represent the number

of times a word appears in the document. For example, the word “player” may

appear multiple times in a “sport” related document.

• The size of P is much larger than T . Both the number of rows and columns in

P are equal to the number of nodes in the graph. Matrix T usually contains

more columns (e.g., words) than rows (e.g., documents).

• Note that a small percentage of words frequently occur in the documents. For

example, the words ’a/the’ may occur many times in the documents. Similarly,

only a few nodes are highly connected to other nodes in social networks.

Popular users such as Barack Obama and Donald Trump may be followed

by many other users. While most of the other nodes usually have very few

connections.

Due to P is a binary matrix, the node occurrence probability follows the mul-

tivariate hypergeometric distribution which is different from the polynomial dis-

tribution commonly assumed in standard LDA. The multivariate hypergeometric

distribution converges to the multinomial distribution, when the sampling population

grows larger [43]. Hence, the statistical distribution discrepancy can be safely ig-

nored, because nodes profiles are sampled from the network dataset which contains

thousands or tens of thousands of nodes. Based on the experiments, we find that
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the matrix size does not have any major effect on the performance. We can use

multiple processors (CPUs) to speed up training. The third point, however, does

have an effect on the topic modelling. Due to the “intrinsic” characteristic of the

network where many nodes usually have low connected degree, the Gibbs sampler

for LDA tends to generate the node-to-community distribution over tens of thousands

of communities. This is a problem for community discovery, because the probability

values for most communities in the distribution are very small, and they have no

significant meaning to reflect the topology of the graph. To address this problem,

CANE directly truncates the node-to-community distribution at the fixed number of

communities, m, which is chosen by fine-tuning the model on the given dataset.

2.3.2 Overall Objective

The goal of G is to learn node embedding so that it can estimate underlying node

connection probability distribution. We introduce a mapping function q : v 2V 7!

R|V |⇥d . This mapping q represents the latent representation associated with each

vertex v in the graph, which is a |V |⇥d matrix. Based on node representations, G

tries to approximate the connection likelihood of node vi with all other nodes v 2V

as follows:

P(v|vi,q(v1),q(v2),q(v3), . . . ,q(v)) (2.8)

However, selecting a set of indistinguishable node samples to ‘fool’ D is inefficient

when all the nodes in the network are involved. Therefore, we utilize a commu-

nity detection model to join the adversarial training process because it enables the

sampling process of G only to select a set of candidate nodes in the similar com-

munities. In addition, the learned community distribution characterizes the node

high-order connectivity pattern which further helps G to approximate the underlying

node connection distribution.

Meanwhile, the goal of D is to learn a mapping function s : v 2V 7! R|V |⇥d as

latent representations for each node v in the graph. By optimizing node representa-

tions, the focus of D is to estimate the edges existence possibility between each node

pair as follows:
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P((v,vi)|s(v1),s(v2),s(v3), . . . ,s(v)) (2.9)

The generator G and the discriminator D act as two players in a mini-max game

where each of them aims to improve itself and beat the other in each round of training.

Finally, we have the objective function as follows:

min
q

max
s

L (G,D) =
|V |

Â
i=1

�
Ev⇠ptrue(v|vi)log[D(v,vi;s)+Pf (v|vi)]

+Ev⇠G(v|vi;q)log[1�D(v,vi;s)�Pf (v|vi)]
 
,

(2.10)

For each node vi, G(v|vi,q) outputs the node connectivity distribution of vi over

nodes drawn from the community preference degree Pf (v|vi). G is trained to min-

imize the penalty term log[1�D(v,vi;s)�Pf (v|vi)] where Pf (v|vi) indicates the

community similarity between v and vi. D is trained to maximize the judgment

boundary D(v,vi;s) between the well-connected node pairs and G generated ones.

With this loss function, D and G can be instantiated by arbitrarily deep networks

which are able to explore nonlinear properties of the given task. In this paper, we

implement the discriminator D as a three layer fully connected neural network and G

by the community-aware softmax function defined in Eq. (2.15). The detailed model

implementation and optimization are introduced as follows.

2.3.3 Discriminative Model Optimization

The goal of the discriminator is to correctly distinguish the real connected pairs from

the ones generated by G. The truly connected node pairs are considered as positive

samples (label=1), and the generated nodes pairs which involves selected samples

from G are considered as the negative samples (label=0). D is implemented by a

binary classifier. Specifically, D is designed by a following sigmoid function and

outputs a scalar D(v,vi;s) to estimate the edge existence possibility between the

input node pairs:

D(v,vi;s) =
1

1+ exp(s(v)T s(vi))
, (2.11)
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where s(v) and s(vi) 2 Rd are the d-dimensional representation vectors of

nodes v and vi w.r.t. the discriminator D. s(v) and s(vi) are the output of the

network fd (v,vi) defined as follows:

fd (v,vi) = w
>
2 tanh(W1x(v,vi) +b1)+w0, (2.12)

where W1,w2,b1,w0 are in the network parameter set d , x(v,vi) 2 Rk is the concate-

nated node index encoding vector. W1 2 Rk⇥l is the fully-connected matrix for the

first layer, b1 2 Rl is the corresponding bias vector, w2 2 Rl⇥d and w0 2 Rd are the

weights for the second hidden layer. Given node pairs and their connectivity labels,

we can update the model parameter of D by ascending the gradient as follows:

—d L (D,G) =

8
<

:
—d logD(v,vi;s), i f v⇠ ptrue;

�—s logD(v,vi;s), i f v⇠ G.
(2.13)

2.3.4 Generative Model Optimization

Since G involves a discrete sampling step, which cannot be directly optimized by

the gradient based algorithm, we adopt the policy-gradient-based reinforcement

learning [44] to approximate the underlying node connectivity distribution. In

particular, G is optimized through the following reinforcement signals:

• Connectivity reinforcement signal. This signal guides G to shift its approxi-

mated node connectivity distribution to increase the quality of its generated

node samples judged by the discriminative model D.

• Community reinforcement signal. Considering that nodes should be densely

connected in the community. For a given node vi, this signal forces G to

generate node samples with a high possibility in the same community with vi.

Thus, the objective of the generator G is to maximize the sum of the above

reinforcement signals, and we can update G by ascending the following gradient:
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—qL (G,D) = —q

|V |

Â
i=1

Ev⇠G(v|vi;q)log[D(v,vi;s)+Pf (v|vi)],

=
1
K

|V |

Â
i=1

K

Â
k=1

—q logG(vk|vi;q)log[D(vk,vi;s)+Pf (v|vi)].

(2.14)

The gradient —qL (G,D) is the expectation summation over the gradient

—q logG(vk|vi) weighted by the log-probability log[D(vk,vi;s)+Pf (v|vi)], in which

D(vk,vi;s) refers to the connectivity reinforcement signal, and Pf (v|vi) refers to

the community reinforcement signal. Moreover, the node connectivity distribution

approximation is implemented by the community-aware softmax function defined as

follows:

G(v|vi;q) = exp(q(v)T q(vi))

Âv2N (vi) exp(q(v)T q(vi))
, (2.15)

where q(v),q(vi) 2 Rd are the d-dimensional node representation vectors of v and

vi respectively, and N (vi) indicates a set of nodes drawn from the community

similarity distribution of vi. With this distribution, generator G samples j nodes to

construct the Node profile for each given node and updates its representation during

the training process. The detailed pseudo-code is shown in Algorithm 1.
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Figure 2.4: The generative model training process. In this example, we aim to approximate
the connection probability distribution of the node (ID = 0) over all the other
nodes in the graph. Leftmost figure shows the initial network embedding.
With the feedback signal provided by the community detection model and the
discriminate model, the generative model tries to fit the real node connection
probability distribution, thereby updating the embeddings.
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2.3.5 Further Explanation on the Generative Model

To intuitively understand the learning process of the generative model, we illustrate

an example as shown in Fig. 2.4. In this example, the graph totally contains 10 nodes.

We aim to approximate the connection probability distribution of the node (id = 0)

over all the other nodes in the graph. Leftmost figure shows the initial mapping

function q : v2V 7!R|V |⇥d for all nodes as a embedding matrix. Based on this initial

matrix, the approximated connection distribution is plotted in a red line. Then the

community detection and discriminate model judge this distribution and provide the

feedback signal. Accordingly, the generative model is able to calculate the updating

direction for nodes embedding q(v) so as to shift the distribution. After some rounds

of iterative updating, the generative model finally can better approximate the real

node connection distribution as shown in the most-right side.

Algorithm 1 Training Process of CANE.
Input: Graph G = (V,E), community number m, size of discriminating samples t,

size of Node profile j.
Output: Generator G(v|vi;q), discriminator D(v,vi;s), community distribution

P(c|vi).
1: Initialize G(v|vi;q), D(v,vi;s) and P(c|vi);
2: repeat
3: for D-step do
4: Sample t positive nodes from ground truth and t negative samples from

G(v|vi;q) for each vertex vi;
5: Update s according to Eqs. (11), (12) and (13);
6: end for
7: for G-step do
8: Update q according to Eqs. (14) and (15);
9: G(v|vi;q) generates j nodes to construct Node profile for each node vi;

10: end for
11: for C-step do
12: Update P(c|vi) and Pf (v|vi)according to Eqs. (5), (6) and (7);
13: end for
14: until CANE converges
15: ReturnG(v|vi;q), D(v,vi;s), and P(c|vi).
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Vi
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Fake connected nodes 

Real connected nodes 

G selected nodes
D determines the disconnection (0)
D determines the connection (1)

Figure 2.5: The illustration of CANE learning process. We draw a repulsive force model for
analogy, the generative model picks out the most likely connected nodes in its
community. Meanwhile, the discriminative model acts as a magnetic force that
attracts those possibly connected nodes and pushes those unrelated ones away.

2.3.6 Further Discussion on the Adversarial Training Process

Based on the approximated connection probability distribution, for each central node

vi, the generative model tries to find out a set of nodes v which have high possibility

connected with vi. The discriminative takes the embedding of each node pair as

input and tries to discriminate observed connected node pairs from the generated

ones (v,vi). To better understand this process, as shown in Fig. 2.5, we draw a

repulsive force model for analogy. In each epoch of training, for each central node

vi, the generative model picks out the most likely connected nodes in its community.

Meanwhile, the discriminative model acts as a magnetic force that attracts those

possibly connected nodes and pushes those unrelated ones away. Theoretically, the

min-max game process will finally achieve a Nash equilibrium in which the generator

perfectly fits the true connection probability distribution (i.e., Gq (v|vi) =Gtrue(v|vi)),

while the discriminator cannot distinguish generated node pairs from the true ones.

The probability of v being connected to vi, Ds (v,vi) is always 1
2 . In our empirical

experiment, we discover that the generative and discriminative network embedding

models may reach different levels of performance based on specific data sets, and at

least one of them would be significantly improved in comparison to the corresponding

original model without adversarial training.

2.3.7 Complexity Analysis

In each iteration of LDA, we attribute each node with a community responsible for

it, then we update the community-to-nodes and node-to-communities distribution by
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counting the number of times that each node is assigned to pertaining communities.

Accordingly, the complexity of community detection is linear over the length of the

node profile, the number of communities, and the number of nodes in the graph.

Hence, the community detection run-time complexity of CANE is O(VKM). Here,

V is the number of nodes in the graph, M is the number of detected communities,

and K is the length of the node profile (V � K). For more details, we report the

run-time of the community discovery model per iteration in Table 2.4 in Subsection

5.9. Moreover, for the calculation of community-aware softmax Gq (v|vi), since it

only involves nodes within the community pool, it reduces the run-time complexity

from O(V 2) to O(K2), compared with traditional softmax function in each iteration.

2.4 Experiment
In this section, we evaluate the performance of CANE on multiple real-world net-

works. First, we empirically demonstrate that considering graph structure could

enhance network with a case study on the Karate club graph. Next, we evaluate the

performance of CANE on six tasks: link prediction, node classification, recommen-

dation, network visualization, and community detection. In addition, we analyze

the model effectiveness with respect to the different lever of community strength.

Finally, we evaluate the convergence and parameter sensitivity of CANE.

2.4.1 Experiment Setup
Datasets. We utilize the following four datasets for evaluation, which include

social network, word co-occurrence network, academic paper citation network and

Air-Traffic network.

• Arxiv AstroPh 1 is a collaboration network from the e-print arXiv. In this

dataset, each node is an author who has submitted papers to Astro Physics

category, and each edge represents a scientific collaboration between two

authors. This graph has 18,772 vertices and 198,110 edges.

• Arxiv GR-QC 2 is also a collaboration network from the e-print arXiv. In this
1https://snap.stanford.edu/data/ca-AstroPh.html
2https://snap.stanford.edu/data/ca-GrQc.html

https://snap.stanford.edu/data/ca-AstroPh.html
https://snap.stanford.edu/data/ca-GrQc.html
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dataset, each node is an author who has submitted papers to General Relativity

and Quantum Cosmology categories, and each edge is a scientific collaboration

connection. This graph has 5,242 vertices and 14,496 edges.

• BlogCatalog 3 is a blog social network. In this dataset, nodes are BlogCatalog

users and edges are relationships among bloggers. The labels of each user

indicate the topics of the user’s blogs. This graph has 10,312 vertices, 333,982

edges, and 39 different labels.

• Wikipedia 4 is a co-occurrence network. It contains words appearing in the

English Wikipedia dump. In this dataset, each node is a word, and each edge

is a word co-occurrence relationship. The label of each node indicates the

part-of-speech (POS) tag. This graph has 4,777 vertices, 184,812 edges, and

40 different labels.

• Movielens (100k)5 is a user-movie rating dataset. This dataset consists of

100,000 ratings (1-5 star) from 943 users on 1,682 movies. We regard the

5-star rating in Movielens as the edge between a user and a movie.

• American Air-Traffic 6 is a transportation statistics network from January to

October 2016. In this dataset, each node represents a location and each edge

is an airline connection. The label of each node indicates the total number of

landings plus takeoffs in the corresponding year. This graph has 1,190 vertices,

13,599 edges, and 4 different labels.

• Twitter 7 is a network of users’ social relationships on Twitter. The vertices

represent the Twitter users and the edges are the friendship/follower-ship con-

nections among the users. This graph has 11,316,811 vertices, and 85,331,846

edges.

Baselines. We compare CANE with the following baselines:
3http://socialcomputing.asu.edu/datasets/BlogCatalog
4http://www.mattmahoney.net/dc/textdata
5https://grouplens.org/datasets/movielens/100k/
6https://transtats.bts.gov/
7http://socialcomputing.asu.edu/datasets/Twitter

http://socialcomputing.asu.edu/datasets/BlogCatalog
http://www.mattmahoney.net/dc/textdata
https://grouplens.org/datasets/movielens/100k/
https://transtats.bts.gov/
http://socialcomputing.asu.edu/datasets/Twitter
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• DeepWalk [27] adopts language modeling from sequences of words to graphs.

DeepWalk uses random walks to learn latent representations of the graph.

• LINE [45] learns the latent representations by preserving the first-order and

second-order proximity among nodes in the graph.

• Node2vec [28] designs a biased random walk and learns the node representa-

tions by maximizing the likelihood of preserving neighbourhoods of nodes in

the network.

• Struc2vec [46] learns latent representations by capturing the structural identity

of nodes in the graph.

• ComE [35] jointly solves node embedding, community detection and commu-

nity embedding. Rather than representing a community as a vector, it uses a

multivariate Gaussian distribution model for the community embedding.

• GraphGAN [15] adopts the Generative Adversarial Nets to learn the graph

representations.

• CANE (k-means) is a variant model. Instead of using LDA, CANE (k-means)

uses K-means [47] algorithm to perform community detection.

Parameters and environment. All the experiments are carried out on a com-

puter with i7-5820K CPU, Nvidia GTX 1080-Ti GPU, and 8GB RAM. Our algorithm

is implemented in Python 2.7 with PyTorch 1.0. For the model optimization, we

perform stochastic gradient descent to update parameters in CANE with the learning

rate 0.001. Moreover, the smooth parameters a and b in LDA are set to 0.01 and

0.02, respectively. Through cross-validation, we set the hyper-parameters in our

model as follows. In each iteration, we set m as 40, j as 80, and t as the same number

of positive samples in the testing set of each node. We run D-steps 100 times, G-steps

100 times, and C-steps 200 times. The dimensions of the learned representation

vector d are reported in Table 2.4, the number of hidden layer nodes l is set to 64.

The parameters for all the baselines are set as described in the corresponding papers.
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2.4.2 Case Study: Karate Club Graph

In Section 1, we introduce that considering community structure could enhance

network embedding. We now aim to empirically demonstrate this fact and show that

CANE can discover the communities and encode the detected structures into learned

node representations. We take the Karate club graph as an example. As shown

in Fig. 2.6 (a), Karate Club data (Zachary 1977) describes friendship connections

between 34 members of a karate club at a U.S. university in the 1970s. It contains

34 nodes and 78 links. Due to the conflict arose between the administrator (node

34) and the instructor (node 1), the club members split into two communities. It is

known that some members (e.g., node 12) support the administrator, while others

(e.g., node 24) support the instructor. Also, there are some ”weak supporters” (e.g,

node 9) which neither fully support the administrator nor the instructor.

(a) Karate club graph (b) CANE (c) Deep Walk (d) GraphGAN

Figure 2.6: The case study for embedding nodes in a 2D space. (a) Karate club graph, (b)
CANE visualization, (c) Deep Walk visualization, and (d) GraphGAN visualiza-
tion.

We learn the node representations with the different methods. In addition

to CANE, for the baseline methods, we apply k-means approach to aggregate the

node representation vectors to form the communities. We draw the embeddings by

points and the detected communities with ellipses on the 2D space. As illustrated in

Fig. 2.6, we compare the performance of CANE with DeepWalk and GraphGAN

due to the following reasons. 1) GraphGAN and DeepWalk learn the embeddings

based on the edge-wised information, without considering the community structure

in their training. 2) Both GraphGAN and CANE learn the embeddings through the

adversarial training process. From Fig. 2.6, one can observe that compare with

CANE, GraphGAN does not well present the community structure. The embedding

result of DeepWalk tends to present two separate communities, while CANE is
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able to identify those ”weak supporters” in the community. Hence, this case study

indicates that considering the graph community structure into node embedding is

non-trivial to enhance the performance.

2.4.3 Link Prediction

We first use the learned node representations as features to perform the link pre-

diction task. Link prediction aims to predict the existence of the unobserved link

between two given nodes. To build the training set, we randomly remove 10% edges

from the network. We use the remaining network to train the network embedding

models. Our testing set consists of those 10% removed edges as positive samples

and the same number of the unconnected node pairs as negative samples. With

the learned node representation vectors, logistic regression is applied to predict

the probability of edge existence for a given node pair. We apply Accuracy and

Micro-F1 as the evaluation metrics and compare the performance of CANE with

all the baseline models in each dataset. The result is presented in Table 2.2. Over-

all, CANE consistently and significantly outperforms all the baselines in terms of

both metrics. Generally, DeepWalk and node2vec perform better than LINE and

struc2vec, which shows that random walk-based methods are more effective to

extract the approximate information between nodes than the structural identity pre-

serving methods. GraphGAN outperforms DeepWalk, LINE, Struc2vec, Node2vec,

ComE by at least 1.16%, 1.17%, 1.30%, 1.55%, 0.78%, 1.18%, in term of Accuracy

on each dataset, which indicates that the adversarial training method is more effective

than the single mode methods to capture node connectivity patterns. One can also

observe that CANE(k-means) outperforms ComE, GraphGAN on the all the datasets,

demonstrating that 1) unsupervised clustering is better than the pre-defined statistic

distribution to identify the network communities, and 2) considering community

information in adversarial training can facilitate network embedding. To analyze the

importance of the proposed community detection method, we compare CANE with

its variance CANE(k-means). One can see that CANE can consistently outperform

CANE(k-means) by 1.36%, 1.81%,2,04%,0.54%,1.63%,1.36%, in term of Accu-



2.4. Experiment 35

racy on the two datasets respectively, which demonstrates the effectiveness of the

LDA-based method in community detection. Regarding the large dataset Twitter,

where users are more likely to develop personal connections and form communities,

CANE outperforms all the baselines in terms of Accuracy by 1.36% to 7.72%. This

could be related to the ability of CANE to effectively select hard negative samples

from the large datasets with the community detection model, which further facilitates

the adversarial training process.

Table 2.1: The results of Accuracy and Macro-F1 in link prediction, the best results are
marked in bold type. “-” indicates that the corresponding algorithm is unable to
handle the computation due to excessive space and memory consumption.

Arxiv AstroPh BlogCatalog WikipediaModel Accuracy Macro-F1 Accuracy Macro-F1 Accuracy Macro-F1
DeepWalk 0.841(-4.97%) 0.839(-4.77%) 0.831(-5.78%) 0.829(-5.36%) 0.821(-6.59%) 0.817(-6.19%)

LINE 0.820(-7.34%) 0.814(-7.60%) 0.817(-7.36%) 0.813(-7.19%) 0.767(-12.7%) 0.752(-13.6%)
Struc2vec 0.821(-7.23%) 0.816(-7.38%) 0.819(-7.14%) 0.815(-6.96%) 0.788(-10.3%) 0.781(-10.4%)
Node2vec 0.845(-4.52%) 0.841(-4.54%) 0.842(-4.53%) 0.840(-4.10%) 0.831(-5.46%) 0.832(-4.47%)

ComE 0.843(-4.75%) 0.826(-6.24%) 0.840(-4.76%) 0.835(-4.68%) 0.817(-7.05%) 0.812(-6.77%)
GraphGAN 0.855(-3.89%) 0.852(-3.29%) 0.852(-3.40%) 0.849(-3.08%) 0.842(-4.21%) 0.837(-3.90%)

CANE (k-means) 0.873(-1.36%) 0.864(-1.92%) 0.866(-1.81%) 0.862(-1.59%) 0.861(-2.04%) 0.858(-1.49%)
CANE 0.885 0.881 0.882 0.876 0.879 0.871

Movielens (100k) American Air-Traffic TwitterModel Accuracy Macro-F1 Accuracy Macro-F1 Accuracy Macro-F1
DeepWalk 0.883(-4.12%) 0.879(-4.03%) 0.872(-4.90%) 0.870(-4.81%) 0.838(-4.88%) 0.834(-4.90%)

LINE 0.815(-11.5%) 0.812(-11.35%) 0.834(-9.05%) 0.829(-9.29%) 0.813(-7.72%) 0.809(-7.75%)
Struc2vec 0.823(-10.6%) 0.821(-10.37%) 0.842(-8.17%) 0.838(-8.31%) - -
Node2vec 0.887(-3.69%) 0.882(-3.71%) 0.879(-4.14%) 0.872(-4.59%) 0.842(-4.42%) 0.838(-4.45%)

ComE 0.836(-9.22%) 0.832(-9.17%) 0.882(-3.81%) 0.879(-3.82%) - -
GraphGAN 0.901(-2.17%) 0.898(-1.97%) 0.889(-3.05%) 0.885(-3.17%) 0.852(-3.29%) 0.847(-3.42%)

CANE(k-means) 0.916(-0.54%) 0.912(-0.43%) 0.902(-1.63%) 0.896(-1.96%) 0.869(-1.36%) 0.867(-1.14%)
CANE 0.921 0.916 0.917 0.914 0.881 0.877

2.4.4 Multi-label Classification

Given a graph with labels on partial sets of nodes, multi-label classification aims to

assign labels to all the other nodes. To conduct this experiment, we first use the entire

graph to train CANE and baselines. The learned node representations are then input

into the logistic regression model to predict the labels. 90% of nodes are randomly

selected as the training set, and the remaining 10% are as the testing set. We test the

classifier performance on the BlogCatalog and Wikipedia datasets. The testing results

evaluated on the metrics of Accuracy and Macro-F1 are reported in Table 2.3. One

can see that in most cases, LINE performs relatively worse than the other network

embedding methods. This is probably because LINE only considers the first-order
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Table 2.2: Accuracy and Macro-F1 on BlogCatalog and Wikipedia in node classification.

Model BlogCatalog Wikipedia
Accuracy Macro-F1 Accuracy Macro-F1

DeepWalk 0.225 0.214 0.194 0.183
LINE 0.205 0.192 0.175 0.164

Struc2vec 0.228 0.216 0.211 0.190
Node2vec 0.215 0.206 0.191 0.179

ComE 0.231 0.212 0.217 0.199
GraphGAN 0.232 0.221 0.213 0.194

CANE(k-means) 0.268 0.254 0.219 0.198
CANE 0.276 0.265 0.228 0.212

and second-order proximity information in the learned representation. Compared

with GraphGAN, CANE improves the classification Accuracy by 18.8% and 7.0% on

the two datasets, respectively. This result shows that the detected communities have

provided useful information for the adversarial training to embed the higher-order

structure into the node representations. Thus, CANE is more effective to capture both

the local and global topology characteristics than the methods that only leverage the

node proximity information.

2.4.5 Recommendation

We next evaluate the models on the recommendation task. We first build an inter-

action graph on the Movielens (100k) dataset. Users and movies are considered

as nodes, and an edge is constructed between a user and a movie if the user rates

the movie 5 scores. Note that the edges only exist between users and movies, the

constructed graph for the Movielens dataset is much sparser than the other used

networks. We randomly select 90% of ratings as the training dataset. After the

training, we exam the user preference on the remaining 10% movies and recommend

the top K movies with the higher inner product to users. The results of Preci-

sion@K and Recall@K are shown in Fig. 2.7. From the figure, one can observe

that CANE shows a consistent superiority over all the baseline. For example, CANE

achieves 23.6%, 36.9%, 74.5% performance improvement in term of Recall@10

over CANE(k-means), GraphGAN, and DeepWalk respectively. These experimental

results demonstrate that CANE is more effective in node representation learning
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Figure 2.7: Recall@K and Precision@K of recommendation on Movielens(100k).

on sparse networks compared with the baselines. This is probably because the

community-aware sampling in CANE can enable the nodes in a sparse graph to

capture both the local and global structural features.

2.4.6 Network Visualization

To visually show the learned node representations, we visualize the vector of each

node in a network in a 2-dimensional space. After obtaining the node representations

by different embedding approaches, we further map these low-dimensional repre-

sentations into two-dimensional vectors with the t-SNE package [48]. As a result,

each node in the network is drawn as a point on the 2D space. The colors of the

points denotes different labels in airport activity. A good network embedding result

should make points with the same color close to each other as much as possible. The

visualization result is shown in Fig. 2.8. One can see that DeepWalk, Sruct2vec,

and Node2vec show relatively poor performance because the points belonging to

different labels are mixed with each other. For ComE and GraphGAN, although

they have clustered points into different categories, points at the boundary with

different labels are still mixed. Apparently, CANE generates the most decent visual-

ization of the graph, as it can both separate the groups and maintain their boundaries

clearly. This result further proves CANE is more powerful to learn high-quality node

representations in classification-based tasks compared with all the baselines.
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Figure 2.8: The visualization of node embedding for the American Air-Traffic dataset in 2D
space.

Conductance Top1 (arXiv-AstroPh) Conductance Top1 (arXiv-GrQc)
0.8

0.9

1 LINE Struc2vec DeepWalk ComE CANE(k-means) CANE Louvain

Figure 2.9: Community detection results on Arxiv AstroPh and Arxiv GR-QC datasets (The
smaller conductance, the better community detection result).

2.4.7 Community Detection
To study the community detection performance of CANE, we use the whole graph

for learning the embedding and predict the most likely community assignment

for each node. Note that our LDA-based community detection model provides

each node a distribution over the communities, and we consider the community

with the highest possibility as the one that the node belongs to. For the other

network embedding methods, we apply k-means approach to aggregate the node

representation vectors in each community. Also we apply the Louvain [49], a popular

modularity based method, to directly detect communities. We use conductance as a

metric which calculates the ratio of edges inside the community to the number of

edges leaving the community. A smaller conductance represents a good performance.

The result is shown in Fig. 2.9. One can see that CANE consistently outperforms
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the methods that either are built on the learned network embedding or are directly

optimized on the given network. This indicates that modeling community detection

and network embedding under the adversarial training jointly is better than solving

them separately.

2.4.8 Model Convergence Analysis
To intuitively understand the learning stability of CANE on the different scale

networks, we record the model performance in terms of Accuracy and Macro-F1

at the end of each iteration in Fig. 2.10. One can observe that CANE converges

quickly within 10-20 iterations on the small-scale networks (i.e., Arvix AstroPh,

BlogCatalog), 20-25 iterations on the moderate-size networks (i.e., Arvix GR-QC,

Wikipedia), and 25-35 iterations on a large-scale network (i.e., Twitter).

(a) Arxiv AstroPh(b) Arxiv GR-QC (c) BlogCatalog (d) Wikipedia (d) Twitter

Figure 2.10: The performance curves of CANE on each dataset.

2.4.9 Model Efficiency Analysis
In this section, we compare the efficiency of all the models. We record the running

time of all the methods in each dataset and report the parameter settings of CANE in

Table 2.4. The experimental results demonstrate that CANE can generate embeddings

for a large-scale network of 11 million vertices and 85 million edges on a single

server in 58 hours. But Struc2vec and ComE are unable to handle the computation

due to excessive space and memory consumption on the same hardware. Form

Table 2.4, we can make the following interesting observations. 1) DeepWalk and

Node2vec generate embeddings more efficiently for the small-scale networks (i.e.,

Movielens). 2) For the moderate-size networks (i.e.,Arxiv AstroPh, BlogCatalog),

all the methods can complete the embedding training in about an hour. 3) For the

large-scale networks (i.e., Twitter), LINE is much faster than all the other methods
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(1 hour 24 minutes vs. more than 38 hours).

Table 2.3: Efficiency comparison and CANE parameter settings. The running time includes
file system I/O and computation time. “-” indicates that the corresponding
algorithm is unable to handle the computation due to excessive space and memory
consumption.

Model Arxiv AstroPh Arxiv GR-QC BlogCatalog Wikipedia Movielens Air-Traffic Twitter
DeepWalk 23 mins 15 mins 21 mins 18 mins 4 mins 8 mins 38 hs

LINE 45 mins 36 mins 42 mins 38 mins 32 mins 34 mins 1 h 24 mins
Struc2vec 37 mins 32 mins 36 mins 34 mins 31mins 33 mins -
Node2vec 58 mins 43 mins 56 mins 45 mins 4 mins 9 mins 98 hs (4 days)

ComE 1 h 21 mins 59 mins 1 h 10 mins 1 h 3 mins 52 mins 54 mins -
GraphGAN 51 mins 42 mins 49 mins 47 mins 34 mins 35 mins 52 hs

CANE (k-means) 53 mins 43 mins 50 mins 48 mins 36 mins 37mins 54 hs
CANE 58 mins 45 mins 55 mins 52 mins 38 mins 32mins 58 hs

Embedding dimension 128 64 128 64 32 64 128
Number of communities 40 15 40 15 10 10 80

Running time of community
detection per iteration 830ms 430ms 734ms 377ms 240ms 267ms 7,234ms

2.4.10 Model Effectiveness Analysis
Considering that many networks do not exhibit community structures, such as

random graphs and preferential attachment graphs, we explore the effectiveness of

CANE by embedding the graphs with the different level of community strength.

First, we generate random graphs with a stochastic block model. The graph has

3 modular structures, and each structure contains 50 nodes. As shown in Fig. 2.11,

we control the graph community strength by changing the ratio of P (inner com-

munity edge density) to Q (inter community edge density). Let us denote M as

modularity, which measures the community structure of the graph. Graphs with high

modularity have dense connections within the communities but sparse connections

between the communities. By running on random graphs with different community

strength settings, we evaluate CANE against DeepWalk on the link prediction task.

From Fig. 2.12, one can observe that 1) when the graph contains a strong community

structure (P=0.8, Q = 0.04, M=0.23), CANE outperforms DeepWalk in terms of

Accuracy by 1.64% with the number of communities set to 3. 2) When the graph

exhibits no community structure (P=0.08, Q = 0.08, M=0.57), CANE always per-

forms worse than DeepWalk. This suggests that the community structures present

in the dataset adequately affect the efficiency of CANE. Our explanation is that

CANE jointly minimizes the pairwise connectivity loss and the global community

assignment error. If the graph does not exhibit community structure, the community
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detection model may introduce noise into the adversarial training, which reduces the

performance.

To further explore this fact and find out the level of the community strength

where CANE becomes effective, we varying the ratio of P to Q. It can be seen

from Fig. 2.12 (c), CANE becomes better than DeepWalk once the ratio exceeds 6

(M=0.38). The result suggests that 1) CANE becomes effective to encode community

information into the learned representations once the graph obtains the community

structure. 2) The stronger community structure in the graph, the better performance

that CANE can achieve.

(a) P=0.8, Q=0.04,
M=0.23.

(b) P=0.08, Q=0.08,
M=0.57 .

(c) P=0.8, Q=0.13,
M=0.38.

Figure 2.11: Three random graphs generated by a stochastic block model. (a) By setting P
(inner community edge density) to 0.8, and Q (inter community edge density)
to 0.04, the graph shows the clear community structure. (b) By setting both P
and Q to 0.02, the graph does not exhibit community structure. (c) The ratio
P/Q = 6 where CANE becomes better than DeepWalk.

(a)P=0.8, Q = 0.04,
M=0.23.

(b) P=0.08, Q=0.08,
M=0.57.

(c) Community strength.

Figure 2.12: (a, b) The impact of the number of communities on the link prediction accuracy.
(c) The impact of community strength on the link prediction accuracy (large
P/Q ratio represents the strong community strength).
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2.4.11 Parameter Sensitivity Analysis

In CANE, the dimension d of the node representations and the community number m

are two key parameters and may affect the model performance significantly. Thus,

we study the sensitivity of CANE on the two parameters under different value settings.

We conduct experiments by fine-tuning the model on each dataset. Due to space

limitation, we only report the trend curve on the Arxiv AstroPh dataset. Fig. 2.13 (a)

illustrates the link perdition performance with the different number of embedding

dimensions. When the dimension increases from 8 to 512, the accuracy shows a

remarkable increase trend at first, and then tends to be stable when the dimension

reaches roughly 128. We found that setting dim = 128 provides a consistent boost

in accuracy of around 0.1�0.2% compared to dim = 64. However, increasing dim

beyond 128 gives marginal returns in performance (0-0.02%) while increasing the

run-time by a prohibitively large factor of 5x. Therefore, we specify the network

embedding dimension to be 128 on this particular dataset. For the remaining datasets,

the embedding dimensions are reported in Table 2.4. As shown in Fig. 2.13 (b),

with the increase of the community number m, the performance increases first and

reaches the peak when m is around 40, and then it drops when m is larger than 40.

The performance degradation may be because that the fragmented community could

conversely hurt the network topology.
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Figure 2.13: Parameter sensitivity analysis of CANE using link prediction on Arxiv AstroPh
dataset.
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2.5 Summary
In this chapter, we describe the framework CANE that selects the most relevant data

for the social analysis learning tasks, via an adversarial learning framework. In

CANE, the community detection and network embedding are utilized to promote

each other. With the detected community structure, CANE is able to embed global

structure information into the node representations. Meanwhile, the learned node

representations enable CANE to generate more representative node samples to im-

prove the performance of the LDA based community detection model. We conduct

extensive experiments over six real-world datasets on five tasks. The experimental

results demonstrate the superiority of CANE over baselines in all the experiments due

to the selected relevant training samples enhance the social analysis model training.



Chapter 3

Learn the Data with Repeated

Patterns

Since the offline collected data from the expert demonstration is valuable for the

decision making strategy learning. Among different type of data, a common situation

is that the data are generated from the daily repeated operations. That kind of data is

not independent and identically distributed. Training with partial of this dataset can

make the allocation strategy converged already, thereby wasting a lot of remaining

data. To improve the learning efficiency, in this chapter, we proposed a learning

framework called IRDA, which partitions the whole historical collected offline big

dataset into multi-batch datasets, and forces the agent to continuously “explore”

and learn on the distinct state spaces. IRDA reuses the strategy learned from the

previous batch dataset and adapts it to the learning on the next batch dataset, so as to

incrementally learn from multi-batch datasets and improve the allocation strategy.

We apply the proposed method to handle baggage carousel allocation at Hong Kong

International Airport (HKIA). The experimental results show that IRDA is capable of

incrementally learning from multi-batch datasets, and improves the baggage carousel

resource utilization by around 51.86% compared to the current baggage carousel

allocation system at HKIA.
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3.1 Introduction

Dynamic resource allocation that adaptively allocates available resources to meet

dynamic tasks in time is a critical problem in smart cities. For example, airlines

decide ticket prices for those passengers who purchase flight tickets dynamically.

On-demand transportation companies need to adaptively allocate driver resources to

match order requests. Healthcare facilities need to allocate appointment time slots

to patients. These on-demand services generate a huge amount of operational data

throughout the day. Since big-data holds tremendous potential, the data generated

over a period of time can be used as a mini-batch dataset to aid decision-making. As

time goes by, we can further harness multi-batch datasets to make dynamic decisions

to ensure effective resource allocation and reduce the wastage of the resources.

However, the road-map towards solving the real world resource allocation

problems is fraught with challenges. Uncertainty is ubiquitous in resource allocation

problems. As the resource workload may vary dynamically over time, we have

to adaptively adjust the allocation plan. Also, since multiple tasks may arrive

simultaneously [50], the system must consider dependences of allocation actions.

For example, the resource allocation decision for one task may affect the subsequent

tasks. In addition, due to the complexity of the underlying system, it is often

impossible to accurately model the allocation task. For example, in scheduling the

5G base stations, the power allocation varies with city area characteristics, human

traffic, and the interference on shared resources, etc.

To the best of our knowledge, most existing resource allocation systems are

based on the operational rules derived from domain knowledge. They formulate

resource allocation as optimization problems [51–53] and solve them numerically

using linear programming methods [54, 55]. However, these methods are impossible

to the online decision-making tasks where statistical properties of data may change

over time, thus finding the right set of parameters for these models are challenging,

due to the high dynamics and the uncertain nature of incoming tasks. Also, these

approaches ignore the dependence of allocation operations. As a result, the generated

rules usually require many revisions if some aspects of the problem such as workload
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changes, which increases the cost of manpower and resources.

Motivated by the fact that historical data reflects the underlying patterns of

the dynamic tasks, some recent works try to leverage the knowledge retrieved from

data to solve the problem with reinforcement learning (RL) methods. Shahrabi et

al. [56] proposed a reinforcement learning method for estimating the parameters of

dynamic job shop scheduling models. Chinchai et al.[57] introduced a parameterized

operation space for agents to learn an allocation strategy. Compared with the

rule-based methods, RL-based methods have two major advantages. First, with

trial-and-error, RL-based methods can learn a strategy that adapts to uncertainty.

Given the high-level allocation objectives, an RL agent can learn the hidden features

from data without having to explicitly model the task allocation system. The agent

tries various actions in numerous system states to derive an adaptive allocation

strategy. Second, building on the fundamental sequence decision-making theory

of Markov decision process (MDP), RL-based methods can properly consider the

delayed consequence of the current allocation on future allocations. Although RL

algorithms offer tremendous potential benefits, there are three major challenges in

using it to achieve success in real-world applications. First, different from playing

online games (e.g., Atari [58]), after performing the allocation action, the RL agent

cannot get the feedback signals directly from the historical allocation data. Also, it

is difficult for the RL agent to sufficiently “explore” all the system states in large

datasets. Although partitioning the whole big dataset into multi-batch datasets can

reduce the size of the state space that the agent needs to ”explore”, we observe

that existing RL-based works can only perform the allocation strategy updating on

a given training dataset but cannot leverage multi-batch datasets to incrementally

update the strategy.

To address these concerns, in this work, we propose IRDA, an incremental

reinforcement learning framework for dynamic resource allocation. We mine the task

patterns from big data and construct an environment model, with which a learning

agent is able to reason the logic of task service operations and compute the feedback

score for each allocation action. Moreover, we notice that, in real-world applications,
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the historical allocation data is usually generated from the daily repeated operations,

which is not independent and identically distributed. Thus, training with more data

cannot improve the performance of the allocation strategy. To improve learning

efficiency, we partition the big historical allocation data into multi-batch datasets.

This sub-batch dataset reduces the size of the state space that the RL needs to

“explore”. Our IRDA enables a RL agent to continuously improve the resource

allocation strategy by learning from multi-batch datasets. In particular, our strategy

model consists of two networks: target network and primary network. The target

network is used to evaluate whether the current resource allocation is appropriate,

while the primary network is used to generate the resource allocation actions. In

IRDA, we store the target network learned from the previous batch dataset as the

shared target network. To update the strategy model with a new batch dataset, we

create the local strategy model with initialized weights (i.e., local primary network

and local target network). The local primary network is first trained under the

guidance of the shared target network. After the local strategy model gets converged

and performs well on the dataset, the updated target network parameters will be

shared again to inherit the incremental experience. Meanwhile, our IRDA also grants

the RL agent an online-learning ability, as IRDA can keep learning when a new batch

dataset is generated. In sum, our contributions can be summarized as follows:

• We partition the large volume of historical operation dataset into continuous

multi-batch datasets and propose a novel framework to perform incremental

learning to continuously update strategy model from multi-batch datasets.

• Under the framework, we mine the incoming task patterns from the historical

data and build an environment model with which a learning agent is able to get

feedback for each allocation so that reinforcement learning (RL) algorithms

can learn the optimal resource allocation strategy. In addition, our proposed

softmax ensures that the learned resource allocation strategy conforms to the

online operational constraints.

• We demonstrate the effectiveness of the proposed framework in the baggage
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handling problem at HKIA. The experiments show that IRDA is capable of

inheriting prior allocation experience, which improves the baggage carousel

resource utilization by around 51.86% compared to the current operating

system at HKIA. This can help HKIA greatly reduce baggage handling time

and improve her service quality.

We mine the historical operating big data and construct an environment model,

with which a learning agent is able to reason the logic of task service operations and

compute the feedback score for each allocation action. However, simply constructing

the environment model from massive historical data is not efficient. The lack of

guidelines to select effective data samples may affect the efficiency of discovering the

nature of the problem. Built on priority experience replay [59, 60], IRDA framework

tries to study the degree of importance of each data sample and estimates the underly-

ing task-relevant distribution. Based on this distribution, the most task-relevant data

are sampled out for strategy learning. Moreover, we propose a constrained softmax

model which ensures that the assignment strategy generates actions that conform

to the given airport’s operating rules. Through trial-and-error with the constructed

environment,IRDA framework gradually improves its carousel allocation strategy on

multi-batch datasets to achieve optimal allocation performance.

3.2 Problem Formulation and Preliminary
In this section, we first give some notations to help us formally define the studied

problem. Then, we formulate the resource allocation problem in the context of rein-

forcement learning. Finally, we introduce some basic knowledge of the reinforcement

learning methods.

We denote scalar quantities by lowercase, non-bold face symbols (e.g., w 2 R),

vector quantities by lowercase, boldface symbols (e.g., w 2 Rn,n > 1), and matrices

by uppercase, boldface symbols (e.g., W 2 Rn⇥n,n > 1).

3.2.1 Notations and Problem Definition
We consider the following online resource allocation strategy problem. There are

a set of m resources denoted by R= {r1,r2, ...,rm} and each resource r j 2R has a
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capacity of c j. Tasks arrive in an online fashion in discrete timesteps. At each time

slot t, there are a set of nt tasks, denoted by Ft = { f
t

1, f
t

2, . . . , f
t
nt
}, arriving, and each

task f
t

i
has a load of u

t

i
and a duration l

t

i
. Each task f

t

i
can only be assigned to one

resource rk, and the total amount of load b
t

k
assigned to the resource rk at each time

slot should be less than the resource capacity ck. After the duration l
t

i
, the occupied

u
t

i
capacity will be released from the resource. Besides, the resource administrator

usually may raise a set of operation rules O = {C(i, j, t)} which specify whether

allocating the resource j to the task f
t

i
is legal at the time slot t.

Note that the allocation without considering the future task demands may cause

the resource wastage, we adopt the load balance as a crucial indicator to measure the

resource wastage as follows.

Definition I: Utility balance ŝt measures the average deviation of task load

taken by the resources within the time window T after time slot t. The Load balance

is defined as below:

ŝt =
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Â
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m

m

Â
i=1

b
t

i
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With the above notations and definition, we formally define the studied problem

as follows.

Problem Definition. Given a set of resources and a set of dynamic tasks arriving

at time slot t, the problem is to find a feasible resource allocation strategy without

the information of the subsequent tasks, where the objective is to minimize the utility

balance, in the case that some resources are overloaded, while others are put idle for

a long time.

3.2.2 Reinforcement Learning Setup

Since the resource allocation decisions are made once a task arrives, MDP is effective

in describing the influence of prior resource allocation to the future resources utility

balance. In this section, we formulate the dynamic resource allocation process with

MDP. An MDP is defined by a tuple hS,A,T ,ri where S is the system state, A is

the action space, T captures the state transition probabilities, and r is the reward
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function. The detailed information is given as follows:

3.2.2.1 System State

To comprehensively represent the resource allocation system state, we jointly con-

sider the arriving task features and the workload of resources. The system state si

is defined as si , {sd

i
,sr

i
}. In particular, sd

i
considers the features of related tasks

that are a th before the i
th task (i.e., f

t

i
). While sr

i
represents the workload of each

resource which is represented by sr

i
, {[bt�D

1 , · · · ,bt�D
m ], · · · , [bt

1, · · · ,bt
m]}, where t is

the arriving time of f
t

i
. We model sd

i
and sr

i
as stationary independent and identically

distributed random processes with probability distribution function (p.d.f.) fD(d),

and fR(r), respectively. Note that these probability distributions are unknown to the

dynamic resource allocation system.

3.2.2.2 Actions

For each task (i.e., f
t

i
), the system assigns a resource to handle its workload. The

action used to serve the i
th task is denoted as ai 2 A, where A is the action space.

Accordingly, the assigned operation actions are presented as ai , [a1,a2, · · · ,am],

where ak indicates whether the task load is handled by the k
th resource. In particular,

ak = 1 indicates that the task load is assigned to the k
th resource; otherwise, ak = 0.

For example, ai = [0,1,0, · · · ,0] means assigning the task to the second resource.

3.2.2.3 Reward Function

In the resource allocation system, the more balanced the task loads assigned to the

resources, the more rewards can be obtained. Considering that the adjacent decisions

for resource allocation may affect each other, we measure the utility balance within

the time window T . The reward function r is defined as follows:

r, k�

s
1

m�1

t+T

Â
t

m

Â
i=1

(bt

i
� 1

m

m

Â
i=1

b
t

i
)2, (3.2)

where m is the total number of available resources, k is a weight to control the reward

value, which generates a positive reward for the allocations that balance the usage of

resources.
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Accordingly, we measure the delay effect of the allocation under the state si on

future allocations by Vp(si) = E(Â•
t=i+1 g tr(si,ai)|si), where 0 g < 1 is a weight

that decides the importance degree of the delay effect. If g is close to 1, the delay

effect is significant. If g is close to 0, the instant effect (i.e., current utility balance)

is more important for decision-making.

3.2.3 Learning of the RL Methods

The optimal strategy p⇤ should perform the optimal action at any state si 2 S. The

expected value function is defined as:

Vp(s) = Ep{
N

Â
i=0

g i
rt(si,ai)}

= Ep{r(si,ai)+ gVp(si+1)},
(3.3)

where r(si,ai) is the reward obtained by taking the action ai under the state

si. Accordingly, the optimal strategy p⇤ for each state is obtained by p⇤(s) =

argmax
ai
{Ep [r(si,ai) + gVp(si+1)]},s 8 S, which can be solved by the Bellman

equation using certain conventional approaches, e.g., the policy iteration method

or the value iteration method [61]. However, these methods are not feasible, since

the probability distributions of fD(d), fR(r) are unknown in our problem. Thus, we

introduce Q-learning based methods to derive the optimal policy p⇤(s).

Q-learning [4] is a reinforcement learning technique, where a learning agent

tries to find the optimal strategy that maximizes the cumulative reward by exploring

the environment. The Q values measure the long-term expected return of executing

actions at each state. By exploring the environment, the Q-learning agent stores

the Q value of each state-action pair in a Q-table. In particular, given the current

state, the agent carries out an action with the highest Q-value. Then, it receives a

reward and moves to a new state. The Q-table then is updated accordingly. In this

way, the agent will eventually learn the optimal policy after the Q-table converges

with a finite number of iterations. To be more specific, the function that indicates the
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Figure 3.1: Illustration of Deep Q-networks.

Q-value of each state-action pair is defined as follows:

Q(si,ai), r(si,ai)+ gEp [Vp(si+1)], s8S. (3.4)

With the interaction data sampled from the formulated MDP, the Q-value function

can be updated using Bellman equation as follows:

Q(si,ai) Q(si,ai)

+a[r(si,ai)+ g max
ai+1

Q(si+1,ai+1)�Q(si,ai)],
(3.5)

where the Q function is updated based on the temporal difference between the

predicted Q-value of the future state-action pair, i.e., r(si,ai)+g maxai+1 Q(si+1,ai+1)

and the current Q-value, i.e., Q(si,ai).

With the Q-value function, the optimal strategy can be derived from a large

number of episodes. An episode refers to all states that a learning agent experienced

between an initial state and the goal state (or terminal state). In each state, with the

possibility e , the agent will randomly select an action a with equal possibility from

action set A; or, with possibility 1� e , choose an action with the highest Q-value

and move to the next state. Using this e-greedy policy, the agent can explore new

experiences to get more rewards for improving the Q-value, thereby developing a

better policy. It has been proved that, in MDP, the Q-value eventually will converge

to the optimal Q
⇤, if each action in the action space has been tried through an infinite

number of iterations under each state. Once Q
⇤ is determined, the optimal policy can
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be easily derived by selecting the action as follows:

ai = argmax
a2A

Q(si,a) (3.6)

The classic Q learning method performs well in a small state space environment

since a lookup table has limited memory to store the Q-value of state-action pairs.

In order to solve complex problems within a large state-action space, the deep

Q-learning (DQN) algorithm, which employs a deep neural network (DNN) as a

function approximator, is proposed [5]. As illustrated in Fig. 3.1, DNN takes state

information as input and updates the network weights {q} to estimate the Q-value

function. To be more specific, given state si, action ai, reward r and new state si+1,

the deep Q-network is updated as follows:

qt+1 qt + g(yQ�Q(si,ai;qt))5q Q(si,ai;qt), (3.7)

where y
Q is the target value that y

Q = r+maxa2A Q(si+1,a;q�), and q� refers to

the parameters of the target network. Several important changes to Q-learning have

improved the stability of the DQN. First, the DQN algorithm estimates target and

Q-value separately with two networks. The parameters of a target network q� are

kept fixed until they are cloned from the learning network q�  q every t time

steps. Second, the algorithm learns from samples of experience stored in the buffer,

rather than learning fully online.

3.3 The Proposed Framework
In this section, we present the framework of our proposed IRDA. The overview of

IRDA framework is illustrated in Fig. 3.3, which consists of an interactive simulator

and an incremental RL model. In particular, we first introduce the design of a

task-resource interactive simulator. Then, we present the incremental RL model

which enables an RL agent to learn a resource allocation strategy by performing

incremental learning on multi-batch datasets. The detailed design of each component

is described in the following subsections.



3.3. The Proposed Framework 54

Task-Resource
Interactive 
Simulator

Experience Buffer

Priority Samples
Selector

Incremental RL Model
Data

Data 1 Data 2 Data 3
Representation 

learning

Constrained 
action selector

Incremental 
learning process

Figure 3.2: Overview of the system framework.
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Figure 3.3: On the left: The overview of the proposed incremental reinforcement learning
method. On the right: incremental learning process. When updating the strategy
model on a new batch dataset, we will initialize the weights of the local primary
network q and local target network q�

l
. q is first trained under the guidance of

the shared target network q�
s

. After the local strategy model gets converged and
performs well on the dataset, the newly learnt target network parameters q�

l
will

be shared again to inherit the incremental experience. By iterating these steps
and training, the primary network becomes increasingly powerful. The green
arrows represent the local training process with constrained action selection and
the red dash arrows represent the model testing process.

To construct the MDP and get feedback for each resource allocation, we set up a

task-resource interactive simulator as illustrated in Fig. 3.4. We discretize continuous

flight arriving time into discrete value by the minute. At the beginning of each
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Figure 3.4: Illustration of the task-resource interactive simulator. The red arrows represent
the allocation decisions. After the allocation, the utility reward feedback r will
be calculated by the task loads within the sliding window. The next state s

0 then
considers the loads taken by each resource from the current time t to t +D.

day, the loads on each resource are set to 0. We suppose there are a set of nt tasks,

denoted by Ft = { f
t

1, f
t

2, . . . , f
t
nt
}, arriving at each time slot t. We made the resource

allocation decision for one task each time. If multiple tasks simultaneously arrive,

we serve the tasks according to the order of their ID (e.g., the flight codes). The

simulator generates the task-resource interaction result which is a tuple {sr

i
,r,sr

i+1},

where sr

i
indicates the workload on each resource before the allocation, r is the

utility balance after the resource allocation, and sr

i+1 represents the workload on

each resource after the allocation. These experience tuples are then stored in the

experience buffer to prepare for the following training process.

3.3.2 Resource Allocation Strategy Learning

As illustrated in Fig. 3.3, the detailed procedure of a resource allocation model

learning is introduced in this subsection. The challenges of deriving the resource

allocation strategy with samples stored in the experience buffer are as follows: 1) the

system state representation should capture the effective features from the massive

task-resource interaction samples. 2) With a large amount of historical data, we

should consider how to select the most effective samples to train the model. 3) The

derived resource allocation strategy should meet the operational constraints. 4) The

learning method should enable an RL agent to continuously improve the resource

allocation strategy on multi-batch datasets. To address the above challenges, we

first explain the representation learning for the system states, then we present how

to select the suitable samples to train a resource allocation strategy. Finally, we

introduce the procedure to continuously update the learned strategy on multi-batch
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datasets. Their details are given as follows:

3.3.2.1 State representation learning

Figure 3.5: Illustration of the state representation si learning process. The state representa-
tion congregates the features of task sequence extracted by GRU and features of
resource loads matrix extracted via CNN.

Fig. 3.5 illustrates the learning process for the system state representation,

which includes the observation information for both tasks and resource capacities. In

particular, we leverage RNN with Gated Recurrent Units (GRU) [62] to capture fea-

tures of the coming tasks (i.e, sd

i
), as it can reflect the order dependency of the tasks’

sequence. The inputs of GRU are a sequence of task records (i.e.,{ fi�a , · · · , fi}).

GRU utilizes an update gate zi to generate a new state:

zi = s(Wzfi +Uzhi�1). (3.8)

GRU leverages a reset gate ri to control the input of the former state hi�1:

ri = s((Wrfi +Urhi�1). (3.9)

The activation of GRU is a linear interpolation between the previous activation hi�1

and the candidate activation bhi:

hi = (1� zi)hi�1 + zt
bhi, (3.10)
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where the candidate activation function bhi is computed as:

bhi = tanh[Wfi +U(ri�hi�1)]. (3.11)

We use the last hidden state hi+b as the representation of the task state, i.e., sd

i
= hi+b .

Besides, we capture the features of resource load from the matrix Mi

r = k⇥ |D| which

consists of workloads of each resource from t�D to t when the i
th task arrives. Each

column represents the resource workload at a particular time-slot. Considering that

Convolutional Neural Network (CNN) is able to apply various learn-able kernel

filters on a matrix to discover complex spatial correlation, we learn the resource

workload representation sr

i
with 2d-CNN followed by fully connected layers:

sr

i = conv2d(Mr). (3.12)

Finally, we can get a low-dimensional dense state representation si 2 R|X|(|x| =

|sr

i
|+ |sd

i
|) by concatenating sr

i
and sd

i
as:

si = concat(sr

i ,sd

i ) (3.13)

3.3.2.2 Efficient sample selection with prioritized replay

The resource allocation strategy model is learned based on the samples stored in

the experience buffer which is generated by the task-resource interactive simulator.

However, the lack of guidelines to select effective data samples may affect the

efficiency of discovering the nature of the problem. If sampling the training data

from the experience buffer with the same frequency, we may rapidly forget the

rare experience samples which would be important to the strategy updating. To

address these challenges, we leverage priority experience replay [59, 60] to more

frequently select data with higher learning progress expectation, which is measured

by estimating potential future rewards. Accordingly, the probability to select the i
th
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samples (i.e., si,ai,r,si+1) from the experience replay buffer with total M samples is:

P(i) =
p

a
i

ÂM p
a
M

, (3.14)

where pi represents the importance of transition i. pi is defined as pi = |di|+ e ,

where the estimation of potential future rewards |di| is computed by:

di = r+Q(si+1,argmax
a

Q(si+1,a;q);q�). (3.15)

With P(i), we can sample the most relevant samples in the experience buffer as a

batch to train the resource allocation strategy model.

3.3.2.3 Learning with constrained action selection

Considering that the generated resource allocation strategy should follow multiple

operation rules in real-world applications. We let C(si,a) 2 {0,1} represent if a

resource allocation action a is legal to be chosen under the current system state si

according to the operation rules. For example, in our experiment application, the

rule ID1 states that the aircraft codes Q856 and A380 shall be assigned to carousel

10 or 12. In this case, C(si,ak) = 1 only when k 2 {10,12}, and 0 for other cases.

Finally, the resource that the primary network estimated with the highest Q-value is

assigned to handle the task as follows:

ai = argmax
a2A

Q(si,a;q)C(si,a). (3.16)

Due to the fact that DQN (as mentioned in 3.2.3) that uses the same target

network to evaluate and select an action, which may cause over-optimistic estimation

errors. We apply the double deep Q-learning [63] to update the resource allocation

strategy. Double deep Q-learning decouples the process and trains the controller on

the two separate networks (i.e., primary network and target network), with two sets
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of weights qt and q�t . The primary network parameters are updated as follows:

qt+1 qt+

g(ri +Q(si+1,argmax
a

Q(si+1,a;qt);q�t )5qt
Q(si,ai;qt)).

(3.17)

The target network parameters q� are cloned every t steps from the primary network

parameters q and keep fixed on all other steps. The target network is used to estimate

the Q value, and the primary network is responsible for the resource selection, where

the resource with the highest Q value will be selected to handle the task.

3.3.2.4 Incremental learning knowledge fusion process

Note that, in real-world dataset, the historical allocation data usually is generated

from the daily system operations, which is not independent and identically distributed.

Thus, training with more data may not improve the performance of the allocation

strategy. To improve data efficiency, once the use of more data for training cannot

improve the performance of the allocation strategy, we partition the large volume

of historical operation dataset into continuous multi-batch datasets. Note that the

old strategy may perform worse on the new batch dataset because the learning agent

could not improve its old strategy without the sufficient “exploration” on the new

batch dataset. To break the old believes of existing strategies, we initialize the local

strategy (i.e., both primary network and target network) so that a learning agent will

explore more possible actions while learning on the new batch dataset. In addition,

considering that the appropriate initial guidance can prevent strategy learning from

getting into a bad local state, making the learning easy to converge. Therefore, at the

beginning of learning on the next batch dataset, the local primary network is trained

under the guidance of the shared target network q�s . The local primary network

clones the parameters to the local target network parameters q�
l

every t steps. After

the k round of updating, we compute the performance difference of the local primary

network under the guidance of the local target network with it under the guidance of

the shared target network. In particular, after every (k+1)th episodes, we compare

the accumulated rewards by choosing the action from the primary network under the
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Table 3.1: Examples of operation rules for airport baggage handling.

Rules Description
ID1 SQ856 (A380) shall be assigned to Belt 10 or 12.
ID2 All KA flights should not be allocated with EK before 08:00 am daily.

ID3 Heavy loading flights shall not be assigned to the same
arrival belt, and the assignment gap should larger than 90 minutes.

ID4 No KA &CX flights shall be assigned to Belt 5 & 6 from 03:30-08:00 am.

ID5 Reclaim carousels from Belt 12 to Belt 17 should be
given priority to the inbound flights parked at parking stands E1 – E4.

local target network q�
l

evaluation and the shared target network q�s evaluation, as

follows.

Epq�
l

{
N

Â
i=0

g i
r(si,ai)}> Epq�s

{
N

Â
i=0

g i
r(si,ai)}. (3.18)

If the selected actions from the primary network under the local target network

evaluation can obtain more rewards, we will employ the local target network in

subsequent training. After the allocation strategy training gets converged on the

current mini-batch dataset, the evolved local target network will be shared again to

inherit the incremental experience.

3.3.3 Discussion on Incremental Learning Capability

To explain why incremental learning is effective and how it works when learning

the dataset with repeated patterns, we discuss the differences of the learning process

with and without incremental learning. As illustrated in Fig. 3.6, on the left hand,

we show the reinforcement learning process without the incremental learning. We

consider the scenario that the RL agent tries to learn the subsequent data after the

strategy model has been converged. The converged strategy model causes the RL

agent to perform the same allocation on “repeated” tasks in each round. Thus, the

RL agent cannot gain the knowledge from these “repeated” interactions as it loses

the capability to “try” alternative solutions. On the right hand, we illustrate the

incremental reinforcement learning process. By resetting an actor (i.e., the primary

network ), the RL agent is able to break old “belief” and tries different ways to

assign the “repeated” tasks. Instead of performing the random actions, the RL agent

allocates the resource under the guidance (i.e., by the guider network ). As a result, it
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Algorithm 2 IRDA training process.
Input: buffer B, step-size g , update period t .
Output: The allocation strategy pq .

1: Initialize allocation model pq , priority batch M = ø;
2: Download the shared target network parameters q�s ;
3: for e in E-episode do
4: if e mod k = 0 then
5: Compare the shared and local target networks according to Eq.(18), then

select the target network weights q�;
6: Construct a priority batch M by selecting training samples i from B with

the probability defined in Eq.(14) ;
7: end if
8: for d in D-step do
9: Compute TD-error defined in Eq.(15);

10: Update primary network weights q according to Eq.(16) with samples in
M;

11: end for
12: if d mod t = 0 then
13: Copy weights into target network q�  q ;
14: Update priority replay possibility pi di;
15: end if
16: end for

can continuously explore better allocation solutions and improve its strategy model

in an incremental manner.

Get converged

Remaining data are wasted. 

Round 1

Round 2

The RL agent uses the remaining 
data update strategy.

Round n
……

Round 1

Round 2

The RL agent keeps explore with 
the remaining data.

Round n
……

Reset 
actor

Reset 
actorA

cc
um
ul
at
ed

re
w
ar
d

A
cc
um
ul
at
ed

re
w
ar
d

Guider inherits the knowledge 

Tasks Tasks

Without incremental learning With incremental learning

Figure 3.6: The effective of IRDA on the allocation strategy learning.
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3.4 Real World Application

Table 3.2: Parameter settings

Parameters Value settings Parameters Value settings
Priority batch size 128 Memory capacity 10000
Exploration rate g 0.9 Observation window a 20
Update period t 500 k 50
Priority replay a 0.85 Episode 250
D-step 5000 Learning rate 0.0001
Load observation windowD 10

The presented IRDA framework was tested in a real-world environment at the

Hong Kong International Airport (HKIA). HKIA is one of the busiest airports in

the world. It handles more than 1,100 flights from hundreds of airline companies

on a daily bases and serves over 70 million every year [64]. HKIA currently has 12

baggage handling carousels. As the number of passengers continues to grow rapidly,

inbound baggage reclaim becomes one of the most critical issues at the airport. Long

waiting times, crowded baggage reclaim halls, inefficient conveyor belt utilization,

rescheduling, and missing bags cause dissatisfaction for passengers, resulting in

high complaint rates and damage to the airport’s reputation. In order to improve the

airport’s terminal service quality, rather than expanding the airport’s existing reclaim

hall capacity, it is more feasible to optimize the existing baggage handling process to

ensure that each baggage allocation task is handled by the correct carousel belt at the

right time.

Origin Fly HKIA Arrival Chock-on Transport Deliver ABUP To Belt
Reclaim 

Hall
Claim Baggage

STA ETA ATA CT GPS
ULD

deliver
time 

Historical
carousel

allocation 
logs

Carousel 
ID 

Allocation 
start & end 

time 

Number of 
remained bags on 
the carousel over 

time

FIR

Figure 3.7: The process of inbound baggage handling at Hong Kong International Airport.
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Figure 3.8: Data measurement: the blue and red bars illustrate the number of flights and
baggage loads that needs to be scheduled on each day at HKIA.

As shown in Fig. 3.7, inbound baggage handling is a very complex process [65].

The actual time of arrival (i.e., ATA) records the time at which a flight arrives at

HKIA. Once it stops at the assigned parking stand (check-in time i.e., CT), the unit

load devices (ULDs), which are standard baggage containers that are compatible with

various aircraft, are unloaded from the aircraft by an elevator and placed on dollies.

The loaded ULDs on these dollies are then transported to the Arrival Baggage Unload

Point (ABUP) by tractors (i.e., ULD delivery time). After the ULDs arrive at the

ABUP, loaders will unpack the ULDs and put each bag on the pre-assigned conveyor

which is directly connected to the baggage carousels in the baggage reclaim hall.

Finally, the baggage is reclaimed by passengers in the baggage reclaim hall. To

make full use of limited baggage handling resources, the system is required to assign

equal working-load to all carousels and avoid situations where some conveyor lines

get little or no service, while others are overloaded. In addition, usually, there are

multiple airport operation rules that result from the negotiated agreements between

airline companies. Some examples of the operation rules are presented in Table 3.1,

where the generated carousel allocation strategy should follow.

3.4.1 Data Analysis

Our airport operation dataset comes from HKIA. The dataset contains about 3.5

million aircrafts arriving at Hong Kong airport from November 2017 to July 2019, as
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Table 3.3: The description for the main features of involved data.

Data feature Description
ATA Actual flight arrival time
FN Flight number
CT Chock-on time
BL Baggage load

BAT Baggage arrival time on the carousel
BDT Baggage dwell time on the carousel
BPD Baggage process duration

well as other auxiliary information. Specifically, for each flight, the dataset includes

its arrival time, a three-letter airport code of the origin airport, origin city name,

baggage load, carousel assignment, baggage process duration, number of assignment

changes, as well as weather information, which are reported in Table 4.1. From the

airport dataset, we can learn that HKIA serves 35 flights and processes 3,665 pieces

of baggage on average for every hour on each day. Fig. 3.8 describes the above

statistics, where the meaning of each sub-figure is given in the caption. One can

observe that our data has strong recurring periodic patterns. Thus, we can apply our

proposed method to partition the original allocation dataset and learn the allocation

strategy in an incremental way.

3.4.2 Experimental Settings

The parameter settings are summarized in Table 3.2. All the experiments are carried

out on a computer with an i7-5820K CPU, a Nvidia GTX 1080-Ti GPU, and 8GB

RAM. Our algorithm is implemented in Python 2.7 with PyTorch 0.4.0. For model

optimization, we perform stochastic gradient descent to update parameters in IRDA

with a learning rate of 0.001. Moreover, the primary network and target network are

both designed by a deep neural network with 3 hidden layers and each hidden layer

consists of 32,128 and 128 rectified linear units (ReLUs), respectively.

3.4.3 Evaluation Metrics and Baselines

To quantitatively analyze the performance of IRDA, in the experiment, we use utility

balance as the evaluation metric. Utility balance measures the average standard

deviation of baggage loads on the carousels within the time window. We use the
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following methods as the baselines against the IRDA model. Note that the first two

baselines are non-learning methods. The third to fifth baselines are the variants of

IRDA model.

• Dynamic allocation (DYN): This is a brute force method that directly assigns

the baggage to the carousel with the minimum load.

• Manual allocation (MAN): This is the current baggage allocation result at

HKIA. Based on operational rules defined by airport experts, HKIA employees

currently manually assign baggage on each carousel.

• RL-DQN: This model updates the allocation strategy based on deep Q-

learning algorithm [5].

• RL-N-Replay: This model updates the allocation strategy in the same way as

RL-allocation without considering the priority replay [59].

• RL-allocation: This variant applies the double DQN [63] to update the allo-

cation strategy. The allocation strategy is trained with the whole historical

allocation data without conducting dataset partition.

3.4.4 Compare Non-learning Methods with Learning Approach

Figure 3.9: The learning curve that records received rewards during the training process.

As shown in Fig. 3.9, this experiment illustrates the learning curve of the learn-

ing approach and compares it with the non-learning baselines (i.e., DYN and MAN).

Each episode consists of the flight data within 5 days. From the experimental results,
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Figure 3.10: The result of baseline models comparison. We tested these models on the
datasets of Jan, Mar, and May, comparing with RL-allocation and non-learning
baselines. we can observe that IRDA (red line) gradually outperforms RL-

allocation (cyan line), which proves that our proposed IRDA can efficiently
improve itself by learning from the multi-datasets.

Table 3.4: Results of the incremental reinforcement learning experiment. The background
color of the cell reflects the performance of the corresponding model. The darker
the color, the better the performance.

Average STD STD Variance Model training time
Dataset 1 Dataset 2 Dataset 3 Dataset 1 Dataset 2 Dataset 3 Dataset 1 Dataset 2 Dataset 3

MAN 58.72 64.83 52.42 20.64 28.43 28.32 — — —
DYN 43.21 47.22 48.27 15.32 16.43 15.77 — — —

RL-DQN 36.67 38.62 37.63 10.23 10.21 10.82 >3h 18min 19min
RL-N-Replay 38.74 39.32 38.53 12.12 12.23 11.23 2h 34min 16min 18min
RL-Allocation 29.32 28.82 28.42 10.22 10.18 10.34 2h 08min 14min 13min

IRDA 29.32 27.65 25.23 10.21 10.04 9.98 2h 10min 1h 18min 1h 02min

one can see that (1) the resource allocation result of the non-learning methods fluctu-

ates severely on each day, and (2) IRDA can gradually achieve stable performance

and eventually surpass non-learning methods. These results demonstrate that human-

only operational experience is not sufficient to deal with dynamic resource allocation.

In addition, the learning curve of IRDA in Fig. 3.9 also indicates how to choose the

number of learning episodes. On the one hand, we need more episodes to improve

the model performance. On the other hand, the excessive learning episodes come at

the cost of increased training time. Through many experiments, we found that after

the training with 250 episodes (i.e., 50 days inbound flight data), the learned strategy

can provide good performance.
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3.4.5 Evaluation for Incremental Learning Ability

To study the performance of our proposed approach, we compare IRDA with its

baselines. In particular, we first train the allocation strategy with the RL-allocation

method. We observe that by using 2 months of data for training, the training

becomes convergent, and even with more data, its performance does not improve

further. Thus, we partition the whole dataset into multi-batch datasets which are

composed of data from Jan-Feb, Mar-April, May-Jun, respectively. Then we test

the performance of the learned allocation strategy on the monthly dataset (i.e., Jan,

Mar, and May). The average utility balance results for each day of the month is

illustrated in Fig. 3.10. One can observe that the manual assignment method performs

worst among the three types of models. This is in accordance with our intuition,

since manual assignment only relies on human experience, which inevitably lacks

comprehensive consideration and derives imperfect decision-making for baggage

handling. The dynamic assignment model also performs worse than IRDA, because

it ignores explicit relations in the dataset and cannot self-adapt to the different

properties of the inbound flights. Finally, we can observe on the Jan dataset, the

performance of IRDA is the same as RL-allocation, since they have obtained the

same carousel allocation strategy. After learning with more datasets, IRDA gradually

outperforms RL-allocation, which proves that our proposed IRDA can efficiently

improve itself by learning from continuous incoming data. In other words, this

experiment demonstrates that breaking the old believe in the allocation strategy can

force the agent to further explore the distinct state spaces, thereby improving the

performance of the resource allocation strategy.

We show the quantitative results of the comparison in Table. 3.4, which reveals

some important facts:

• By training on the multi-batch dataset, IRDA is able to continuously improve

the carousel allocation strategy performance. The experiment result shows

that 1) the performance of the allocation strategy continuously learned through

Dataset 3 and Dataset 2 can improve the strategy learned only from Dataset

1 by 13.95%, 5.67% in terms of the average STD which measures the aver-



3.4. Real World Application 68

age standard deviation (STD) of baggage loads taken on each carousel. 2)

When compare IRDA with HKIA current baggage handling operation result

(i.e., MAN) on Dataset 3, one can observe that IRDA is 51.86% better than

MAN. These results show that IRDA could help HKIA greatly reduce baggage

handling time and improve her service quality.

• It is worth noticing that after having the models well trained on Dataset 1, RL-

DQN, RL-allocation, and RL-N-Replay models will converge quickly (around

20mins) on Dataset 2 and Dataset 3. Meanwhile, their model performance

will not be further improved. Considering that RL-DQN, RL-allocation, and

RL-N-Replay models all simply inherit the training models learned from the

past, we learn from the experiment that 1) without breaking the stronghold

of the old strategy, the learning agent cannot sufficiently “explore” the new

batch dataset. 2) Inherited old strategy cannot be effectively updated by keep

training it with the highly correlated new datasets.

• RL-N-Replay performs worst among all RL based models. This is because

sampling the training data from the experience buffer with the same frequency

is not efficient. The lack of guidelines to select effective data samples may

affect the efficiency of discovering the nature of the problem. In other words,

the usage of priority replay is helpful in learning the strategy from massive

historical data.

• The performance of RL-allocation is 26% better than RL-DQN in terms of

average STD. This finding demonstrates that using the same target network in

evaluating and selecting an action, which may cause overoptimistic estimation

errors that affect the resource allocation strategy performance.
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(a) Current baggage handling system at HKIA

(b) RL allocation

(c) IRDA

Figure 3.11: The result of assigning baggage on 12 carousels on 2018-05-01 with the
different assignment models.

3.4.6 Baggage Allocation Strategy Model Execution

We have implemented the learned carousel allocation strategy model from 00:00 to

24:00 on 2018-05-01 at HKIA. The corresponding baggage loads on the 12 carousels

are illustrated in Fig. 3.11. The shade of red reflects the quantities of baggage load

on each baggage carousel. A darker color indicates a heavy load on the carousel,

while a lighter color indicates the load is lighter. In addition, we use blue circles to

indicate the poor cases where the baggage loads consist of more than 220 pieces of

baggage and last more than 10 minutes on the carousel. From Fig. 3.11, one can see

that the learned RL-allocation and IRDA resource allocation strategies encounter the
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poor cases 13, 10 times, which is better than the current baggage handling system at

HKIA with 26 times poor cases on 2018-05-01. Among these three methods, the

IRDA model achieves the best performance since it distributes the baggage on the

carousels more evenly and can better balance the baggage carousel’s utility, which

can effectively avoid the situations where some carousels get little or no service,

while others are overloaded.

3.5 Summary
In this chapter, we integrate big-data analytics with an RL decision-making model to

address the baggage handling problem and demonstrate its applicability to the real

application at Hong Kong International Airport. To reduce the size of the state space

that the agent needs to “explore”, we partition the airport historical operation data

into continuous multi-batch datasets. Our proposed method not only learns a resource

allocation strategy that satisfies airport operating rules, but also performs incremental

learning to continually update it by learning from multi-batch datasets. Our method

also accelerates the training process by leveraging priority replay to learn from the

most relevant data. Experimental results show that our proposed method improves

the baggage carousel resource utilization at HKIA. This can help HKIA greatly

improve her service quality and reduce the planning and rescheduling workload of

staff management. Further research directions include increasing the speed to train a

valid resource allocation model and handling multiple airport resource assignment

tasks such as deciding aircraft landing sequence, deployment of manpower, tractors,

and dollies in one reinforcement learning framework.



Chapter 4

Learn from Data with High Variance

In this chapter, we concerned with the agents which can learn the model of decision-

making from data with high variance. Usually, without the demonstration from

the experts, the decision model can be imperfect in the early stage, as it is learned.

As a result, the learning agent needs to randomly explore the environment and

the data collected through such interaction can be noisy and vary widely. Thus,

When learning these high variance data, this poses a stable challenge to model

training. To address this problem, our method employs the auto-encoders to learn

the condensed representation for each state and compute model-free policy gradients

for arbitrary pattern formation. Second, we bound the newly learned decision-

making model relatively closely to its predecessor, so as to stabilize the training

process. To demonstrate the feasibility of our proposed method, we thoroughly study

the application of the multi-robot cooperative pattern formation. This application

requires the agents to form into circles, lines, and meshes or any other desired

arbitrary configuration, which is important in military applications, search and rescue

operations, and visual inspection of infrastructure and equipment tasks to name a few.

In this application, the learning data is collected based on the current version of the

decision-making model that the agent interacts with others trying to form the patterns.

So basically, step-by-step, the agent records the visited actions and corresponding

actions it has taken. Each agent then tries to learn these collected experiences to

refine their decision-making strategy, and accordingly selects its optimal directions

and speeds in a meaningful manner.



4.1. Introduction 72

Pattern formation strategy
Target Pattern• Actions in continuous space

• Form arbitrary patterns

Figure 4.1: Example of pattern formation

4.1 Introduction
Cooperation is the foundation for multi-robot systems (MRSs) to better perform

tasks than a single robot, with respect to efficiency and robustness. As one of the

most challenging directions in MRS cooperation, pattern formation has attracted

growing research attention. In many real-world applications, a group of autonomous

robots are required to behave in a cooperative fashion such as autonomous vehicle

alignment on a highway [66], area coverage using ground/aerial/underwater robots

[67], security and surveillance [68], and cooperative search [69]. With our designed

multi-robot pattern formation protocol, the team level objectives can be achieved

through sensing, action planning and movement control [70].

The multi-robot pattern formation problem has been extensively studied from

different perspectives [71], [72]. Some solutions are based on centralized control

[73, 74], which assume that a central server has global knowledge when planning

the actions of the robots; and others are distributed approaches which can be roughly

categorized into three classes [75, 76]: consensus-based methods, leader-follower

methods, and bio-inspired methods. Consensus-based algorithms [77, 78] require

all robots to reach an agreement initially through communication and then move

to corresponding target locations. Leader-follower methods [79, 80] force each

group member to follow the movement of the selected leader to perform the task.

Bio-inspired methods [81, 82] enable multi-agents to achieve a specific task by

employing attractive and repulsive physical forces. The above mentioned methods

are almost all rule-based. They require to discretize agent’s continuous actions to
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compute the pattern formation strategies. However, a coarse discretization suffers

from low solution quality and a fine discretization makes it intractable to compute

the optimal strategy using mathematical programming techniques, especially in

high-dimensional, continuous action spaces. In addition, rule based methods do not

cater to all interaction scenarios, and the designed rules are pattern specific, not very

robust, and have great difficulty guaranteeing optimal performance.

We made a machine learning based attempt to solve the multi-robot arbitrary

pattern formation problem in order to address the limitations in existing work. As

illustrated in Fig. 4.1, the robots are initially scattered in the defined space, but aim

to form the target patterns from their starting positions. The target patterns can

be located anywhere in the space, as only the relative positions of the robots are

important for task completion. Previous work [83] employed Q-learning methods

but only had success for discrete actions, where the robot can only move in four

directions. To enable continuous movement, we model the pattern formation strategy

as deep neural networks and consider the policy gradient method [84, 85] to update

the strategy. However, there are two major challenges when directly employing

policy gradients to solve this problem. First, the substantial number of interaction

possibilities between robots and the environment forms high-dimensional state-action

spaces. Second, the intended movement of the other robots is unknown when a robot

plans its own next movement, so it usually takes quite a long time to converge with a

conventional implementation of policy gradients.

To address the aforementioned challenges, we propose a novel multi-robot pat-

tern formation scheme via deep reinforcement learning named pattern-RL, in which

the general purpose coordination strategy is learned by the group-level interactions

among robots. In particular, our proposed method utilizes auto-encoders [86] to learn

latent and compressed representations of observation states. As a result, the policy

search space can be greatly narrowed down to facilitate a quick response from robots

to environmental changes. Moreover, the learning process is build upon the proximal

policy optimization (PPO) [87], in which the gradient updating is performed on

the batch of samples instead of updating a single gradient per data sample. This
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extension effectively reduces the variance in the estimation of the gradient direction,

which is especially useful to achieve an effective and stable pattern formation policy

learning.

The main contributions of this work are: (1) To the best of our knowledge, we

are the first to employ deep reinforcement learning to achieve multi-robot general

pattern formation. By first training over many different basic formations, Pattern-RL

can continuously learn a new difficult formation without a long training process.

Our method outperforms existing rules based approaches, and is robust to collision

avoidance. (2) Our method is able to solve sequences of multi-robot pattern forma-

tions, which is difficult for rule-based methods to accomplish. To assist these major

contributions, the minor contributions are: (1) Considering the high dimensional-

ity of the observation space, our proposed method applies the cascading usage of

auto-encoders to condense representation learning in order to accelerate the learning

process. (2) We enable each agent to interact with the historical actions and bound

the new policy relatively closely to its predecessor, which ensures a steady strategy

improvement. Experimental results demonstrate that the performance of pattern-RL

significantly outperforms the collision avoidance based solutions by reducing the

number of time steps required to form n-regular polygons by 37.5% to 43.8% when

testing between 4 to 20 agents.

4.2 Pattern Formation Problem

The multi-robot pattern formation problem considers n homogeneous robots moving

on a 2D Euclidean plane to form a desired pattern C in the shortest possible time.

Here C consists of the desired coordinates of the n robots. All robots cycle through

three stages of behavior: observing, computing, and moving synchronously. At the

observation stage at time t, a robot i captures all other robot positions’ under its local

coordinate system by its observations. Then the robot computes its action a
t

i
and

then adjusts its trajectory and speed. The current configuration of the robot group is

P. The position of the robot i at time t is denoted by p
t

i
. Our objective is to allow

each robot to make a sequence of decisions so that the whole group of robots can
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form the predefined pattern C in the shortest possible time without collisions. The

problem is formally defined as:

arg min
p

E[
1
N

SN

i=1ti|p] (4.1)

s.t. p
t

i = p
t�1
i

+4ta
t

i,8t (4.2)

||pt

i� p
t

j||> 2R,(i 6= j) (4.3)

||at

i||< vmax (4.4)

P⌘C. (4.5)

Eq. (4.1) represents our objective, which is to find the policy p which minimizes

the time for N robots to form the predefined shape C, where ti is the time step for

the i
th agent to form the shape. Eq. (4.2) describes the robot’s updated position.

Eq. (4.3) enforces a distance gap of 2R between any two robots to ensure collision

avoidance. Eq. (4.4) constrains the velocity below the maximum value vmax. Eq. (4.5)

constrains that multi-robots finally form the target pattern. It is worth pointing out

that traditional distributed methods address such an objective using rule-based logic.

Therefore, they require a complete re-design of the algorithm if the designated

pattern changes. In contrast, pattern-RL can adaptively learn the strategy model

based on multi-agent1 real-time interaction feedback in order to adapt to the pattern

changes. We study the pattern formation problem from an algorithmic point of view,

and therefore consider robotic hardware, sensors, and actuators as out of the scope

of this paper.

4.3 Preliminaries and Framework

We start with an explanation of the RL concept, then we introduce the framework of

the distributed multi-robot pattern formation system. Finally, we elaborate on the

learning algorithm of our proposed pattern-RL solution.

1The terms agent and robot are considered interchangeable in this paper.
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4.3.1 Reinforcement Learning Setup
Reinforcement learning is a class of machine learning for solving sequential decision-

making problems with unknown state-transition dynamics [88]. The pattern forma-

tion problem requires multi-robots to make a sequence of decisions based on the

topology of their neighbors. This problem can be formulated as a partially observed

Markov decision process (POMDP) and solved using the reinforcement learning

framework. Typically, a POMDP contains 6-tuple (S,A,T,R,O,W), where S,A,T,R

are the states, actions, transitions, and rewards of the system. The partial observation

space O ⇠ W(s) is relevant to the observation probability distribution W and the

system state s 2 S. In the following, we formulate the pattern formation problem in

the context of reinforcement learning:

• Observation space O: An observation o
t

i
2 O of robot i is defined as the

combination of the position data (coordinates) of all other robots in three

consecutive frames.

• Action space A: An action a
t

i
2 A controls the direction and velocity of the

robot i at time t.

• Reward R: After robot i takes action a
t

i
under observation o

t

i
, the robot

receives immediate reward r
t

i
as follows:

r
t

i = rg + rc +b rp. (4.6)

Based on the aforementioned objective function, we design the reward r
t

i

by jointly considering the fatigue penalty rg (how many steps robot i has

already taken so far), collision penalty rc, and the formation progress term

rp. Specifically, rg = Rg, which penalizes the robot at each step to encourage

the robots to form the pattern in the minimal number of time steps. The

second term rc = Rc denotes the collision punishment. Here Rg and Rc are

both negative constants. b is a magnification factor for the last term rp which

evaluates pattern formation progress by computing the similarity of the current

geometry and the target pattern as follows:
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rp = minkPt �Ck2,t 2 G, (4.7)

where G represents all possible sorted sets of observed positions P. As one

possible set in G, Pt generates an order by which the position set has the

shortest absolute difference with the target pattern.

In our problem, after taking action a
t

i
at observation o

t

i
, the robot receives reward

r
t

i
. Correspondingly, the objective of pattern-RL is to learn the optimal strategy p⇤q

with respect to q ⇤ as follows:

q ⇤ = argmax
q

Et⇠pq (
N

Â
i=1

T

Â
t=1

g t
r

t

i). (4.8)

The coordination strategy is the mapping function O! A, which enables the robots

to query their optimal directions and speeds at each step. The coordination strategy

pq is realized by the deep neural network with parameter q . t represents the collected

interaction samples (i.e.,(ot

i
,at

i
)) based on the current version of strategy pq at each

step. Thus, we can optimize the coordination strategy by maximizing the cumulative

reward along the moving trajectory.
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Figure 4.2: The multi-robot pattern formation system framework.
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4.3.2 System Framework

The framework and workflow of the proposed method are illustrated in Fig. 4.2.

The distributed multi-robot pattern formation system consists of two major working

phases: training and executing. In the training phase, all robots repeat the trial-and-

error process starting from their initial positions, then query the current strategy

model at each step towards forming the pattern. The data collected from each round

are uploaded to the server which updates the strategy model. In the execution phase,

the learned models are transplanted to each robot, and act as a “brain” to control its

behavior. Thus, a group of robots can execute the pattern formation problem in a

distributed manner. These two phases can be executed more than once if necessary.

Consider the case where the performance of the execution phase is unacceptable due

to possible configuration changes (i.e., one robot is missing). We can then move

back to the training phase and further modify the strategy model before updating the

robots with new ’brains’. Our Pattern-RL method consists of two components: the

auto-encoder and the strategy model. Their details are given as follows:

Auto-Encoder. An auto-encoder is an unsupervised learning algorithm that

applies back-propagation, setting the target values equal to the inputs. In practice, it

is inefficient to train the model with raw observations as inputs since the observation

space is large and we cannot know the spatial relations between different observa-

tions. In this paper, we obtain dense and low-dimensional vector representations for

observations o
t

i
via the auto-encoder network. The key idea of using the auto-encoder

networks is to reduce the dimension of the observations and shrink the search space.

Specifically, at each time step, the auto-encoder takes an observation vector o
t

i
as

input, and outputs an encoded state e
t

i
as the input of the strategy networks.

Strategy model. As illustrated in Fig. 4.3, our strategy model includes two

fully connected neural networks (i.e., a policy network and a value network). The

outputs of the policy network are the mean and deviation of two normal distributions

which represent the direction and speed the robots can chose from respectively.

The robots select a random variable from each distribution which represents their

action. The standard deviations of the distributions in the initial phases of training are
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Figure 4.3: Pattern-RL algorithm architecture.

relatively large, which enable robots to select from a wide range of action possibilities.

As training progresses, the standard deviations become smaller, specifying which

possible actions are optimal. Meanwhile, the value network Vf is implemented to

evaluate the quality of each action. By taking an observation and action pair as input,

it estimates the cumulative future reward for taking the proposed course of action.

The future rewards refer to an estimate of how close the set of robots will come to

forming the designated pattern. The value network guides towards the training goal

of the policy network. Fluctuations in one network would interfere with the learning

of the other network, so we optimize the networks separately which leads to greater

stability and better results in practice. Details on how to train these networks are

explained in the next section.

4.3.3 Strategy Learning Algorithm

The core of our approach is the learning algorithm that can handle the high dimen-

sionality of the state-action space problem. The policy gradient (PG) method can

naturally handle the large state-action space problem by a function approximator.

However, since this method performs only one gradient update per data sample, the

naive implementation would make the strategy slow to converge. We extend the
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Algorithm 3 Distributed multi-robot coordination learning algorithm.
1: for E-episodes do
2: Initialize from the random positions; /* Play game and update memory. */
3: Run policy pq T-steps, collecting samples {o

t

i
,at

i
,rt

i
} for each agent i;

4: Store samples in mem;
5: for P-steps do /* Train the auto-encoder. */
6: I(µ) = SN

i=1ST

t=1(Iµ(ot

i
)�o

t

i
)2;

7: Update µ by the gradient method w.r.t. I(µ);
8: end for
9: for M-steps do /* Update the policy network. */

10: Draw samples {o
t

i
,at

i
,rt

i
}

i=1:mG
from mem;

11: e
t

i
= Iµ(ot

i
)

12: Fp = St 0>tg t
0�t

r
t
0

i
;

13: Compute advantage bAp = Fp �Vf (et

i
) ;

14: J(q) = SN

i=1ST

t=1
pq (a

t

i
|et

i
)

pold(a
t

i
|et

i
)
bAp �lKL(pq |pold)

15: Update q by the gradient method w.r.t. J(q);
16: end for
17: for B-steps do /* Update the value network. */
18: Draw samples {o

t

i
,at

i
,rt

i
}

i=1:mG
from mem;

19: e
t

i
= Iµ(ot

i
) ;

20: n(f) = SN

i=1ST

t=1(Fp �Vf (et

i
))2 ;

21: Update f by the gradient method w.r.t. n(f)
22: end for /* Adapt the KL penalty coefficient. */
23: if KL(pq |pold)> bhighKLtarget then
24: l  al ;
25: end if
26: if KL(pq |pold)< bLowKLtarget then
27: l  l/a ; /* Set the weight of KL penalty coefficient within a range. */
28: l  clip(l ,Jlow,Jhigh);
29: end if
30: end for

recently proposed policy gradient algorithm PPO [87] to our framework in order to

learn a pattern formation strategy which performs robustly and effectively when the

total number of robots is large.

The learning algorithm of our method is formally described in Algorithm 1.

The training process alternates between parallel sampling of trajectories of multiple

robots, and optimizing the strategy model with the sampled data. To learn a pat-

tern, in each step, we let each robot run the current strategy and store the samples

{(oi,ai,ri)n|i = 1,2, ...,N;n = 1,2, ...,E} into the memory. With the samples drawn
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Algorithm 4 Distributed multi-robot coordination execution algorithm.
Input: Pattern formation strategy pq .
Output: Trajectory p

t0:tg
i

.
1: for i 2 {1, ...,N} do /* For each given agent i. */
2: while P 6= C do
3: Update time t t +1;
4: Receive sensor measurements oi ;
5: Extract Feature et  auto-encoder(oi);
6: a

t

i
 pq (ei);

7: p
t+1
i
 p

t

i
+a

t

i
;

8: end while
9: end for

from memory, we first train an auto-encoder which yields the embedded represen-

tation e
t

i
for the observation (lines 5-7). Since the action taken by a robot only

affects its follow-up trajectory, the accumulated reward function Fp only counts the

prospective rewards after time t (line 11). We construct a surrogate loss Jq by jointly

considering the advantage bAp and the KL penalty constraint (line 13), where bAp

represents the estimated difference between the accumulated reward for the current

policy and the average state value. This loss is optimized with the Adam optimizer

for M iterations in order to update the policy network (lines 8-13). Consequentially,

the value network Vf (et

i
) which outputs the baseline to estimate the advantage value

is updated (lines 14-18). The coefficient l for the KL penalty is adaptively updated

and set according to lines 19-22. We set the weights of the KL penalty within the

range set on line 23, and add it to the loss function (line 13). Albeit simple, this

modification ensures the deviation of the new policy from the preceding policy is

relatively small, which assures the learning process becomes more stable.

The executing algorithm of our method is summarized in Algorithm 2. After the

training process, the policy network pq is mounted on each robot. At the execution

stage, each robot i receives the sensor observation o
t

i
and then generates the action a

t

i

with the policy network pq . Each robot then iteratively goes through the cycles of

observation, computation, and action, until the final pattern is achieved.

The main difference between our learning algorithm and the standard PG

method is that the latter exploits L(pq ) = Et⇠pq (ÂN

i=1 ÂT

t g t
r

t

i
) as the objective func-
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tion. The PG method updates the policy network by setting the parameters q to

move a steps towards its gradient direction (i.e., q 0  q +a—q L(pq )). However,

the learning rate a is difficult to set appropriately. To avoid this difficulty, we update

the policy p 0 by the following equation:

L(p
0
)�L(p) = Et⇠p 0 [

N

Â
i=1

T

Â
t=1

g t bAp(o
t

i,a
t

i)]. (4.9)

We directly exploit the reward expectation difference between the old policy

L(p) and new policy L(p 0). Consequently, we update the policy network by max-

imizing the difference p⇤ = argmaxp 0 L(p
0
)�L(p) by the gradient approach. To

satisfy the KL constraint, the learning rate is consequentially adjusted during the

training process. In addition, we replace the sum over the reward expectations with

an importance sampling technique as follows:

L(p
0
)�L(p) = 1

1� g
Es⇠p;a⇠p [

N

Â
i=1

T

Â
t=1

g t
p 0(at

i
|ot

i
)

p(at

i
|ot

i
)
bAp(o

t

i,a
t

i)]. (4.10)

Note that importance sampling allows us to estimate the properties of the new

policy p 0 based on a portion of observed data. With this technique, the accumulated

advantage expectation can be approximated based on the small batch of interaction

data. Thus, we can efficiently update the policy network on the different batch

samples in parallel.

Sample efficiency. The lower bound for the successive policy performance is

L(p 0)�L(p) � SN

i=1ST

t=1
pq (a

t

i
|et

i
)

pold(a
t

i
|et

i
)
bAp �lKL(p 0 |p), where KL(p 0 |p) measures the

distance between two policies [89], such that it ensures the performance of the

updated policy compared to the old policy is close. By restricting the KL divergence

of successive policies within the bound, we can meticulously replenish the on-policy

rollout with the samples from the old policy network.

4.4 Experimental evaluation
In this section, we conduct experiments to evaluate the performance of pattern-RL.

Specifically, we begin by introducing the experimental settings and explaining the
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Table 4.1: The hyper-parameters of our experiment on training a pattern formation model.

parameters value parameters value
b in Eq.4.6 5 E in Alg.1 800
Jhigh in Alg.1 10 P in Alg.1 256
Rg in Eq.4.6 -0.5 M in Alg.1 256
Rc in Eq.4.6 -20 B in Alg.1 256
g in Alg.1 0.9 T in Alg.1 6000
bhigh in Alg.1 2 blow in Alg.1 0.67
KLtarget in Alg.1 0.01 a in Alg.1 0.5
Jlow in Alg.1 10�4

details of the implementation. Then we discuss the efficiency and stability of the

learning algorithm by analyzing its learning curve. Next, we employ our method

to form various patterns and evaluate their accuracy. Finally, further experiments

are conducted to compare pattern-RL with the existing methods in terms of time

efficiency.

4.4.1 Experimental Setup

All simulations are carried out on a computer with an i7-5820K CPU and an 8GB

of RAM. Our algorithms are implemented in Python 2.7 with tensorflow 1.2 and

the experiments are conducted using the Webots2 platform, which simulates a team

of robots. The simulated robots have the following features: (1) Robots cannot

communicate but they know other robots’ positions. (2) The robots have compatible

compasses that have a common north orientation.

4.4.2 Model Configuration and Computational Complexity

To conduct the experiment, we design a policy network as a deep neural network with

3 hidden layers that consists of 256,128,and 128 rectified linear units (ReLUs) units,

respectively. The third hidden layer is fed into the output layers with hyperbolic

tangent (tanh) activation function for aµ and softplus activation function for astd .

Thus, this output enables us to select the action a
t

i
from a Gaussian distribution

N(aµ ,astd), where aµ and astd refers to the mean and the standard deviation of the

desired velocity. Meanwhile, the value network is implemented as a fully connected

2https://www.cyberbotics.com/

https://www.cyberbotics.com/
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neural network with 3 hidden layers (i.e., 128, 128, and 256 ReLu units on each

layer) and a single neuron output layer.

Learning a new pattern with 10 robots from scratch, the training process takes

an average of 0.5 hours (about 300 episodes) to converge to a satisfactory solution.

Similar to the curriculum learning paradigm, when a strategy model is trained,

learning a similar pattern will take less time to converge. The hyper-parameters of

our experiment are summarized in Table 4.1. Specifically, we set the learning rate of

the policy network to be 10�4 and value network to be 2⇥10�4. When executing

the strategy, the response time of generating new actions for each step takes 1.2 ms

on average.

(a) (b) (c) (d)

Figure 4.4: Multi-robot pattern formation: Ten robots (a) start from random positions
transiting to form (b) a heart pattern, (c) a circle pattern, and (d) a cross pattern.

4.4.3 Study of the Learning Curve

To evaluate the learning stability of pattern-RL, Fig. 4.5 illustrates the learning

curves of 10 robots jointly training a sequence of patterns (i.e., a circle, a cross, a

line, and a heart). The experiment is repeated 4 times. The averaged rewards of

each episodes are illustrated in Fig. 4.5. We compare Pattern-RL with the standard

PPO (i.e., with clipped surrogate objective and no auto-encoder). One can see that

pattern-RL achieves the fast convergence speed and receives higher reward values in

each iteration. This experiment indicates the effectiveness of the auto-encoder and

KL constraint. Intuitively, this is because it forces the updated policy to be close to

the previous one, so an agent can more easily adapt to other’s intentions (actions)

from its previous policies and gradually improve it. Also, this experiment gives an
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Figure 4.5: The average rewards of forming (a) a cross pattern and (b) a circle pattern during
the training process.

intuition on how to choose the weight for KL constraint. We need to enfeeble the KL

constraint so that robots can explore many more possible ways to form the pattern.

However, weakening KL constraint comes at the cost of increasing the training time.

Through many experiments we found that with a = 0.5, the adaptive change of the

KL constraint provided good performance while keeping the training cost relatively

small by around 380 episodes.

4.4.4 Study of the Pattern Sequence

We are interested in policies that not only complete shape formation well, but that can

generalize well on form various patterns. We employ 10 robots to form a sequence

of patterns, which include a polygonal convex pattern (i.e. circle), a non-convex

pattern (i.e. heart) and a line pattern (i.e. cross). After training, the strategy model

is deployed on each robot for distributed execution. The robots query their strategy

model based on their observations to select an optimal solution at each step. The final

positions of the 10 robots are illustrated in Fig. 4.4. The small red circles represent a

set of feasible goal positions. Throughout the experiments, we find that the robots

final positions are close to the set of target coordinates. This result demonstrates

that our learned strategy is accurate and general, which enables a group of robots to

jointly learn a pattern sequence. In addition, the number of training episodes for the

different pattern sequences are illustrated on Fig. 4.5 (a). One can see that learning

similar shapes can shorten the training time. This demonstrates that our learning
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Figure 4.6: The trajectories of robots. Starting from light color circles, the multi-robots
form a circle pattern, a heart pattern, a line pattern, and a triangle pattern.

based method can quickly adapt to similar patterns, in contrast to the rule-based

methods which require designing rules for each specific pattern.

4.4.5 Study of the Pattern Formation Efficiency

We compare pattern formation efficiency with a rule-based baseline model NH-

ORCA[90]. NH-ORCA first creates rules to calculate the optimal target position

for each robot, and then let the robots move there using the ORCA algorithm. We

evaluate groups of n robots forming n-regular polygons trained with pattern-RL and

with NH-ORCA. The average travel distances starting from initial random positions

to the target patterns are shown in the Fig. 4.6. In general, the path generated by

the pattern-RL is smoother and it outperforms the baseline method in each scenario.

For example, it achieves a reduction of 37.5% to 43.8% in travelling distance as the
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number of agents increased from 4 to 20, respectively. This experiment demonstrates

that although our method takes time to learn a strategy, it is more efficient in the

execution process.

4.4.6 The Trajectories of Forming Irregular Patterns
We measure the time step metric to evaluate the performance of our proposed

approach. The time step counts the total number of steps for each robot to form the

predefined pattern (i.e., a circle, a heart, a line, and a triangle) based on the trained

strategy model. Fig. 4.6 illustrates the trajectories of each robot to form the target

pattern. The initial positions of the robots are in the lightest color. As the robot

moves, the colors of circles get more saturated. Finally, robots move to the positions

highlighted by the small red circles. From the experimental results, one see that

the robots are able to achieve time efficiency by following the optimal trajectories

without collisions.

4.5 Summary
In this chapter, we applied the off-policy deep reinforcement learning to address

the multi-robot coordination problem and demonstrated its applicability on the

successive pattern formation problem. Our proposed approach enables each robot to

learn the general formation strategy automatically. Our method not only accelerates

the training process by employing the auto-encoder to compress the high-order state

space, but also stabilizes it by bounding the weights in the successive policy networks

to be relatively close. Experimental results show that our method outperforms the

existing pattern formation methods in term of time efficiency as well as generality.

Experiments on a real robot test-bed will be conducted in the future. We also plan to

extend our framework and use it on other multi-robots coordination problems in 3D

space.



Chapter 5

Conclusion

Recently, there has been increasing interest in a method to address decision making

in a variety of applications. Since big-data holds tremendous potential, the data

generated over a period of time can be used to aid decision-making. However, a

number of effective approaches have been developed at optimizing decisions when

each decision is considered in isolation. The issue of sequential decision-making,

with the aim of maximizing total results over a period of time instead of immediate

benefits, has rarely been addressed. Motivated by the fact that historical big data

reflects the underlying patterns of the dynamic tasks, some recent works try to

solve the sequential decision-making problem with a reinforcement learning (RL)

framework. Most of reinforcement learning has been very successful in playing

online games where the learning agent can directly obtain feedback signals from the

interaction environment, few works consider to use reinforcement learning to process

offline collected big data and derive the decision-making policy. In this thesis, we

study how to integrate reinforcement learning into the big data analysis scheme.

For the first scheme, we propose a method for data preprocessing using RL.

Considering there are a massive of historical data, the average “information” is low

and only partial data is relevant to the learning task, we try to explore the underlying

data property distribution under the reinforcement learning scheme. We propose a

novel framework called CANE to learn the node representation under the reinforce-

ment learning scheme. In particular, we leverage an RL learning agent to explore

the underlying node connection distribution. Based on the learned distribution, we
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select the hardest (most representative) node pairs. The feedback signal is collected

from a binary classifier which determines if these node pairs are truly connected.

Based on the feedback signal, the RL agent can adjust the connection distribution,

thereby improving the performance of node representation. Experimental results on

multiple real datasets demonstrate that CANE achieves substantial performance gains

over state-of-the-art baselines in various applications including link prediction, node

classification, recommendation, network visualization, and community detection.

For the second scheme, we propose a method using RL to learn strategies from

daily collected data with repetitive patterns. We observe that historical allocation data

is usually generated from the daily repeated operations, which is not independent and

identically distributed. Training with partial of this dataset can make the allocation

strategy converged already, thereby wasting a lot of remaining data. To improve the

learning efficiency, we partition the whole historical allocation big dataset into multi-

batch datasets, which forces the agent to continuously “explore” and learn on the

distinct state spaces. IRDA reuses the strategy learned from the previous batch dataset

and adapts it to the learning on the next batch dataset, so as to incrementally learn

from multi-batch datasets and improve the allocation strategy. We apply the proposed

method to handle baggage carousel allocation at Hong Kong International Airport

(HKIA). The experimental results show that IRDA is capable of incrementally

learning from multi-batch datasets, and improves the baggage carousel resource

utilization by around 51.86% compared to the current baggage carousel allocation

system at HKIA.

For the third scheme, we propose a method using RL to learn strategies from

offline collected data with high variance. We consider a multi-robot pattern formation

problem, where robots are required to form circles, lines, and meshes or into any

other desired configuration. Our method uses deep reinforcement learning (DRL),

which enables robots to query their a priori trained deep neural networks (DNN) so

that they may select their optimal directions and speeds at each step. The strategy

is updated by collecting data along the trajectory that interacts with other agents.

Consider the learning of an agent may affect the learning of other agents, the collected
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data varies greatly, we limit the Kullback-Leibler divergence between weights of the

successive learned strategy to ensure a fast and stable training process. The extensive

experiments demonstrate that Pattern-RL can successfully form various general

patterns and reduces the number of time steps required by around 43% compared

with the state of the art.



Bibliography

[1] Min-Dong Paul Lee. A review of the theories of corporate social responsibility:

Its evolutionary path and the road ahead. International journal of management

reviews, 10(1):53–73, 2008.

[2] Richard S Sutton, Andrew G Barto, et al. Introduction to reinforcement learning,

volume 135. MIT press Cambridge, 1998.

[3] Justin Boyan and Andrew Moore. Generalization in reinforcement learning:

Safely approximating the value function. Advances in neural information

processing systems, 7:369–376, 1994.

[4] Christopher JCH Watkins and Peter Dayan. Q-learning. Machine learning,

1992.

[5] Volodymyr Mnih, Koray Kavukcuoglu, David Silver, Andrei A Rusu, Joel

Veness, Marc G Bellemare, Alex Graves, Martin Riedmiller, Andreas K Fidje-

land, Georg Ostrovski, et al. Human-level control through deep reinforcement

learning. Nature, 2015.

[6] Vijay R Konda and John N Tsitsiklis. Actor-critic algorithms. In Advances in

neural information processing systems, pages 1008–1014, 2000.

[7] Jean Pouget-Abadie Ian J. Goodfellow, Mehdi Mirza, Bing Xu, David Warde-

Farley, Sherjil Ozair, Aaron Courville, and Yoshua Bengio. Generative adver-

sarial networks. In NeurIPS, pages 2672–2680, 2014.

[8] Xiaoyan Cai, Junwei Han, and Libin Yang. Generative adversarial network



BIBLIOGRAPHY 92

based heterogeneous bibliographic network representation for personalized

citation recommendation. In AAAI, pages 5747–5754, 2018.

[9] Hao-Wen Dong, Wen-Yi Hsiao, Li-Chia Yang, and Yi-Hsuan Yang.

Musegan:multi-track sequential generative adversarial networks for symbolic

music generation and accompaniment. In AAAI, pages 34–41, 2018.

[10] Yong Liu, Yingtai Xiao, Qiong Wu, Chunyan Miao, and Juyong Zhang.

Bandit learning for diversified interactive recommendation. arXiv preprint

arXiv:1907.01647, 2019.

[11] Aleksandar Bojchevski, Oleksandr Shchur, Daniel Zügner, and Stephan
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