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Abstract

Recent advancements in point cloud semantic segmentation have consistently sur-

passed previous state-of-the-art approaches. Nonetheless, the effectiveness of these

models is heavily contingent upon the availability of extensive labeled data. The

process of annotating large-scale geospatial point clouds, particularly those encom-

passing multiple classes in urban environments, is exceptionally time-consuming

and labor-intensive. This reliance on vast annotated datasets to achieve leading

performance significantly hinders the practical applicability of large-scale point

cloud semantic segmentation. Consequently, attaining promising results while sub-

stantially minimizing labeling efforts is a crucial objective.

To address this challenge, we propose a label-efficient framework for point cloud

semantic segmentation. Firstly, we develop an efficient weakly supervised method

that exploits implicit information from unlabeled data, addressing the problems

in scenarios where labels are incomplete and sparse. Entropy regularization is

introduced to penalize overlapping class predictions in the probability distribu-

tion. Additionally, a consistency constraint is designed to enhance the robustness

of predictions by minimizing the discrepancy between the current and ensemble

predictions. An online soft pseudo-labeling strategy is developed to generate ad-
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ditional supervisory signals efficiently and non-parametrically.

Furthermore, to reduce data annotation costs, we devise effective labeling

schemes that contribute to achieving competitive results under the weak super-

vision framework. Revisiting current weak label forms, we introduce the One

Class One Click (OCOC) labeling strategy, a low-cost yet informative quasi scene-

level label that encompasses both point-level and scene-level annotations. We

propose an active weakly supervised framework that leverages scarce labels by in-

corporating weak supervision from both global and local perspectives. Contextual

constraints are imposed by an auxiliary scene classification task, based on global

feature embeddings and point-wise prediction aggregation, respectively, which re-

stricts the model’s predictions to OCOC labels within a sub-cloud. Moreover,

we designed a context-aware pseudo labeling strategy that effectively supplements

point-level supervisory signals subject to OCOC labels. Finally, an active learning

scheme with an uncertainty measure - temporal output discrepancy - is integrated

to identify informative samples and provide guidance on sub-cloud queries, facili-

tating rapid acquisition of desirable OCOC annotations and substantially reducing

the labeling cost.

Moreover, the performance of deep learning models for point cloud segmenta-

tion often degrades significantly when deployed in unseen environments or domains

due to the distributional shift between the training and test data. Domain adap-

tation techniques aim to bridge the gap between the source and target domain,

enabling deep models to generalize effectively across different environments for

geospatial point cloud semantic segmentation. Among different adaptation set-

tings, test-time adaptation (TTA) allows seamless adaptation to unseen test con-

ditions without the need for additional training process, which avoids data privacy
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issues and large computational resources. To fill the gap of adopting TTA into

geospatial point cloud semantic segmentation, we construct three practical adapta-

tion benchmarks, including photogrammetric to airborne, airborne to mobile, and

synthetic to mobile adaptations. Then, a TTA method is proposed by exploiting

the domain-specific knowledge embedded within the batch normalization (BN)

layers. Given the pre-trained model, BN statistical information is progressively

updated by fusing the statistics of each testing batch. Furthermore, we develop

a self-supervised module to optimize learnable BN affine parameters. Information

maximization is introduced to improve prediction confidence while maintaining

class diversity, and pseudo-labeling is further developed to create supervisory sig-

nals.

Comprehensive experimental analysis using multiple public benchmark datasets

demonstrates the effectiveness of our proposed methods. For weakly supervised

learning, our proposed methods significantly boost the classification performance

without compromising the computational efficiency using 1 ‰ of labels. It out-

performs the current weakly supervised methods and achieves a result comparable

to that of full supervision competitors. Combining with active learning, we further

reduce labeling costs to an extreme low extend (�2 ‱). For domain adaptation,

our proposed method considerately improves classification accuracy compared to

direct inference, which also outperforms other popular counterparts.
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Chapter 1

Introduction

1.1 Background

LiDAR (Light Detection and Ranging) have emerged as a transformative technol-

ogy in the remote sensing domain, o�ering unprecedented capabilities in capturing

high-resolution, three-dimensional representations of the Earth's surface and its

features. These systems emit laser pulses and measure the time it takes for the re-


ected light to return, enabling the creation of highly detailed point clouds. Each

point in these clouds represents a speci�c location in the physical world, charac-

terized by spatial coordinates (X, Y, Z) and often supplemented with additional

information such as intensity or return number. The rich information content and

unique capabilities inherent to LiDAR point clouds have catalyzed the develop-

ment of numerous remote sensing applications, including land cover surveys (Yan

et al., 2015), forest monitoring (Yao et al., 2012; Polewski et al., 2015), change

detection (Okyay et al., 2019), and 3D mapping (Fan et al., 2014; Zhang et al.,

2018).

1
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While LiDAR point clouds o�er a wealth of 3D information, unlocking their full

potential for remote sensing applications hinges on the ability to e�ectively inter-

pret and extract meaningful features through semantic segmentation. Point cloud

semantic segmentation, the process of assigning semantic labels (e.g., building,

tree, road) to individual points within a point cloud, enables the transformation

of raw data into a rich, structured representation of the scanned environment. By

automating scene understanding and object recognition, semantic segmentation

serves as a foundational step for higher-level analysis tasks. Ongoing research

e�orts in machine learning, deep learning, and computer vision are continually en-

hancing the accuracy and e�ciency of semantic segmentation algorithms, further

augmenting the value and applicability of LiDAR point clouds in remote sensing

applications.

1.2 Deep learning in point cloud classi�cation

The advent of deep learning techniques (LeCun et al., 2015) has revolutionized

point cloud semantic segmentation, enabling more accurate and computationally

e�cient classi�cation of 3D data. Traditional methods predominantly relied on

rule-based features and geometric processing techniques, which exhibited limita-

tions in capturing the intricate relationships inherent within point clouds (An-

tonarakis et al., 2008; Zhou, 2013). The introduction of machine learning tech-

niques, such as Support Vector Machines (SVMs) (Zhang et al., 2013), Random

Forests (Guo et al., 2011; Weinmann et al., 2015), and JointBoost (Guo et al.,

2015), marked a signi�cant advancement in the �eld of point cloud classi�cation.

Nonetheless, these methods necessitated the construction of meticulously designed
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handcrafted features. Conversely, deep learning approaches have e�ectively cir-

cumvented the need for feature engineering, facilitating the development of more

robust and generalizable segmentation models. Owing to the unstructured nature

of point clouds, the network architecture deviates from the uniform structure of

standard 2D convolutional neural networks (CNNs), giving rise to distinct types

of networks. Four main categories are identi�ed: projection-based, voxel-based,

point-based, and transformer-based.

1.2.1 Projection-based methods

The inherent irregularity of point cloud structures poses a challenge for the direct

application of 2D CNNs to point cloud processing. Previous research e�orts have

attempted to circumvent this limitation by projecting point clouds onto 2D im-

age planes and leveraging well-established 2D CNN architectures for classi�cation

tasks, typically incorporating classical point cloud features such as color, intensity,

and height information. Of note, Hu and Yuan (2016) proposed a point cloud �l-

tering algorithm that mapped each point to an image, where the pixel color value

was determined by three types of height di�erences within the neighborhood of

the central point. Adopting a similar strategy, Yang et al. (2017) extracted hand-

crafted features from point clouds to generate images, which were subsequently fed

into a 2D CNN for point cloud classi�cation purposes. Yang et al. (2018) achieved

improved classi�cation performance by developing a multi-scale CNN capable of

handling transformed images with varying spatial resolutions, while Zhao et al.

(2018) conducted a comparable investigation. A fundamental issue with these ap-

proaches is that multiple points can be aggregated into a single pixel during the
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conversion to an image grid, leading to diminished computational e�ciency and

semantic ambiguity. To mitigate this problem, Boulch et al. (2018) proposed gen-

erating multi-view images of point clouds and inputting them into a 2D semantic

segmentation network, subsequently obtaining point-level classi�cations through

back-projection. Rizaldy et al. (2018) adopted the image generation strategy pro-

posed by Hu and Yuan (2016) and implemented a fully convolutional network for

point cloud ground �ltering, signi�cantly reducing computational overhead. How-

ever, the performance of projection-based methods is constrained by the selection

of the grid size for the transformed images due to the inherently low density of

point clouds. Moreover, information loss during the transformation process ad-

versely impacts classi�cation accuracy.

1.2.2 Voxel-based methods

Voxel-based methods, which employ 3D CNNs, have gained prominence in process-

ing voxelized point cloud data. Unlike projection-based techniques, voxel-based

approaches preserve essential 3D structural information inherent in point clouds.

Notably, VoxNet pioneered this paradigm by converting point clouds into voxels

and utilizing a 3D CNN architecture for 3D object recognition (Maturana and

Scherer, 2015). Similarly, VoxelNet proposed a specialized 3D voxel detection net-

work for outdoor object detection (Zhou and Tuzel, 2018). To mitigate the mem-

ory and computational demands associated with voxelization, researchers have

integrated various point cloud data structures into 3D CNNs, including KD-trees

(Klokov and Lempitsky, 2017) and octrees (Klokov and Lempitsky, 2017). More-

over, studies have explored the synergy between voxel-based and projection-based
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methodologies. Qi et al. (2016) conducted a comparative analysis of 3D volumetric

CNNs and multi-view CNNs, leading to the proposal of two novel volumetric CNN

architectures for 3D object classi�cation. Qin et al. (2019) combined voxel-based

and pixel-representation-based networks for point cloud data classi�cation. How-

ever, it is essential to recognize that voxel-based methods share limitations with

projection-based approaches. The conversion of point clouds into spatially regular-

ized data formats inevitably alters the original geometric structure. Furthermore,

con�guring the voxelization process and handling voids introduce additional com-

plexities.

1.2.3 Point-based methods

In recent years, point-based networks have emerged as the dominant paradigm

for semantic segmentation of unstructured point cloud data. These methods

are purpose-built to directly process point clouds while preserving their inher-

ent topology and distribution. By circumventing the information loss associated

with projection- and voxel-based techniques, point-based networks have garnered

signi�cant attention.

The pioneering works, PointNet and PointNet++ (Charles et al., 2017; Qi

et al., 2017), introduced shared multilayer perceptrons (MLPs) for direct point

cloud analysis. Randla-net (Hu et al., 2020) further explored various point cloud

downsampling techniques and proposed an e�cient network architecture. Re-

searchers have harnessed the unique characteristics of point cloud data to make

substantial contributions. For instance, Yousef Hussien et al. Yousefhussien et al.

(2018) introduced PointNet for geospatial point cloud classi�cation, implementing
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a multi-scale fully convolutional network. E�ective deep feature extraction has

remained a central focus. Li et al. (2020b) developed a densely connected network

for point cloud data classi�cation, integrating handcrafted features and incorpo-

rating an elevation-attention module to enhance semantic feature representation.

In another study, Huang et al. (2020) designed a multi-scale network that combines

a manifold-based feature embedding module with a graph-structured optimization

approach. To enhance structural awareness, (Huang et al., 2021a)] proposed lo-

cal convolution and global attention modules, enabling the capture of both local

and global dependencies within point clouds. Additionally, graph convolutional

networks represent an alternative branch of point-based methods. These networks

construct graphs to connect points, facilitating feature extraction and fusion. For

instance, Wang et al. (2019) introduced dynamic graphs and edge convolution for

local feature extraction, while Landrieu and Simonovsky (2018) segmented point

clouds into clusters using a graph-based network architecture. Inspired by the con-

volution kernels in 2D CNNs, Thomas et al. (2019) proposed a point convolution

network where point kernels were speci�cally designed to learn local geometric

information.

1.2.4 Transformer-based methods

Transformers, initially introduced by Vaswani et al. (2017) in the context of nat-

ural language processing (NLP) tasks, have attracted the interest of researchers

exploring their applicability to point cloud semantic segmentation. These models

excel at capturing long-range interactions between points, resulting in improved

segmentation accuracy for large objects and intricate scenes. The core of trans-
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formers lies in their self-attention mechanism, which empowers the network to

consider the entire point cloud during feature extraction. This holistic perspective

fosters a deeper comprehension of the global context compared to earlier methods.

A seminal contribution in this �eld is the Point Transformer (Zhao et al., 2021a),

which adapted the transformer architecture for e�ective point cloud data process-

ing. It introduced a vector-based self-attention module and a trainable position

encoding scheme. Simultaneously, the Point Cloud Transformer (PCT) (Guo et al.,

2021) harnessed attention mechanisms by proposing an o�set-attention approach

involving an implicit Laplace operator and normalization re�nement. Subsequent

research endeavors have consistently aimed to enhance performance and e�ciency.

To mitigate computational overhead, Park et al. (2022) introduced a lightweight

self-attention block that seamlessly integrates centroid-aware voxelization and de-

voxelization. Additionally, Lai et al. (2022) developed a strati�ed key-sampling

strategy to extract advanced long-range dependencies, encompassing both dense

local and sparse distant embedding. Despite these sophisticated designs, self-

attention mechanisms continue to impose computational demands and memory

constraints. The quadratic complexity of self-attention operations with respect to

input volume presents challenges for real-time applications and resource-limited

environments.

1.3 Label-e�cient semantic segmentation

In the �eld of point cloud semantic segmentation, cutting-edge methods rooted in

deep learning have emerged, with the primary goal of achieving state-of-the-art

results. However, there exists a prevailing bias toward designing novel network
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structures or convolution kernels based on point cloud data characteristics, often

at the expense of recognizing the substantial costs associated with obtaining pre-

cise labels. Supervised approaches heavily rely on meticulously annotated data,

leading to the challenge of data hunger (Gao et al., 2021). Data hunger signi�es an

overwhelming demand for extensive labeled data to achieve superior performance

in supervised learning. The process of collecting precise annotations is labor-

intensive, necessitating expert operators to painstakingly con�rm point categories

from multiple perspectives, particularly when dealing with LiDAR point clouds.

The inherent occlusions resulting from laser scan patterns further exacerbate the

di�culty of labeling points in occluded regions. Moreover, the discrete data struc-

ture inherent in 3D point clouds introduces complexity to visual interpretation.

Despite the formidable nature of data labeling, recent strides in LiDAR tech-

nology and diverse data acquisition platforms have signi�cantly mitigated the col-

lection cost of large, unlabeled point cloud datasets. Notably, several LiDAR point

cloud benchmarks, including the Hessigheim 3D (H3D) benchmark (K•olle et al.,

2021), now o�er tens of millions of high-resolution 3D point clouds with an ap-

proximate density of 800 pts/m². Given the sheer scale of these point clouds,

our investigation centers on whether promising results can be achieved without

fully labeling the entire scene. Additionally, we rigorously assess how method

performance is impacted under such conditions. Fig. 1.1 provides an illustrative

comparison between fully and sparsely labeled data. If competitive classi�cation

results can be attained using incomplete labels alone, the burden of data anno-

tation will be signi�cantly alleviated, thereby enhancing e�ciency in real-world

applications.

The pursuit of label-e�cient semantic segmentation has emerged as a critical
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Figure 1.1: Comparison of fully- and weakly-labeled point clouds. Only 1‡ of
points are labeled in the right �gure.

research imperative due to the large annotation costs associated with data-hungry

supervised deep learning techniques. To alleviate the burden of comprehensive

manual labeling, numerous label-e�cient strategies have been proposed, encom-

passing active learning, semi-supervised learning, weakly supervised learning, and

self-supervised learning paradigms. Active learning frameworks strategically query

an oracle (e.g., human annotator) to label the most informative subset of instances,

iteratively re�ning the model's decision boundaries. Conversely, semi-supervised

learning amalgamates a modest corpus of labeled data with a preponderance of

unlabeled samples, leveraging the statistical regularities within the unlabeled data

distribution to enhance generalization.

Recently, comprehensive reviews of weakly supervised learning methods have

been conducted (Zhou, 2017; Van Engelen and Hoos, 2020). Weak supervision

can be categorized into transductive and inductive modes. For transductive data,

unlabeled data precisely match the test data and are used as a co-training set

in parallel to parameterize the model. In contrast, inductive learning follows the

normal process of a full supervision scheme. This trains a model separately with

labeled samples and generalizes to unseen areas. The mode of inductive learning

is considered for investigation in this thesis owing to its high applicability. When
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applying weakly supervised methods, it is crucial to choose a suitable weak-label

annotation strategy to reduce the labeling workload. The work by Xu and Lee

(2020) provides theoretical and experimental analyses demonstrating the superi-

ority of discrete labels given the same labeling e�orts, a principle also utilized

in this thesis. Early studies, such as those by Guinard and Landrieu (2017) and

Yao et al. (2020), proposed transductive learning frameworks for classifying point

clouds with sparse weak labels, although their practicality was limited. In the con-

text of point cloud semantic segmentation, Xu and Lee (2020) developed a weakly

supervised strategy. Surprisingly, satisfactory classi�cation results were achievable

with only approximately 10% of labeled points in a scene. Modern deep models

exhibit robust performance even when annotation abundance is signi�cantly re-

duced. Experimental results from Hu et al. (2022a) indicate that there is merely

a slight accuracy degradation even if only using 1% of sparsely distributed labels.

Based on this, we further explore novel solutions under the label scarcity issue.

Furthermore, devising an optimal strategy for structuring and organizing weakly

annotated labels in an e�cient and e�ective format constitutes a pivotal issue in

the overarching endeavor to curtail substantial labeling costs, while concurrently

ensuring the attainment of satisfactory results that meet or exceed prescribed

performance thresholds. The meticulous organization and representation of weak

label information unequivocally impacts and informs the methodological design

decisions inherent in the formulation of weakly supervised machine learning tech-

niques. Consequently, the framework for structuring weak labels bears profound

rami�cations on the overall e�cacy of the weakly supervised paradigm in achiev-

ing a judicious trade-o� between annotation costs and attainable performance. In

this thesis, we will further explore e�cient weak label format and compatible weak
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supervision framework.

On the other hand, most of existing deep models are tailored and assessed on

speci�c 3D benchmarks, which hampers their generalization and transferability

across di�erent 3D domains. Di�erent 3D domains may have di�erent distribu-

tions, scales, densities, and noise levels of point clouds, which can cause a signi�-

cant performance drop when applying a model trained on one domain to another.

Typical domain shifts in point cloud data is illustrated in 1.2. Domain adapta-

tion is a crucial aspect of computer vision that has gained signi�cant attention in

recent years. It addresses the problem of performance degradation when a model

trained on one dataset (source domain) is applied to a di�erent dataset (target

domain) with a di�erent distribution. This is especially important in real-world

applications where it is often infeasible or expensive to collect and annotate large

amounts of data for every possible domain.

Figure 1.2: Typical domain shifts in LiDAR point clouds.
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1.4 Objectives and contributions

While it is of great importance to apply semantic segmentation for point cloud

data in various real-world remote sensing applications, the massive size of point

clouds and the scarcity of labeled data limit its further developments. In order

to minimize labeling costs and increase automation of applications, we propose a

label-e�cient point cloud semantic segmentation framework, and the whole struc-

ture is presented in Fig. 1.3. A novel weakly supervised method is �rst developed

to solve the situation that point clouds are merely annotated with sparsely dis-

tributed weak labels. Next, to explore more e�cient weak label format, we propose

an active weakly supervised method, integrating active learning in weak supervi-

sion to leverage our carefully designed weak labels. Finally, we further explore the

domain adaptation task and enable e�ective generalization performance of pre-

trained models. The main contributions of this thesis are summarized as follows.

� We present a versatile plug-and-play weakly supervised framework that seam-

lessly integrates with mainstream backbone networks, reducing the reliance

on abundant labels while achieving competitive results. Our approach incor-

porates entropy regularization to penalize class overlap, enhancing prediction

con�dence, and introduces a consistency constraint to bolster prediction ro-

bustness. Additionally, we propose an online soft pseudo-labeling strategy

to provide supplementary supervisory signals.

� An active weakly supervised point cloud semantic segmentation framework is

introduced by leveraging One Class One Click (OCOC), a cost-e�ective quasi

scene-level label that encapsulates both contextual and point-wise semantic

information. Our novel weakly supervised method introduces contextual con-
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straints and a context-aware pseudo-labeling strategy. To e�ectively expand

the labeled pool, we employ an active learning scheme based on Temporal

Output Discrepancy (TOD).

� We highlight test-time adaptation for geospatial point cloud semantic seg-

mentation, and construct three practical adaptation directions. A progres-

sive update of BN statistics is proposed to adapt the pre-trained model with

domain-speci�c information from target data, which is also compatible with

self-supervised methods. A self-supervised module containing information

maximization and pseudo-labeling is further introduced to optimize learn-

able BN a�ne parameters.

Figure 1.3: The proposed structure in this thesis.

1.5 Outline

The thesis is structured as follows: Chapter 2 proposed a new weakly supervised

method to solve the problem in which point-wise annotations are extreme limited

and sparse. In Chapter 3, a e�cient label format, one class one click (OCOC), is

introduced. Based on it, we redesign weak supervision pipeline, and incorporate an

active learning scheme to further reduce labeling costs. In Chapter 4, we develop

a test-time adaptation (TTA) method for practical domain adaptation of point
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cloud classi�cation. Comprehensive experimental analysis are contained in each

chapter. Concluding remarks and future outlooks are summarized in Chapter 5.



Chapter 2

Weakly Supervised Learning for

Point Cloud Semantic

Segmentation

2.1 Introduction

Semi- and weakly supervised learning methods are commonly employed to address

scenarios where label scarcity poses a challenge. When applying weakly supervised

techniques, selecting an appropriate weak-label annotation strategy becomes cru-

cial for reducing the labeling workload. In the context of image processing, weak

labels can take various forms, such as a few labeled images (Dong and Xing, 2018),

pixel-level annotations (Bearman et al., 2016), labels assigned to image patches

(Yao et al., 2016), or bounding boxes and associated categories within images

(Kolesnikov and Lampert, 2016). For conventional computer vision tasks, image-

level labels are readily accessible, and augmenting them with labeled pixels often

15
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improves classi�cation performance. However, this paradigm di�ers from geospa-

tial point cloud processing, which typically covers large-area earth surfaces. To

facilitate training, the data must be subdivided into smaller blocks. Consequently,

directly labeling a sparse subset of points across the entire dataset appears more

practical than annotating scene-level labels for numerous extracted subsets.

Given a �xed budget for labeled points, selecting an e�ective labeling strategy

becomes a critical consideration. Moreover, Xu and Lee (2020) conducted theo-

retical and experimental analyzes, demonstrating the superiority of discrete labels

over conventional ones. Consequently, we adopt a strategy that initializes spatially

discontinuous weak labels in this chapter. Despite the wealth of research in weakly

supervised image processing, studies speci�cally related to point cloud processing

remain scarce. Notably, Guinard and Landrieu (2017) and Yao et al. (2020) pro-

posed transductive learning frameworks for classifying point clouds using sparse

weak labels, although their practicality was limited. In contrast, Xu and Lee (2020)

developed a inductive weakly supervised strategy for point cloud semantic segmen-

tation. However, achieving satisfactory classi�cation results in their experiments

still required approximately 10% of labeled points within a scene. Consequently,

a signi�cant labeling workload persists, particularly for datasets with high point

density.

In this chapter, we present a versatile plug-and-play framework designed for

weakly supervised geospatial point cloud semantic segmentation. Our approach

seamlessly integrates with various deep network architectures, leveraging informa-

tion from unlabeled data. We initiate our methodology by considering the entropy

associated with predictions for unlabeled points during training. Entropy serves

as a quanti�cation of uncertainty, where low uncertainty aligns with high predic-
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tion accuracy. Consequently, we incorporate entropy regularization to alleviate

class overlap in prediction probabilities and increase con�dence. Furthermore,

we introduce an ensemble prediction constraint, which aligns the prediction at

the current training step with its ensemble counterpart across the entire training

process. This constraint contributes to robust results. To further enhance classi�-

cation accuracy, we propose an online soft pseudo-labeling strategy. This dynamic

strategy generates pseudo labels during training with heightened frequency, en-

suring real-time updates for all points at each training step and facilitating rapid

convergence. Pseudo-labels are derived from ensemble predictions, and their im-

pact on the loss function is modulated by prediction con�dence. As our backbone

network, we employ KPConv (Thomas et al., 2019), a point convolution network.

Experimental evaluations conducted on three datasets reveal competitive results,

even when compared to the fully supervised scheme using only 1‡ of the labels.

Our primary contributions can be succinctly summarized as follows.

� We present a versatile plug-and-play framework for weakly supervised geospa-

tial point cloud semantic segmentation. Our approach seamlessly integrates

with mainstream backbone networks, reducing the reliance on abundant la-

bels while achieving competitive results.

� We introduce entropy regularization, which penalizes class overlap in predic-

tive probabilities, thereby enhancing prediction con�dence.

� We design a consistency constraint that minimizes the discrepancy between

the current prediction and its ensemble counterpart, contributing to robust

predictions.

� An online soft pseudo-labeling strategy is proposed to provide supplemen-
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tary supervisory signals. By dynamically generating pseudo labels during

training, we secure an e�cient and parameter-free learning process.

The subsequent sections of this chapter are organized as follows. In Chapter 2.2,

we conduct a systematic review of semi- and weakly supervised approaches for

both image and point cloud semantic segmentation. The proposed methodology is

elaborated upon in Chapter 2.3. Furthermore, Chapter 2.4 outlines the datasets

used and describes the weak-label settings. In Chapter 2.5, we present an extensive

experimental analysis, comparing and evaluating the e�ectiveness of our proposed

method. Concluding remarks are provided in Chapter 2.6.

2.2 Related work

2.2.1 Weakly supervised learning for image processing

This section commences with an exploration of weakly supervised methodologies

within the realm of image processing, a domain where groundbreaking research

has been undertaken. In the context of weak supervision, the focus has been on

harnessing the latent information present in unlabeled datasets. Techniques such

as entropy regularization or minimization (Grandvalet and Bengio, 2004a) have

been instrumental in reducing the entropy of model predictions on unlabeled data,

yielding signi�cant advancements in semi-supervised learning paradigms. Pseudo-

labeling, recognized for its simplicity and e�cacy, involves assigning provisional

labels to unlabeled data based on the predictions of the current model, thus im-

proving the model's classi�cation capabilities under weak supervision. The foun-

dational study on pseudo-labeling was introduced by Lee (2013). To counteract
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inaccuracies stemming from mislabeled pseudo-labels, Iscen et al. (2019) devised

a method that assigns variable con�dence to pseudo-labels contingent on the en-

tropy of the predicted probabilities. Addressing the skew in pseudo-labels due to

imbalanced class distributions, He et al. (2021) proposed the Distribution Align-

ment and Random Sampling (DARS) technique, which generates unbiased pseudo-

labels that re
ect the true class distribution found in labeled datasets. Some

approaches have integrated consistency constraints by generating contrastive sam-

ples. A common tactic is to apply data augmentation and enforce a loss function

that maintains feature similarity. To generate more robust contrastive pairs, Laine

and Aila (2017) leveraged the exponential moving average of model predictions for

comparison, while Tarvainen and Valpola (2017) took into account the ensemble

of model parameters. Miyato et al. (2018) introduced adversarial training to cre-

ate more challenging comparison samples beyond basic geometric transformations.

Furthermore, the amalgamation of various proven semi-supervised techniques has

been shown to further re�ne accuracy (Berthelot et al., 2019; Sohn et al., 2020).

2.2.2 Weakly supervised point cloud semantic segmenta-

tion

In the realm of point cloud semantic segmentation, weakly supervised learning

is attracting heightened interest. Faced with incomplete and sparse annotations,

these methods employ supplementary constraints as auxiliary information to steer

the training process. Depending on their speci�c work
ows and tactics, these ap-

proaches can be broadly classi�ed into two principal categories: contrastive con-

straint and supervisory signal expansion. It is important to note that a composite
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framework that merges these two mechanisms has demonstrated superior perfor-

mance. Although most studies utilize a hybrid approach, for the sake of clarity,

this section delineates the two categories distinctly.

2.2.2.1 Contrastive constraint

The principle of contrastive learning is predicated on the notion that visual in-

terpretations or computed features should maintain consistency when juxtaposed

with analogous data pairs. A straightforward technique involves introducing per-

turbations, such as rotation and scaling, to the original point cloud and minimizing

the variance in predictions between the altered and original datasets (Xu and Lee,

2020). Zhang et al. (2021b) utilized scene-wide transformations and point-speci�c

displacements on point clouds, adopting the Jensen-Shannon divergence as a metric

for self-distillation loss. Wei et al. (2021) crafted a cross-sample feature realloca-

tion module to bolster features and introduced a consistency loss by contrasting

with the foundational features. Beyond comparing augmented point pairs, some

research has compared points from disparate spatial locations. An initial study

by (Xie et al., 2020) introduced a self-supervised framework for point cloud repre-

sentation learning, wherein points with spatial discrepancies were used as negative

pairs to compel the model to di�erentiate features. For semantic segmentation,

pseudo-labels have been recognized as potent tools for guiding the formation of

positive/negative pairs. Jiang et al. (2021) ensured that feature pairs with diver-

gent semantic predictions remained dissimilar. Additionally, HybridCR (Li et al.,

2022) introduced two contrastive consistency-based regularizers, one from a local

and the other from a global perspective, prompting anchor points to resemble

matched positive points and di�er from negative points in terms of posterior prob-
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ability. The global regularizer utilized class prototypes for point pair construction,

while the local regularizer relied on spatial neighbor comparisons.

2.2.2.2 Supervisory signal expansion

The expansion of supervisory signals is a logical strategy that generates targets

mirroring the format of the original annotations, subsequently treating them as

factual for concurrent training. Pseudo-labeling, which assigns labels to a vast

quantity of unlabeled data based on model predictions trained on a limited la-

beled dataset, is a widely adopted technique in various weakly supervised contexts.

Given the signi�cant variations in point cloud density, particularly in autonomous

driving scenarios, Unal et al. (2022) introduced a class-range-balanced pseudo-

labeling approach that selects pseudo-labels proportionally from segmented blocks

and sets class-speci�c thresholds. In Deng et al. (2022a), pseudo-label re�nement

was achieved through a relational graph that encompassed both local and non-local

points. Exploiting spatial structural information, methods such as superpoint or

graph structures have been utilized for pseudo-label dissemination. Deng et al.

(2022b) generated superpoints via region growing based on geometric and chro-

matic attributes, then labeled points within each superpoint with either a dominant

label or no label, contingent on the purity of the pseudo-labels within the super-

point. In Liu et al. (2021b), objects within supervoxels bearing initial weak labels

were assigned pseudo-labels for self-training, with these labels being propagated

through a graph structure predicated on the geometric uniformity of supervoxels.

Similarly, Cheng et al. (2021) proposed a dynamic label propagation strategy that

incrementally disseminates superpoint-level pseudo-labels from initial weak labels

and dynamically selects pseudo-labels using a superpoint dropout approach. Con-
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versely, some studies have utilized non-point-level weak labels, transforming them

into point-level labels during training. Box2Seg (Liu et al., 2022b) sought to

discern dense semantics of point clouds using 3D bounding box annotations, in-

troducing an unsupervised 3D GrabCut algorithm to isolate foreground points for

pseudo-label generation. Building on scene-level labels, Lin et al. (2022) suggested

a two-phase strategy, where initial outcomes produced by a point class activation

map were treated as pseudo-labels to retrain a semantic segmentation network in

the subsequent phase.

2.3 Methodology

Figure 2.1: Schematic diagram of the proposed weakly supervised approach for
semantic segmentation of point clouds. Following the retrieval of the prediction
output p from the primary network, partial supervision and entropy regularization
are applied to the labeled and unlabeled point setsPw and Pu, respectively. We
introduce a contrastive constraint aimed at reducing the variance between the
immediate predictionp and its collective counterpart ~p. Subsequently, soft pseudo-
labelsYpl are derived from ~p, serving as supplementary supervisory signals.
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2.3.1 Overview

In this section, weak labels are de�ned as sparse annotations randomly distributed

across the scene. Given an input point cloudP 2 RN � D consisting ofN points

with D-dimensional features, a subset ofM points (M � N ) are assigned la-

bels, denoted asPw 2 RM � D . The corresponding labelsY 2 RM encompassK

classes, while the remaining unlabeled points are represented asPu 2 R(N � M )� D .

To address the challenge of sparse annotations, we introduce a weakly supervised

approach that harnesses both labeled and unlabeled data. The methodology of the

proposed approach is depicted in Fig. 2.1. Within the framework of weak super-

vision, loss function computations and the backpropagation process are con�ned

to the limited labeled points, akin to the conventional fully supervised learning

approach. To capitalize on the unlabeled data, entropy regularization (ER) is ap-

plied, aiming to reduce class overlap and foster predictions with elevated con�dence

levels. The scarcity of labels often does not represent the comprehensive knowl-

edge of the entire dataset, which can result in suboptimal training and inconsistent

outcomes. To bolster the model's stability, we introduce an ensemble prediction

constraint (EPC), which assesses the current prediction against an aggregated en-

semble value. Moreover, our method incorporates an online soft pseudo-labeling

(OSPL) technique to enhance model e�cacy. This technique generates dynamic

pseudo-labels from the ensemble predictions of the training set, assigning vari-

able weights based on entropy and integrating them with labeled data in the loss

function computation.

For the backbone network, we employ KPConv (Thomas et al., 2019), rec-

ognized for its superior performance across various benchmark datasets. KPConv
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extends the concept of convolutional kernels from image processing to point clouds

by introducing deformable kernel points that adjust to local point cloud features.

We utilize a rigid point convolution kernel and maintain the same network archi-

tecture as KPConv for the semantic segmentation task. The encoder consists of

�ve convolutional layers arranged in a ResNet-like con�guration, while the decoder

features skip connections and nearest sampling for feature propagation.

2.3.2 Entropy regularization

We delve into the principle of entropy regularization by initially discussing training

with incomplete labels. The training regimen under partial supervision mirrors

that of full supervision, with the primary di�erence residing in the loss function

design. Given that only a subset of pointsPw has associated labels, we compute

the loss for these points and execute backpropagation. The softmax cross-entropy

loss function is widely used in supervised semantic segmentation of point clouds,

expressed as follows:

L seg = �
1

jPw j

MX

i

KX

c

yic logpic (2.1)

wherepic is the predicted probability of point pi and yic represents thec-th category

value of the one-hot vector of labelYi .

In the absence of annotated data for loss computation, we can still exploit the

class-wise posterior probabilitypc of unlabeled pointsPu, which represents the pre-

dictive probability derived from the models. Entropy regularization (Grandvalet

and Bengio, 2004a) is predicated on the notion that the utility of unlabeled data

diminishes with increased class overlap. EntropyH quanti�es class overlap and

remains una�ected by model parameterization, thus serving as an indicator of the
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value of unlabeled data with ambiguous predictions. By minimizing class overlap,

entropy regularization reduces uncertainty and facilitates con�dent predictions.

For a speci�c target point cloud, we calculate the Shannon entropy (Shannon,

1948) for each pointH i :

H i = �
KX

c

pic logpic (2.2)

Entropy regularization is proposed to minimize the entropy of the posterior prob-

ability, and the loss was calculated as an averaged value:

L ent =
1

jPu j

N � MX

i

H i (2.3)

The supervised segmentation lossL seg and the entropy regularization lossL ent

are computed for labeled and unlabeled points, respectively, and are optimized

concurrently during training. Fig. 2.2 illustrates a comparison of the normalized

entropy map H 2 [0; 1]N for the classi�cation results on the training set. Initially,

many points display high entropy due to the model being under�tted with limited

weak labels. However, through entropy regularization, the entropy is reduced for

most points, yielding a map that more closely resembles one obtained under full

supervision.

2.3.3 Ensemble prediction constraint

This section introduces a consistency constraint to bolster the model's capac-

ity for generating more reliable predictions in the face of limited labeling. As

a self-teaching mechanism, the consistency constraint aims to minimize the vari-

ance between a pair of strategically crafted contrastive samples. The foundational
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(a) (b)

(c) (d)

Figure 2.2: A comparative visualization of the entropy maps corresponding to the
classi�cation outcomes. Panels (a), (b), (c), and (d) display the color-coded maps
and the e�ects preceding and subsequent to the application of entropy regulariza-
tion, under conditions of both weak and full supervision. Regions of low entropy
are depicted in blue, signifying more con�dent predictions, while areas of high
entropy are indicated in yellow, denoting less certainty in the model's predictions.

hypothesis posits that the predictionp should remain invariant when minor per-

turbations s are applied to the targett, such as input data or model parameters,

expressed aspt = pt+ s. A straightforward and e�ective technique for process-

ing point clouds involves creating a randomly augmented point cloud samplêP

through transformations like rotation and scaling, inputting it alongside the orig-

inal data P into the network, and evaluating the distance measureDis (P; P̂)
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between the resulting features or classi�cation probabilities. Nonetheless, the ran-

domness of augmentation can introduce prediction instability. Moreover, training

such networks typically demands substantial computational resources due to the

increased memory load from the additional contrastive samplêP. To mitigate

these challenges, some methods have adopted ensemble learning principles to gen-

erate more representative contrastive samples while enhancing training e�ciency.

Di�ering from the creation of contrastive input data, Temporal Ensembling (TE)

(Laine and Aila, 2017) captures the ensemble prediction ~p throughout the train-

ing and contrasts it with the current prediction p. Given that ensemble results

are often more accurate and stable, TE o�ers a superior reference for comparison

with unlabeled samples. However, TE's limitation lies in its epoch-based update

of ensemble predictions, which slows the integration of learned information into

the training. Mean Teachers (MT) (Tarvainen and Valpola, 2017) addressed this

by updating ensemble model parameters to generate predictions for consistency

constraints at each step, though this necessitates two forward propagation com-

putations per step, impacting training e�ciency.

In this work, akin to TE, we utilize the ensemble prediction value ~p, but over-

come TE's limitations in point cloud classi�cation by employing an overlapped

mini-batch paradigm. Both TE and MT originated in image processing, where

each image is typically processed once per epoch. In contrast, large-scale point

cloud tasks require mini-batches representing smaller data subsets. To improve

feature representation in boundary regions, overlaps between subsets are intro-

duced, e�ectively serving as point-wise data augmentation. Consequently, a point

may be processed multiple times within an epoch. As depicted in Fig.2.3, a point

is included in various mini-batches at di�erent training steps (T0, T1, T2, etc.),
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Figure 2.3: The concept of the ensemble prediction constraint. ~p represents the
exponential moving average (EMA) of past predictions, whilepTc signi�es the
prediction at the current timestep. The goal is to reduce the disparity between
these two predictive values, with the ensemble prediction typically considered a
more reliable measure.

allowing the ensemble prediction ~pi to be updated more frequently within an epoch

while maintaining training e�ciency with only one forward propagation required

per step. The ensemble prediction ~p is updated using the exponential moving

average (EMA) of point predictions, which incorporates historical values into the

update process. The (t � 1)th EMA value of point predictions as ~p(t � 1) will be

updated subsequently as:

~p(t) = � � ~p(t � 1) + (1 � � ) � p (2.4)

where� is the coe�cient used to balance the weighting between the ensemble and

new values, which is set to 0.9. The mean square error (MSE) is used to describe

the consistency cost, denoted as:

L epc = �
1

jPj

NX

i

kpi � ~pi k
2 (2.5)
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where pi and ~pi are the predictions at the current step and its ensemble value,

respectively. This consistency loss applies to both the labeled and unlabeled data.

2.3.4 Online soft pseudo-labeling

We also explore pseudo-labeling, a semi-supervised technique that addresses the

scarcity of annotations. This method involves training a classi�er on predictions,

then retraining it using the inferred classes for unlabeled data as if they were

true labels. By augmenting the number of pseudo-labels, we aim to replicate

class distributions in the feature space at the scene level. Traditional pseudo-

labeling methods encounter two primary challenges: the inevitable generation of

incorrect predictions due to an under�tted model trained on weakly labeled data,

and the need for iterative updates of pseudo-labels throughout training, which can

be ine�cient. We propose an online soft pseudo-labeling approach that addresses

these issues, allowing all unlabeled points to participate in pseudo-label training

without compromising training speed.

2.3.4.1 Soft pseudo-label

Predictions with high posterior probabilities are generally more reliable. A typical

method involves selecting labels with predicted probabilities above a �xed thresh-

old. However, �nding a universal threshold for di�erent datasets is challenging.

To better capture class distribution and associations across the entire scene, we

assign and soften pseudo-labels for all unlabeled dataPu, associating them with

varying weightsw based on class distribution uncertainty. We employ the Shannon

entropy of the predicted probability H to gauge uncertainty, with higher values
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indicating greater uncertainty. Following the approach by Iscen et al. (2019), the

weight wi for point pi is de�ned as:

wi = 1 �
H i

logK
(2.6)

where H i is de�ned in Equation 2.2 and logK is used to normalizewi to [0, 1]

because it is the maximum value ofH i according to the principle of maximum

entropy.

2.3.4.2 Online training

We propose using output predictions from each forward propagation directly to

generate pseudo-labels. The ensemble prediction during training ~pi de�ned in

Chapter 2.3.3 is utilized owing to its robustness and e�ciency. Thus, hard pseudo-

labelsYpl from the unlabeled training data are generated as follows:

Ypl
i = arg max ~pic ; i 2 P u (2.7)

We maintain that ground truth weak labels are crucial for model training. To

preserve their impact, we formulate separate loss functions for ground truth and

pseudo-labels. The pseudo-label loss is computed using weighted cross-entropy

based on instant predictions, denoted as:

L pl
seg = �

1
jPu j

N � MX

i

wi

KX

c

ypl
ic logpic (2.8)

Fig. 2.4 contrasts the training processes of the two strategies. Traditional

methods require retraining the model to convergence to update pseudo-labels and
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iterate the process. Our method generates and assigns all pseudo-labels in a mini-

batch from ~pi at each step, enabling training to proceed similarly to normal su-

pervision while maintaining comparable training duration.

Relation to ER and EPC We examine the synergy between the three proposed

modules (ER, EPC, and OSPL), all of which rely on prediction probabilities during

training. While ER and OSPL both aim to produce highly con�dent predictions,

(a) Classical pseudo-labeling

(b) Online soft pseudo-labeling

Figure 2.4: A comparison of training process between classical pseudo-labeling
and online soft pseudo-labeling. Classical pseudo-labeling involves updating the
pseudo-labels for the entire dataset only after the model has fully converged. In
contrast, OSPL updates the pseudo-labels for each batch of training data at ev-
ery step. Moreover, unlike the rigid method of selecting labels based on a �xed
threshold, OSPL applies weights to each pseudo-label according to the associated
uncertainty, which is visually represented by varying shades of color.
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they do so through distinct mechanisms. ER seeks to diminish class overlap in

the probability distribution, particularly aiding unlabeled points with high uncer-

tainty ( Phigh ent
u ). OSPL extends this by generating one-hot labels to reduce the

uncertainty of unlabeled data. As soft pseudo-labels assign greater weight to more

reliable predictions, OSPL capitalizes on unlabeled points with high con�dence

and low entropy (P lowent
u ). Thus, ER decreases the number ofPhigh ent

u , generates

more P lowent
u , and primarily usesP lowent

u to create dependable pseudo-labels, fur-

ther re�ning the model. The EPC module ensures prediction robustness by using

ensemble values as a reference, creating a smoothness term to regulate ER and

OSPL. This is crucial as ER and OSPL could inadvertently reinforce incorrect

predictions in unlabeled data, and the consistency constraint serves to counteract

such con�rmation bias.

2.3.5 Training Process

All the losses proposed in the previous sections simultaneously participate in back-

propagation with di�erent weights. The combined optimization problem is pre-

sented as follows:

� = arg min
�

(L seg + � ent L ent + � epcL epc + � plL pl
seg) (2.9)

where � represents the model parameters, and� ent , � epc, and � pl are weighting

factors. A ramp-up weight for unsupervised loss components is employed in this

chapter. Speci�cally, � ent and � epc are set equal in our experiments, de�ned by a

Gaussian curve exp[� 5(1� T)2] following (Laine and Aila, 2017), whereT increases

linearly from 0 to 1 during the ramp-up period, and� pl is set to zero during the



33 Chapter 2. Weakly Supervised Learning for Point Cloud Semantic Segmentation

ramp-up period. Therefore, the entire training process consists of two stages, with

each stage lasting for 100 epochs. Stage 1 is the ramp-up period, and� ent , � epc,

and � pl are all set to one during stage 2. The training process is described in

Algorithm 1.

2.4 Experiment

2.4.1 Dataset and preprocessing

Three point cloud datasets are chosen for evaluation and analysis: the ISPRS Vai-

hingen 3D Semantic Labeling benchmark (ISPRS) (Cramer, 2010; Rottensteiner

Algorithm 1 Weakly Supervised Point Cloud Semantic Segmentation
Input: Point clouds P 2 RN � D , LabelsY 2 RM (M � N )

and corresponding one-hot vectory 2 RM � C

Output: Predictions p 2 RN � C

# Stage 1
for epoch 1 to 100do

for each mini-batchB do
Train one step:

� = � � � r (L seg(y; pl j�) + � ent L ent (pu j�) + � epcL epc(~p; pj�));
# � is learned parameters, pl and pu are predictions in labeled and

unlabeled data
Update ensemble prediction: ~pi = � � ~pi + (1 � � ) � pi ; i 2 B

# Stage 2
for epoch 1 to 100do

for each mini-batchB do
Generate pseudo-labels:Ypl

i = arg max ~pi ; i 2 B \ P u;
Train one step:

� = � � � r (L seg(y; pl j�)+ L ent (pu j�)+ L epc(~p; pj�))+ L seg
pl(ypl ; pu j�);

Update ensemble prediction: ~pi = � � ~pi + (1 � � ) � pi ; i 2 B
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et al., 2012), large-scale LiDAR data for semantic labeling in dense urban areas

(LASDU) (Ye et al., 2020; Li et al., 2013), and the Hessigheim 3D Benchmark

(H3D) (K•olle et al., 2021).

ISPRS dataset The dataset integrates point clouds from the Leica ALS50 sys-

tem, complemented by an infrared camera to append color information. The

LiDAR and corresponding aerial photographs originate from Stuttgart, Germany.

The dataset exhibits a point density of 4-7 points/m². Comprehensive aerial cov-

erage of the area was achieved, with a ground sampling distance maintained at 8

cm. The dataset is organized into nine distinct categories: powerline, low vegeta-

tion, impervious surfaces, cars, fences, roofs, facades, shrubs, and trees. For the

purposes of model training and evaluation, the dataset is bifurcated, encompassing

753,859 points for training and 411,721 points for testing. The class distribution

is imbalance, with a signi�cant concentration in the categories of low vegetation,

impervious surfaces, roofs, and trees.

The dataset features multi-pass scanning data, exhibiting non-uniform point

distribution across the surveyed area. To address the redundancy of points in

intersecting scan paths and to achieve a consistent point density, a subsampling

strategy with a grid dimension of 0.4 m was implemented for pre-processing. The

data is characterized by the following feature set:f X, Y, Z, intensity, NIR, R, G g.

LASDU dataset The dataset was collected via the Leica ALS70 system, mounted

on an aircraft surveying a valley near the Heihe River in northwest China. The

urban area covered by the dataset is approximately 1 km². The density of the

point clouds is noted to be between 3 and 4 points/m². The dataset is divided
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into four contiguous segments, with half allocated for training and the other half

for testing purposes. The overall number of points is around 3.12 million, with the

training and testing segments containing roughly 0.59 million, 1.13 million, 0.77

million, and 0.62 million points, respectively. The dataset is pre-sorted into �ve

distinct categories: ground, artifacts, low vegetation, trees, and buildings. Figure

2.5 displays the LASDU dataset's division into training and testing sets.

Due to the even distribution and relatively sparse density of the point clouds

in the LASDU dataset, the raw data is directly utilized in both the training and

testing stages. The format of the data features is presented asf X, Y, Z, intensity g.

H3D dataset The dataset consists of a high-density LiDAR point cloud, aver-

aging approximately 800 points/m², complemented by RGB images with a ground

sampling distance (GSD) of 2-3 cm. The data was gathered using a Riegl VUX-

1LR scanner paired with two obliquely mounted Sony Alpha 6000 cameras on a

RIEGL Ricopter platform. The research area, located in Hessigheim, Germany,

is divided into three linked sections designated for training, validation, and test-

ing. The training and validation datasets contain about 59.4 million and 14.5

million points, respectively. Eleven semantic categories have been prede�ned in

the dataset: low vegetation, impervious surfaces, vehicles, urban furniture, roofs,

facades, shrubs, trees, soil/gravel, vertical surfaces, and chimneys. Figure 2.6

illustrates the training and validation sets of the H3D dataset in color.

To e�ciently handle the large volume of raw data, we implemented a subsam-

pling grid size of 0.1 m for the training and testing phases, which aids in com-

putational e�ciency while preserving the detail of the point cloud structure. In

the inference phase, predictions for the raw test data are generated using nearest-
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neighbor interpolation. The features of the data are formatted asf X, Y, Z, R, G,

Bg.

(a) (b)

Figure 2.5: The LiDAR intensity map of training (a) and testing (b) sets of LASDU
dataset.

2.4.2 Con�guration for weak labels

We evaluate the performance of our weakly supervised method by selecting weak

labels under di�erent ratios. The point labels for each category are randomly ini-

tialized with (approximately) the same number, alleviating the issue of strong class

imbalance. Additionally, as the exact number of instances per category remains

unknown before data annotation, the proposed weak-label con�guration is more

applicable to real-world tasks, and no prior knowledge of class occurrence prob-

ability is contained in the weak labels. It is important to note that the number
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Figure 2.6: The RGB color map of training and validation sets of H3D dataset.
The validation set is shown by the blue box.

of weak labels for each category was not exactly the same due to the presence of

extreme class imbalance in the LiDAR data. Even when the total number of weak

labels is small, a large proportion of points may already be labeled for certain

classes, which can hardly be considered a weakly supervised task. We followed

three weak-label selection criteria:

� Weak labels are randomly selected from the training dataset;

� The number of weak labels per category is capped at 10% of the total points

in that category;

� Sets with fewer weak labels are subsets of those with more weak labels, such

as the 1‡ weak-label set being fully included in the 2‡ set.

Di�erent weak-label ratios are considered in the experiments. First, we set the

maximum number of weak labels for each category. Weak labels are then initialized

using the designed criteria. The maximum number can be adjusted to approach

the exact settings as closely as possible. Weak-label initialization for the ISPRS

and H3D datasets is conducted using subsampled data.
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2.4.3 Implementation details

In accordance with KPConv's framework, we facilitate the assembly of minibatches

for point cloud training. This procedure is graphically represented in Fig. 2.7. Each

batch is a collection of point clouds con�ned within a cylindrical volume, where the

radius r is proportional to the density of the point cloud. Due to the 
uctuating

number of points in each batch, the batch size is not static, and the upper limit

of the total number of points, Bsum , for each training step is determined by the

memory capacity of the graphics card. For the ISPRS and LASDU datasets, the

values for r and Bsum are consistently set at 30 m and 120,000, respectively. In

contrast, for the H3D dataset, these values are reduced to 5 m and 90,000. The

number of training steps per epoch is set at 80 for ISPRS, and 200 and 400 for

LASDU and H3D, respectively. The positioning of the cylindrical batch within the

point cloud is not arbitrary but is guided by a distance-weighted potential function

during training. Each point in the training set is initially assigned a potential

value V within the range [0, 0.001]. The point with the minimum potential is

selected as the nucleus for the next batch, and the potentialV of points within

the batch is increased by a valuev, ranging from [0,1], calculated asv = dis (Pc ;P i )
r .

This strategy ensures a consistent frequency of point selection for the model and

enhances the diversity of training samples. An example of minibatch generation

is illustrated in Fig. 2.7(a). We also apply batch data augmentation techniques,

including random rotations around the z-axis, scaling, and the introduction of

noise in the coordinates. Normalized coordinates are computed for each batch

by deducting the X and Y values of the central point and the Z value of the

lowest point within the batch. During testing, to boost e�ciency and maintain
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comparability with other methods, uniform blocks are generated despite the fact

that the training batch strategy, which increases the number of minibatches, can

enhance accuracy. Speci�cally, the cylinder used during training is maintained,

ensuring a 50% overlap between consecutive batches, as shown in Fig. 2.7(b).

Each point is tested approximately three times, and the �nal decision is based on

the average of the probability predictions. We adhere to the default parameters of

the KPConv segmentation network, using a stochastic gradient descent optimizer

with a momentum of 0.98 and an initial learning rate of 10� 2. All models are

constructed within the PyTorch environment and trained on a single GeForce

GTX 1080Ti 11 GB GPU.

(a) (b)

Figure 2.7: The depiction of the ISPRS dataset's minibatch data generation pro-
cess, as colorized by the NIR-R-G spectrum, is presented in two parts: (a) il-
lustrates the training set, while (b) showcases the test set. The circular overlay
signi�es the extent of the minibatch data's reach. During training, the placement
of each batch is determined by a distance-weighted potential function, resulting in
an irregular distribution. Conversely, for testing, a systematic approach is adopted,
employing uniform batches to streamline the process.
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2.4.4 Evaluation metrics

We use the overall accuracy (OA) and F1 scores to evaluate the performance of

our method. OA is the percentage of predictions correctly classi�ed, where the F1

score is the harmonic mean of the precision and recall, presented as:

precision =
tp

tp + fp
;

recall =
tp

tp + fn
;

F 1 = 2 �
precision � recall
precision + recall

;

(2.10)

wheretp, fp , and fn are true positives, false positives, and false negatives, respec-

tively.

2.5 Results and discussion

2.5.1 Classi�cation results

2.5.1.1 ISPRS dataset

In the preliminary assessment, we contrast the performance of our weakly super-

vised approach with that of the baseline. It is important to note that the baseline,

KPConv, enforces the segmentation lossL seg solely on weak labels. The experi-

mental results for the ISPRS dataset are graphically represented in Fig. 2.8. It is

evident that increasing the number of weak labels incrementally enhances accu-

racy for both the baseline and our methods, which is in line with the general belief

that the volume of annotations positively in
uences accuracy. Our method shows

signi�cant improvements in both OA and the average F1 score over the baseline.
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Figure 2.8: The impact of the ratio of labeled points on OA and Avg. F1 on the
ISPRS dataset.

These metrics experience a notable increase when the proportion of weak labels

rises from 5̃ to 1‡ , reaching 83.0% and 70.0%, respectively, nearly matching

those achieved under full supervision. Impressively, our method even outperforms

the full supervision approach at the 5̃ weak-label level. Considering the bal-

ance between the e�ort of annotation and model performance, the results with 1‡

labels are very encouraging. The classi�cation results and error distribution are

visualized in Fig. 2.9, where most points are correctly classi�ed, maintaining clear

boundaries between di�erent objects. Misclassi�cations are primarily observed in

the vegetation category, including low vegetation, shrubs, and trees, due to their

similar geometric and spectral features. To provide a detailed illustration of our

method's e�ectiveness, we visually compare the classi�cation results in several lo-

cal areas, as shown in Fig. 2.10. The limited initial weak labels lead to some easily

recognizable points being misclassi�ed. For example, in the �rst row, the baseline

incorrectly classi�es some tree points as facades, which our method corrects. The
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